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Abstract— Sometimes it is not possible for a user to state a
retrieval goal explicitly a priori. One common way to support
such exploratory retrieval scenarios is to give an overview
using a neighborhood-preserving projection of the collection
onto two dimensions. However, neighborhood cannot always
be preserved in the projection because of the dimensionality
reduction. Further, there is usually more than one way to
look at a collection of images – and diversity grows with the
number of features that can be extracted. We describe an
adaptive zoomable interface for exploration that addresses both
problems: It makes use of a complex non-linear multi-focal
zoom lens that exploits the distorted neighborhood relations
introduced by the projection. We further introduce the concept of facet distances representing different aspects of image
similarity. Given user-specific weightings of these aspects, the
system can adapt to the user’s way of exploring the collection
by manipulation of the neighborhoods as well as the projection.

I. I NTRODUCTION
How do you select your next desktop wallpaper from your
personal photo collection without having to look at each and
every one of the thousands of candidates?
There is a lot of ongoing research in the field of image
retrieval aiming to improve retrieval results for queries formulated as text, sketch or by example, to automatically tag
and categorize images and even recognize objects or persons.
All these efforts facilitate scenarios where the user is able
to formulate a query either by describing the image or by
giving examples. But what if the user cannot formulate a
query because the search goal is not clearly defined. Such a
scenario is called exploratory search.
We address the following three major problems: The first
problem is caused by the amount of images. Even for collections containing only some thousands of images, we cannot
display all images in the collection at a time. Firstly, because
there is not enough space on the display and secondly,
even if there was enough space, the amount of information
would overwhelm the user. Another problem arises from the
dimensionality reduction. Mapping the collection from highdimensional feature space onto two dimensions, it is usually
impossibly to correctly preserve all distances (independent
of the method used). Some images will appear closer than
they actually are and on the other side, some images that
are distant in the projection may in fact be neighbors in
the original space. There is more than one way to look
at an image collection – or more specifically to compare
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two images based on their features. Each user may have a
different way and a retrieval system should be able to adapt
itself appropriately.
II. R ELATED W ORK
A common problem when designing interfaces for efficient
browsing of large image databases is the limiting aspect of
the visualization interface itself, which typically cannot handle more than 3 dimensions. However, very basic metadata
alone, associated to the images such as the time and place
of creation, the creators name and overall image ratings
easily gather up to more than 3 dimensions. In addition,
when enabling browsing by visual similarity, global lowlevel features that describe color and texture of an image
can only be reasonably represented in high-dimensional
space. For example the default configuration of the MPEG-7
ColorLayout descriptor results in 12 dimensions (which can
scale up to 196) describing the color distribution of an image
[1], [2].
When complemented with an appropriate distance metric,
these feature spaces allow for spatially close alignment of
similar images w.r.t. a specific facet of the image (e.g.
images that have been taken at nearly the same geoposition).
Obviously, these higher dimensional feature spaces need to
be projected into two- or three-dimensional visualization
spaces for displaying purposes. Usually, instead of presenting
the feature itself, a thumbnail of the assigned image is presented. The neighboring relations in high-dimensional space,
however, should be preserved throughout the projection so
that image similarity can be easily perceived by the user.
A projection can be as simple as the selection of one or
two dimensions from the overall feature space. For example
Picasa1 aligns all images within a collection along a linear
timeline (see Fig. 1, left). The feature projected to the interface is the (one dimensional) recording time. An example for
a two dimensional feature is the GPS information recorded by
some digital cameras. Google Maps2 for example uses these
geographic coordinates to present images at their recording
position on the world map (see Fig. 1, middle). In [4] the
authors derive a hierarchical structure based on treemaps to
organize images in a two-dimensional grid, where images
similar with respect to a specific feature (such as hard disk
directory location, time, or a shared word in their filename)
are grouped together. A more query-oriented interface is
presented in [5] where thumbnails of images are displayed in
1 http://picasa.google.com
2 http://maps.google.com/

Fig. 1. Left: Linear sampling of photos along timeline in Picasa. Middle: 2-D presentation of photos using geographic location in Google Maps. Right:
2-D-sampling of visually similar images using MDS. The projection causes thumbnail overlaps. [3]

scatter plot. By choosing different axes (such as number of
people in the image and the overall image rating), different
aspects of the collection can be revealed.
The metadata used for presenting images in these aforementioned examples relates to image extrinsic information, which does not enable content-based retrieval. Current
content-based image retrieval systems employ low-level visual descriptors as provided by the MPEG-7 Multimedia
Content Description Interface [6], [7] to compute visual
similarity between images.
As mentioned before, these descriptors usually result in
much higher dimensional feature spaces where projection
is not as evident as for time and geographic metadata. In
order to reduce the dimensionality of the feature spaces while
preserving as much as possible of the neighboring relations
different dimension reduction techniques have been proposed
(a comprehensive survey is given in [8]). In [9], [10] principal
component analysis (PCA) is employed to display images
similar to a user request as thumbnails in a 2-D spatial
layout. In [3], [11] multidimensional scaling (MDS) is used
to align a set of images on a two-dimensional interface based
on color similarity. An example is shown in Fig 1 (right).
The authors in [12] present a method to align the set of
thumbnails mapped into 2-D space via MDS to a regular
grid to optimize the use of visualization space.
Neural Networks have likewise been employed for dimension reduction. The PicSOM system [13] uses self organizing
maps (SOM, [14]) to generate a regular grid of image
thumbnails visually similar to a set of query images. In [15] a
SOM is used to hexagonally align visually similar keyframes
of videos on a 2-D interface. This has been expanded in [16],
[17] in order to visualize growing collections of media.
Inevitably, any projection into lower dimensional space
means an information loss. None of the presented methods
is capable of fully preserving the structure of the image
collection (unless the collection already has a 2-D structure).
Thus, a projection will cause ”errors” in a sense that images,
whose feature vectors are very close in high-dimensional
space might be projected at large distances from each other
and images that are very dissimilar are placed next to
each other respectively. Most of the dimension reduction
techniques try to minimize this error (e.g. stress optimization

in MDS), however, due to its nature a true solution of this
problem is not possible. In [15] the authors weaken the effect
of neighboring dissimilarities by color coding the thumbnails.
Likewise, in our approach we rather aim at attenuating the
impact of dimension reduction on visualization. We present
an interface that allows the user to distort the visualization
space in a sense that images projected at large distances are
“torn” back closer to each other.
Next to feature space projection into visualization space,
another important aspect is the visualization interface itself.
In order to get a holistic understanding of a collection, as
many images as possible should be displayed. However,
since the visualization interface is limited in dimension and
resolution the more images should be presented the smaller
is the space available for each one. As can be seen in Fig.
1 (right) due to the spacial limitations thumbnails tend to
overlap, which makes perception more difficult.
Various methods have been proposed to overcome this
problem. Most query by example systems (e.g. [13], [18],
[19], [20], [21] start with a random subset of images, which,
however, does not necessarily reveal the distribution of the
whole collection.
Strategies such as vector quantization (VQ) may be applied to identify dense (and thus important) regions in the
feature space. In [22] 3014 images from a database have
been clustered into about 500 groups of similar images.
Representatives of each group are expected to provide a good
overview of the whole collection. In [12] four representatives
from each (k-means) cluster are used to give a preview. User
can explore images through mouse clicks on a cluster. In [23]
hierarchical clustering method is used to present a collection
content at different levels. In [24] the AutoAlbum system is
introduced that also extracts representatives from a collection
through automatic clustering. AutoAlbum uses the time and
order of photo creation to assist in clustering.
Others have worked on the visualization technique itself.
The Document Lens [25] is a technique to display large
collections of information at once while using a 2-D fisheye
to magnify parts of the collection to perceivable size. In [12]
a fisheye view has been implemented in order to present
parts of an image collection in a clearer way. Furthermore
the interface allows to adjust the thumbnail overlapping

ratio (arising from projection) by dragging a slider. In order
to provide an overview of a collection, the cluster centers
extracted in [22] have been ordered by inter-cluster similarity,
arranged in sequential order and converted into a video
stream. The MediaMill system presented in [26] allows to
browse newscast videos in two dimensions – the horizontal
dimension represents the temporal dimension of an episode
whereas the vertical dimension shows other videos similar to
the ones on the horizontal axis. Both axes are mapped to a
three-dimensional globe which is used for navigation. In our
approach we employ a multi-fisheye technique that allows
for an efficient use of visualization space on the one hand.
On the other hand our interface provides a novel technique
for exploring a collection by putting additional focuses and
enlarging similar images, which have been projected further
apart from the primary focus. What is considered similar is
a user-controlled weighted combination of different facets of
an images (color, space and time).
III. O UTLINE
The goal of our work is to provide a user with an
interactive way of exploring a large image collection. Before
going into details, we want to sketch the key points of our
approach:
•

•

•

•

An overview of the collection is given, where all images
are displayed as points at any time but only a limited
number is shown as thumbnails. The images shown in
detail are chosen to be spatially well distributed and
representative.
The view on the collection is generated by a
neighborhood-preserving projection from some highdimensional feature space onto two dimension. I.e., in
general images that are close in feature space will most
likely appear as neighbors in the projection. The quality
of the projection method (e.g. MDS, SOM, PCA) is
only secondary but it needs to guarantee near real-time
performance even for a large image collection.
The user can alter the projection by choosing weights
for several aspects of image (dis-)similarity. This gives
him the possibility to look at a collection from different
perspectives.
The projection will necessarily contain distortions of
the actual distances of the images. Instead of trying to
improve the quality of the projection method and trying
to fix heavily distorted distances, we exploit them during
interaction with the projection:
The user can zoom into a region of interest. The
space for this region is increased, thus allowing more
images to be displayed as thumbnails. At the same
time the surrounding space is compacted but not hidden
from view. This way, there remains some context for
orientation. To accomplish such a behavior the zoom
is based on a non-linear distortion similar to so called
”fish-eye” lenses.
At this point the original projection ”errors” come into
play: Instead of putting a single lens focus on the region

of interest, additional focuses are introduced in regions
that contain images similar to those in primary focus.
The resulting distortion brings original neighbors back
closer to each other. This gives the user another option
for interactive exploration.
The outline of our approach is depicted in Figure 2. As
near real-time performance of the projection is necessary
to respond to changed weight settings, some preprocessing
steps need to be done. This part is described in Section
IV. Based on features extracted from the images, facets are
defined that refer to different aspects of image (dis-)similarity
(Section IV-A). Further a small sample of images is drawn
from the collection (Section IV-B). These images are referred
to as landmarks. Only for these images, the projection will
be computed later. The remaining images will be placed
according to their distances to the landmarks. To further
speed up the projection, these distances are precomputed
(Section IV-C).
Section V describes the techniques applied during interaction: An aggregated distance metric is derived from the
adjusted weights (Section V-A) and used as to compute
distances in the projection step (Section V-B). The underlying
technique of the multi-focal zoom is explained in Section
V-C and Section V-C.1 details the filtering used to choose
thumbnails.
Finally, Section VI discusses our early experiences with a
prototype implementation of the described system.
IV. P REPROCESSING
This section describes all necessary preprocessing steps
that can be done offline. The applied methods are therefore
not required to operate in real-time. First, the concept of
features and facets is introduced. Then, the landmark selection heuristic is explained. Finally, the two data structures
are described that can be pre-computed to speed up response
time during the interaction.
A. Features and Facets
Images are described by features that can be extracted from
raw image data (e.g. color histograms), associated meta-data
(e.g. EXIF) or external sources such as web services. Based
on these features, facet distance metrics can be defined:
Definition Given a set of features F , let S be the space
determined by the feature values for a set of images I . A
facet distance metric d (or short: facet) is a distance metric
defined on a subspace S 0 ⊆ S of the feature space and
satisfying the following conditions for any images x, y, z ∈
I:
• d(x, y) ≥ 0 and d(x, y) = 0 if and only if x = y
• d(x, y) = d(y, x) (symmetry)
• d(x, z) ≤ d(x, y) + d(y, z) (triangle inequality)
E.g. a facet ”place” could be defined on the feature ”GPS position” whereas a facet ”people” could compare the combined
information from the features ”photographer” and ”person(s)
in the image”.
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It is important to stress the difference to common faceted
browsing and search approaches that rely on a faceted
classification of objects to support users in exploration by
filtering available information. Here, no such filtering by
value is applied. Instead, we employ the concept of facet
distances to express different aspects of (dis-)similarity that
can be used for filtering. This could be called ”fuzzy faceted
retrieval” in the sense that there is no crisp filtering.
B. Landmark Selection
The projection algorithm described later in Section V-B
relies on a representative sample of images selected from
the whole data set. The images of these sample are called
landmarks or pivot objects. The quality of the projection
depends on the choice of the landmarks – especially if the
landmark sample is small. If the landmarks lie close to a lowdimensional subspace (e.g. a line), there is the chance of systematic errors in the projection. Two heuristics are proposed
in [27] with the goal to approximate the covariance matrix of
the data with the sample defined by the landmarks: A random
approach and a MaxMin approach. The MaxMin approach
greedily seeks out extreme, well-separated landmarks but has
the tendency to select outliers in the data. The authors state
that accuracy increases with the number of landmarks (but
at higher computational costs). Here, we propose a hybrid
approach: We start with a landmark set generated with the
MaxMin heuristic using a single facet at a time for the
distance computation. Afterwards, landmarks are replaced
with a predefined probability by randomly chosen objects
(similar to a mutation operator in genetic programming). This
way, the heuristic is a little less random. However, there is
definitely much room for improvement here but this is out
of the scope of this paper.
C. Facet Distance Caching
Once the landmark sample has been chosen, the facet
distance cuboid can be computed. This 3-dimensional data
structure depicted in Figure 2 (top) holds for each image
the distance values to all landmarks for all facets. If N is
the number of images, m the number of landmarks and l the
number of facets, the cuboid has the dimension N ×m×l and
holds as many positive real values. The facet distance values
need to be stored separately as it is not clear at indexing time
how these values are to be aggregated. Note that m and l are
fixed small values of O(100) and O(10) respectively. Thus,
the space requirement effectively scales linearly with N and
even for large N the data structure should fit into RAM.
D. Nearest Neighbor Indexing

Fig. 2. Outline of the approach showing the important processing steps
and data structures. Top: preprocessing. Bottom: interaction with the user.

To control the lens distortion as described in Section VC the neighbors of an image need to be retrieved. As the
user interface has to respond quickly, linear scans become
infeasible for large N . Thus, more efficient index structures
are required. As the choice of an appropriate index depends
on the facets used, no general statement can be made here.

Fortunately, efficient image indexing methods for query-byexample scenarios are already available. Describing all possibilities for efficient indexing methods is however beyond
the scope of this paper. Therefore, we confine ourselves to
some examples. E.g. for geo-positions quadtrees can be used
that provide sublinear query complexity. Further, there exists
a variety of approaches based on locality sensitive hashing
[28] that may even be kernelized [29] to allow for more
complex distance metrics.
V. O NLINE I NTERACTION
Once the image collection has been preprocessed and
indexed, a user can interact with it as outlined in Figure 2.
A screenshot of the user interface is shown in Figure 3. The
panel on the left-hand side allows to control two aggregated
distance metrics by choosing a function type (in the dropdown menu) and then adjusting weights for the individual
facets (through the sliders). Section V-A describes the facet
distance aggregation in detail. The first aggregated distance
metric is applied to derive the image-landmark distances
from the facet distance cuboid previously introduced in
Section IV-C. These distances are then used to compute the
projection of the data set onto the 2-dimensional pane on
the right. This process will be described in Section V-B. The
second aggregated distance metric is applied to identify the
neighbors of an image. The information about the neighbors
is used to distort the projection when the user zooms into
it. We describe the Multi-Focus SpringLens technique used
for distortion in Section V-C. By default, the two aggregated
distance metrics are linked as it is most natural to use the
same metric for projection and neighbor retrieval. However,
unlinking them and using e.g. orthogonal distance metrics
can lead to interesting effects.
A. Facet Distance Aggregation
Before the collection can be projected, the facet distances
need to be aggregated. The facet distance cuboid (c.f. Section
IV-C) already holds the precomputed facet distance values.
I.e., for each (image, landmark)-pair, a list of real values
referring to the respective facets can be looked up. This
aggregation process that computes a single value from such
a list can be fully controlled by the user. The respective
interface is shown in Figure 3 (left). For each facet, the
user can choose a weight that states how important the facet
distance should be when comparing images. Additionally, he
can choose one of the following functions to aggregation the
facet distances values d1 , . . . , dl and the associated weights
w1 , . . . , w l :
qP
l
wi d2 (weighted euclidean distance)
• d=
Pl i=1 2 i
• d=
w d (squared weighted euclidean distance)
Pli=1 i i
• d=
w
i=1 i di (weighted sum)
• d = maxi=1..l {wi di } (maximum)
• d = mini=1..l {wi di } (minimum)

B. Projection
In the projection step each image is mapped from the highdimensional feature space to a 2-D-coordinate that will later
be used to infer its position when displayed on the screen.
Naturally, this projection should be neighborhood-preserving
such that images close to each other in feature space are
also close in the projection. We propose to use a landmarkor pivot-based Multi-Dimensional Scaling approach (LMDS)
for the projection as described in detail in [30], [27]. This
is a computationally efficient approximation to the classical
multi-dimensional scaling (MDS) algorithm. The general
idea of this approach is as follows: Given a sample of
landmark objects selected by some heuristic (described in
Section IV-B), an embedding into low-dimensional space
is computed for these objects using classical MDS. Each
remaining data object can then be located within this space
according to its distances to the landmarks. A projection of
the test collection (c.f. Section VI-A) is shown in Figure 2
(bottom: projection).
1) Complexity: Classical MDS has a computational complexity of O(N 3 ) for the projection, where N is the number
of objects in the data set. Additionally, the N ×N distance
matrix needed as input requires O(N 2 ) space and is computed in O(CN 2 ), where C are the costs of computing the
distance between two objects. By limiting the number of
landmark objects m  N , an LMDS projection can be
computed in O(m3 + kmN ), where k is the dimension
of the visualization space, which is fixed here as 2. The
first part refers to the computation of the classical MDS
for the m landmarks and the second to the projection of
the remaining objects with respect to the landmarks. Further,
LMDS requires only the distances of each data point to the
landmarks, i.e. only a m × N distance matrix has to be
computed resulting in O(mN ) space and O(CmN ) computational complexity. This way, LMDS becomes feasible
for application on large data sets as it scales linearly with
the size of the data set.
2) Incremental Collection Updates: In previous work
[16], [17] we used a Growing Self-Organizing Map approach
(GSOM) for the projection. While both approaches, LMDS
and GSOM, are neighborhood-preserving, GSOMs have the
advantage of being inherently incremental, i.e. adding or
removing objects from the data set only gradually changes
the way, the data is projected. This is a nice characteristic because too abrupt changes in the projection caused by adding
or removing some images might irritate the user if he has
gotten used to a specific projection. On the contrary, LMDS
does not allow for incremental changes of the projection.
However, it still allows objects to be added or removed from
the data set to some extend without the need to compute a
new projection: If a new image is added to the collection, an
additional ”layer” has to be appended to the facet distance
cuboid (c.f. Section IV-C) containing the facet distances
of the new image with all landmarks. The new image can
then be projected according to these distances. If an image
is removed, the respective ”layer” of the cuboid can be

Fig. 3.

Screenshot of the prototype GUI. Left: facet distance control pane (enlarged). Right: distorted collection view with visible mesh.

deleted. Neither operation does alter the projection.3 Adding
or removing many objects may however alter the distribution
of the data (and thus the covariances) in such a way that the
landmark sample may no longer be representative. In this
case a new projection based on a modified landmark set
should be computed. We leave this point for further work
and consider here only a stable landmark set.

points to give information about the data distribution. For
the filtering algorithm, a significance value can optionally be
assigned to each image. E.g. this could be a quality rating
of the image or a view count. If no significance values are
defined, random values are used. To reduce lookup time,
projected points are stored in a Quadtree data structure and
sorted by significance within the tree’s quadrants.

C. Adaptive SpringLens Visualization

The following method is used to select images: A Delaunay triangulation is constructed incrementally top-down
starting with the most significant image and some virtual
points at the corners of the display area. Next, the size of all
resulting triangles given by the radius of their circumcircle is
compared with a predefined threshold sizemin . If the size of
a triangle exceeds this threshold, the most significant image
within this triangle is chosen for display and added as a point
for the triangulation. This process continues recursively until
no triangle that exceeds sizemin contains anymore images
that could be added. The Delaunay triangulation can be
computed in O(n log n) and the number of triangles is at
most O(n) with n  N being the number of actually displayed thumbnails. A triangle’s size may be changed through
distortion caused by the multi-focal zoom. This change may
trigger an expansion of the triangle or a removal of the
point that caused its creation originally. Both operations
are propagated recursively until all triangles meet the size
condition again. Figure 2 (bottom) shows a triangulation and
the resulting display for a (distorted) projection of the test
collection (c.f. Section VI-A).

The collection view in the right pane of Figure 3 initially
shows the original projection of the collection. By default,
each image is only visualized as a point. Only selected
images are displayed as thumbnails. The filtering applied to
select images for display is explained in Section V-C.1. Once
the user zooms into a region by clicking into it, the projection
is distorted in the following way: Naturally, the region of
interest is enlarged with a fisheye distortion to make room for
more thumbnails of images in this region. By using a fisheye,
the context of the surrounding collection remains visible but
is compacted as its display space is reduced. Additionally,
another distortion is introduced, that also enlarges smaller
regions of the collection that are currently not in focus but
contain neighbors of those that are. As a result, the overall
distortion brings neighbors closer together that – caused by
the dimensionality reduction during projection – originally
have been distant.
1) Filtering: In order to reduce the amount of information
displayed at a time, only a subset of the collection is shown
as thumbnails. The remaining images are only visualized as
3 In

case a landmark image is removed from the collection, its feature
representation has to be kept to be able to compute facets distances for new
images. However, the corresponding ”layer” in the cuboid can be removed
as for any ordinary image.

2) Neighborhood-Driven Multi-Focal Zoom: The zoom
is based on the ”SpringLens” approach [31] that has been
originally developed to model complex nonlinear distortions
of images. A SpringLens consists of a mesh of mass particles

and interconnecting springs that form a rectangular grid with
fixed resolution. Through the springs, forces are exerted
between neighboring particles affecting their motion. By
changing the rest-length of selected springs, the mash can be
distorted. The deformation is calculated by a simple iterative
physical simulation over time. This way, the SpringLens
functions as a very flexible lens.
In the context of this work, we apply SpringLens to simulate a complex superimposition of multiple fish-eye lenses.
We chose a moderate resolution of 30 × 30 for the overlay
mesh which yields sufficient distortion accuracy while realtime capability is maintained. When the user zooms into
a region, a primary fish-eye lens is created at the click
location. Additionally, the thumbnail closest to the click
location is identified. Next, the neighbor index is queried
with the respective image. For each of the neighbors, a
secondary lens is added at the neighbor’s position with its
radius and magnification dependent on the distance from the
image in primary focus (according to the neighbor index).
By superimposing all newly and previously defined lenses
the deformation of the distortion mesh is calculated. The
new position of the projection points are finally obtained
by barycentric coordinate transformation with respect to the
particle points of the mesh. A distorted projection of the test
collection (c.f. Section VI-A) is shown in Figure 2 (bottom:
lens distortion).
VI. P ROTOTYPE I MPLEMENTATION

processing step
distance cuboid (offline)
projection (online)

number of landmarks (m)
10
100
1000
1796
0.1
1.1
10.8
18.4
0.004
0.079
0.175 0.627

TABLE I
P ERFORMANCE OF THE LANDMARK - DEPENDENT PROCESSING STEPS .
VALUES IN SECONDS , AVERAGED OVER 10 RUNS .

coefficients form the descriptor (we obtain 3 different feature
vectors – one for each color component – by concatenating
the coefficients). We have chosen the recommended setting of
6, 3, 3 for the Y, Cr, Cb coefficients respectively. We use the
CLD Java implementation as provided by the Caliph&Emir
MPEG-7 photo annotation and retrieval framework [33].
Respectively, we defined the three simple facets ”time”,
”place” and ”color”. For the time facet, the distance is the
time difference in seconds. The place facet distance equates
to distance in kilometers between two GPS coordinates. The
distance between two MPEG-7 ColorLayout descriptors is
computed according to the recommendation in the MPEG7 Multimedia Content Description Interface. For matching
two CLDs ({DY, DCr, DCb} and {D0 Y, D0 Cr, D0 Cb}), a
simple sum of the (weighted) euclidean color component
distances is used [2]:
sX
sX
0
2
wyi (DYi − D Yi ) +
wrk (DCrk − D0 Crk )2
D=
i

A prototype system has been implemented in Java. The
Landmark MDS projection algorithm is based on the MDSJ
library [32]. For lens modeling, the original SpringLens code
written in C has been ported to Java. The graphical user
interface has been built using Qt Jambi.4 Although many
design decisions have been made in favor of performance,
the implementation itself is not performance-optimized and
there is possibly still potential for improvement.
A. Test Dataset
For testing, a private photo collection containing 1796
GPS-tagged pictures taken between May 2009 and January
2010 was used. All images were resized to fit 640x640.
We extracted three features: the EXIF time stamp, the GPS
coordinates and the MPEG-7 ColorLayout descriptor (CLD)
[1]. We have chosen the CLD as it is very well suited
to represent the global color distribution of an image. The
extraction process of the CLD is as follows:
• The image is partitioned into 8x8 blocks and average
color is extracted on each block.
• The resulting iconic 8x8 “pixel” representation of the
image is expressed in YCrCb color space.
• Each of the the components (Y, Cr, Cb) is transformed
by an 8x8 discrete cosine transform (DCT).
• The DCT coefficients are quantized and zigzag-scanned.
A number of low-frequency coefficients of each color
plane is selected beginning with the DC coefficient. Those
4 http://qtjambi.sourceforge.net/

k

sX
+
wbk (DCbk − D0 Cbk )2
k

Here DYi , DCrk , DCbk represent the ith luminance coefficient (DY ) and the kth chrominance coefficient (DCr,
DCb)respectively. The distances are weighted appropriately,
with larger weights given to the lower frequency components.
The respective component weights have been determined
empirically.5
B. Performance Measurements
To assess the performance of the implementation, the
execution times for the different components were measured
on a consumer notebook running an Intel Core 2 Duo @
2.4 GHz. Feature extraction took 2:30 minutes – clearly
dominated by the extraction of the CLD. Table I shows
the processing time for the steps dependent on the number
of landmarks m. As expected the time increases with the
numbers of landmarks chosen. This effect is linear for the
computation of the distance cuboid as N × m × l distances
need to be computed whereby N and l are constants here (c.f.
Section IV-C). For the projection the impact of increasing
m is much more drastic. Recalling, that the computation
complexity of this step is O(m3 + kmN ) (c.f. Section VB.1) this is also not surprising. The initial filtering takes
5 Note that the CLD component weights are applied to compute the
distance for the ”color” facet and thus are part of the facet’s definition
in contrast to the facet distance weights that are used for the aggregation of
different facets.

less than 15 milliseconds and subsequent updates triggered
by lens distortions significantly less. The time needed for
the lens distortion was not measured as it is simulated over
time to yield a smooth transition effect. Summarizing, the
response time of the system stayed well below a second
even for the maximal landmark sample making it suitable
for fluent, uninterrupted interaction with the user.
VII. C ONCLUSIONS
In this paper, we presented a zoomable interface for
interactive exploration of image collections based on
neighborhood-preserving projections. When the user zooms
into a region, a complex multi-focal lens visualizes neighborhood relations distorted in the original projection. By
choosing weights for different aspects of similarity, the user
can manipulate the projection and the neighborhood relations
visualized by the lens. We further proposed data structures
that facilitate a real-time adaptation of the system.
We are currently preparing a user study to assess whether
users embrace this way of collection exploration and to
identify further options for interaction. Further, we want to
investigate improved data structures for filtering and zoom,
e.g. for automatic adaptation of the distortion grid resolution.
ACKNOWLEDGMENT
This work was supported in part by the German Research
Foundation (DFG) and the German National Merit Foundation. The authors would further like to thank Tobias Germer
for sharing his ideas and code of the original SpringLens
approach [31], Sebastian Loose who has put a lot of work
into the development of the filter and zoom components, and
Matthias Steinbrecher for providing his GPS-tagged photo
collection for testing.
R EFERENCES
[1] E. Kasutani and A. Yamada, “The MPEG-7 color layout descriptor:
a compact image feature description for high-speed image/video segment retrieval,” in Proc. of Int. Conf. on Image Processing (ICIP’01),
2001.
[2] B. S. Manjunath, J.-R. Ohm, V. V. Vasudevan, and A. Yamada, “Color
and texture descriptors,” IEEE Transactions on Circuits and Systems
for Video Technology, vol. 11, pp. 703–715, 1998.
[3] Y. Rubner, L. Guibas, and C. Tomasi, “The earth movers distance,
multi-dimensional scaling, and color-based image retrieval,” in Proc.
of ARPA Image Understanding Workshop, 1997.
[4] B. B. Bederson, “Photomesa: a zoomable image browser using quantum treemaps and bubblemaps,” in Proc. of 14th ACM Symp. on User
Interface Software and Technology (UIST’01), 2001.
[5] H. Kang and B. Shneiderman, “Visualization methods for personal
photo collections: Browsing and searching in the photofinder,” in IEEE
Int. Conf. on Multimedia and Expo (III), 2000.
[6] B. Manjunath, P. Salembier, and T. Sikora, Introduction to MPEG-7:
Multimedia Content Description Interface. New York, NY, USA:
John Wiley & Sons, Inc., 2002.
[7] J. Martinez, R. Koenen, and F. Pereira, “MPEG-7: The generic
multimedia content description standard, part 1,” IEEE MultiMedia,
vol. 9, no. 2, pp. 78–87, 2002.
[8] I. K. Fodor, “A survey of dimension reduction techniques,” Center for
Applied Scientific Computing, Lawrence Livermore National Laboratory, Tech. Rep. UCRL-ID-148494, June 2002.
[9] B. Moghaddam, Q. Tian, N. Lesh, C. Shen, and T. S. Huang,
“Visualization & user-modeling for browsing personal photo libraries,”
International Journal of Computer Vision, vol. 56, p. 2004, 2004.

[10] Z. Pecenovic, M. Do, M. Vetterli, and P. Pu, “Integrated browsing and
searching of large image collections,” in Proc. of 4th Int. Conf. on
Advances in Visual Information Systems (VISUAL’00), 2000.
[11] K. Rodden, W. Basalaj, D. Sinclair, and K. Wood, “Does organisation
by similarity assist image browsing?” in Proc. of SIGCHI Conf. on
Human factors in computing systems (CHI’01), 2001.
[12] H. Liu, X. Xie, X. Tang, Z.-W. Li, and W.-Y. Ma, “Effective browsing
of web image search results,” in Proc. of 6th ACM SIGMM Int.
Workshop on Multimedia Rnformation Retrieval (MIR’04), 2004.
[13] J. Laaksonen, A. Member, M. Koskela, and E. Oja, “Picsom: Selforganizing image retrieval with MPEG-7 content descriptions,” in
Networks, Special Issue on Intelligent Multimedia Processing, 2002,
pp. 841–853.
[14] T. Kohonen, “Self-organized formation of topologically correct feature
maps,” in Neurocomputing: foundations of research. MIT Press, 1988,
pp. 509–521.
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