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Preface
Welcome to the 2nd International Workshop
on Learning Semantics of Audio Signals

The introduction of techniques for compressing and streaming of audio data in recent time has
signiﬁcantly changed the way music is consumed and archived. Personal music collections may
nowadays comprise ten-thousands of music titles. Even mobile devices are able to store some
thousands of songs. But these magnitudes are nothing compared to the vast amount of music
data digitally available on the Internet.
Several features have been proposed to describe music on a low, signal-processing based
level. Some of these have already been incorporated as description schemes for annotation of
audio data into the MPEG-7 standard. However, in contrast to text documents that can be
suﬃciently well represented by statistics about the contained terms, audio data seems far too
complex to be described by statistics on signals alone. Additionally, such a representation does
only allow query-by-example.
Learning a mapping between audio features and contextual interpretations would be the key
to solve this problem, enabling a user to formulate a query in a way that is close to his way
of describing music contents, e.g. using natural language or at least combinations of terms.
For this task, models describing how music is perceived are needed, as well as methods for the
extraction, analysis and representation of linguistic descriptions of music. On the other hand,
more sophisticated audio features and analysis of the music structure can narrow the semantic
gap. But even if a mapping can be found, it cannot be considered as universally valid. It
will rather be biased depending on the users preferences, making it necessary to think about
personalization at some point as well.
2006’s successful LSAS workshop, which took place as a part of the SAMT 2006 conference,
managed to gather a multidisciplinary group of researchers and included presentations covering
signal-processing, social, musicological and usability aspects of semantic audio analysis. Our
purpose is to continue fostering this line of research in a rapidly expanding and promising ﬁeld.
We are very pleased to welcome you in Paris for the second edition of this workshop and would
like to thank all members of the program committee for supporting us in the reviewing process,
and of course the authors for their willingness to revise and extend their initial submissions
based on the reviewers comments.
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Keynote: Large-Scale Evaluation of Multi-Class
Music Classiﬁers: the HiFind Experiments
François Pachet
Sony Computer Science Laboratory (CSL)
6, rue Amyot, 75005 Paris, France
pachet@csl.sony.fr

Abstract. I will report on a unique large-scale experiment aiming at
validating several approaches in supervized classiﬁcation of audio signals.
The experiments used a 40,000 title database with about 600 Boolean
attributes per title. I will discuss the results obtained, notably the inﬂuence of features on the performance, the issues of attribute grounding,
and a novel classiﬁer fusion approach aiming at improving the performance of the basic classiﬁers. I will discuss the (negative) implications
of this study on Hit Song Science, and will stress on the importance of
generating high-level features for semantic music extraction.
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Tutorial: Introduction to Musical Source
Separation
Juan José Burred
IRCAM, Équipe Analyse/Synthèse
1, pl. Igor Stravinsky, 75004 Paris, France
Juan.Jose.Burred@ircam.fr

Abstract. This tutorial will oﬀer an introduction to the principles of
sound source separation, and to the advantages it oﬀers to Music Information Retrieval applications. A number of general separation concepts,
such as mixing models, sparse decompositions and Independent Component Analysis will be introduced, followed by a set of techniques aimed
speciﬁcally at musical mixtures, such as methods relying on Sinusoidal
Modeling and on a priori training of instrument models. Recently published works will be presented, together with numerous sound examples.
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Investigating Diﬀerent Term Weighting
Functions for Browsing Artist-Related Web
Pages by Means of Term Co-Occurrences
Markus Schedl and Peter Knees
{markus.schedl, peter.knees}@jku.at
Department of Computational Perception
Johannes Kepler University
Linz, Austria
http://www.cp.jku.at

Abstract. We present a user interface (UI) for browsing collections of
web pages about music artists. Given such a collection, we use a term list
to index its contents and to derive term co-occurrences. Based on these
co-occurrences, we create a UI that employs a variant of the Sunburst visualization technique. The UI is embedded in CoMIRVA, our framework
for music information retrieval and visualization.
We use two dictionaries of musically relevant terms and derive information about which terms occur on which web pages. Based on this
information, subsets of the web page collection are created according to
the terms that occur most frequently in the collection. The generated
UI, which we call the Co-Occurrence Browser (COB), thus allows for associating each artist with its most important (descriptive) terms and for
browsing the respective web pages. To assess the usability of the COB,
we carried out a small qualitative user study. Furthermore, diﬀerent term
weighting functions used to create the UI were tested and evaluated in
a quantitative user study.

1

Introduction and Context

Automatically ﬁnding descriptive terms for a given music artist is an important
question in music information retrieval (MIR). Such terms may describe, for
example, the genre or style of the music performed by the artist under consideration and enable a wide variety of applications, e.g. enriching music players [14],
recommending unknown artists based on the favorite artists of the user (recommender systems) [18], or enhancing user interfaces for exploring or browsing
music collections [9, 12, 8, 10, 17].
One possibility for assigning musically relevant terms to a given artist is
manual annotation by music experts, as it is usually employed by music information systems like the All Music Guide [1] or interfaces for music search like
musiclens [2]. However, this is a very labor-intensive task and barely feasible for
huge music collections. An alternative way, which we follow here, is to exploit
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today’s largest information source, the World Wide Web (WWW). Automatically deriving information about music artists from the WWW is advantageous
since it does not only represent the views of a few experts, which are usually
bound to one cultural context, but incorporates the opinions of a large number
of diﬀerent people, and thus embodies a kind of cultural knowledge.
In this paper, we present an application – which we henceforth call the CoOccurrence Browser (COB) – that automatically indexes a set of web pages
about music artists according to a dictionary of musically relevant terms and
organizes these web pages by creating a number of subsets STi , each of which
is described by a set of r terms Ti = {ti1 , . . . , tir } from the dictionary. Each
subset STi thus represents those documents of the entire collection in which all
terms of the set Ti occur. The subsets are then visualized using a variant of the
well-established Sunburst technique [6, 16].
The purpose of the COB is twofold. First, it facilitates getting an overview
of the web pages related to a music artist by structuring them according to
co-occurring terms. Second, since the descriptive terms that most often occur
on web pages related to a music artist X constitute an individual proﬁle of X,
the COB is also suited to reveal various meta-information about the artist, e.g.
musical style, related artists, or instrumentation.
The COB has been implemented in the context of the CoMIRVA framework
for music information retrieval and visualization. CoMIRVA is presented in [13]
and can be downloaded from [3].

2

Web Retrieval and Co-Occurrence Analysis

Given a list of artist names, we ﬁrst query Google with the scheme “artist
name”+music+review to obtain the URLs of up to 200 web pages related to
the artist. We then retrieve the content available at the extracted URLs via
wget [4].
Subsequently, a term occurrence analysis step is performed. To this end, we
use a dictionary containing musically relevant terms, which are searched in all
web pages of each artist. We conducted experiments using two dictionaries Ts
and Tl . Ts has been compiled by the authors and includes genre names taken
from the Yahoo! Directory [5] and style names taken from the All Music Guide.
Tl is basically the same dictionary as used in [11]. It was manually compiled by
the authors of [11] by copying lists of genres, instruments, and other descriptive
terms from various sources such as Wikipedia, Yahoo! Directory, and All Music
Guide. We further added the names of all artists in the collection used for our
experiments, which yields a total number of 544 and 1,506 terms for Ts and Tl ,
respectively.
The outcome of the term occurrence analysis is an inverted ﬁle index, i.e. a
data structure that stores, for every term of the dictionary, pointers to the web
pages that contain the term. From such an inverted ﬁle index of an artist X,
we can easily extract subsets SX,{t1 , ..., tr } of the web page collection of X which
have in common the occurrence of all terms t1 , . . . , tr .

6
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Sunburst User Interface

Based on the inverted ﬁle index of an artist, we create a user interface that
employs a variant of the Sunburst [6, 16], i.e. a radial, space-ﬁlling visualization
technique for hierarchical data. In most publications related to the Sunburst,
its usual application scenario is browsing the hierarchical tree structure of a ﬁle
system. Since the number of directories and ﬁles in a ﬁle system is limited, in
this application scenario, no further attention has to be paid to restricting the
size of the Sunburst. In contrast, for the COB, we had to elaborate methods
to limit the size of the visualization, as explained below, since this size is in
principle only restricted by the number of possible combinations of all terms in
the dictionary.
Starting with the entire set of web pages SX,{} of an artist X, a userdeﬁnable maximum number N of terms with highest value according to some
term weighting function (e.g. document frequencies) is selected to create N subsets SX,{t1 } , . . . , SX,{tN } of the collection. These subsets are visualized as ﬁlled
arcs AX,{t1 } , . . . , AX,{tN } around a centered circle (the root node) AX,{} that
represents the entire set of web pages retrieved for artist X. The angular extent
of each arc is proportional to the weight of the associated term ti , i.e. to the
number of documents containing ti when using document frequencies for term
weighting. To avoid very small arcs that are barely perceivable, arcs whose angular extent is smaller than a ﬁxed threshold E are omitted. Furthermore, each
arc is ﬁlled with the color given by the colormap selected in CoMIRVA’s user
interface.
The term selection with respect to term weights and the corresponding visualization steps are recursively performed for all arcs, with a user-deﬁnable
maximum recursion depth R. This eventually yields a complete Sunburst like
the one shown in Figure 1, where each arc at a speciﬁc recursion depth r represents a set of web pages SX,{t1 , ..., tr } in which all terms t1 , . . . , tr co-occur.
Internally, the COB stores the Sunburst as a tree, where each arc is represented by a node. A node AX,{t1 , ..., tr } at depth r in the tree thus represents the
set of web pages that contain the term tr and all terms t1 , . . . , tr−1 associated
with the nodes on the shortest path from AX,{t1 , ..., tr } to the root node.
Addressing the fact that in the application scenario of the COB the size
of the Sunburst is in principle only restricted by the number of possible combinations of all terms in the dictionary, the user can deﬁne some stop criteria
for complexity limitation: maximum sub nodes per node (by default, N = 20),
maximum recursion depth (by default, R = 8), minimum angular extent of an
arc (by default, E = 1.0 degree).
As the COB is intended to be used for browsing web page collections, user
interaction is essential. It is provided in two ways. First, clicking with the left
mouse button on an arbitrary arc generates a new Sunburst visualization with
this arc as root node, i.e. only the web pages that are represented by the selected
arc are used to create the new visualization. Second, a right mouse click on any
arc displays a pop-up menu with the URLs of the web pages represented by
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the respective arc. The user can then view a web page by selecting it from the
pop-up menu.

4

Browsing Artist-Related Web Pages

To demonstrate the COB, we compiled a test collection of 112 well-known music artists for which we retrieved a total of 21,594 web pages. For each artist,
two inverted indices were created, one using the dictionary Ts , the other using
Tl (cf. Section 2). Figure 1 shows the Sunburst generated for the music artist
Britney Spears using the dictionary Tl . The values in parentheses indicate the
document frequency of the term of the respective arc. This sample visualization
reveals which combinations of terms most frequently occur in web pages about
Britney Spears. For example, the term pop occurs on 75 of the 124 web pages
retrieved for Britney Spears. If the user wants to know, for example, in which
web pages the terms Britney Spears (BS), song (s), and vocal (v) are mentioned
together, s/he can easily display a list of the corresponding URLs by clicking on
the arc ASBS,{BS, s, v} as shown in Figure 1. A further click on one of the URLs
opens the respective web page in the user’s preferred web browser.
Figures 2 and 3 show the inﬂuence of diﬀerent constraints for the size of the
Sunburst. For the visualization depicted in Figure 2, we used the dictionary Tl . It
can easily be seen that the terms that most often occur on web pages related to
the music artist Iron Maiden are metal, band, song, guitar, world, heavy metal,
and hard, which seems reasonable. The Sunburst shown in Figure 2 uses the
default values for the complexity constraints (cf. Section 3). In contrast, for the
visualization depicted in Figure 3, N was reduced to 4 and E to 0.5 degrees.
Using these modiﬁed constraints, the generated Sunburst contains more arcs
at deeper hierarchy levels and therefore provides more detailed information on
term co-occurrences. However, this comes at the cost of lucidity. Figure 3 further
shows that the terms Metal, Rock, World, and Epic most often occur on web
pages retrieved for Iron Maiden when using the dictionary Ts for indexing.

5

Qualitative Evaluation

We conducted a small qualitative user study to assess the usability of the COB.
To this end, we asked some computer science students to choose a music artist
they are familiar with (out of the 112 contained in our test collection). After
having introduced the COB and let them play around with it (using both term
lists Ts and Tl ), we asked the participants the following questions:
– How would you rate the terms displayed with respect to their descriptiveness
and their usefulness for browsing the artist’s web pages?
– Did you discover any formerly unknown artists?
– Do you have any suggestions for improving the COB ?

8
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We received detailed responses for the artists Eminem, Sonic Youth, Aphex
Twin, Britney Spears, Fatboy Slim, and The Kinks. Due to space limitations, in
the following, we can only brieﬂy summarize the most important results.
Almost independent of the artist, the vast majority of the top-ranked terms
was rated descriptive or even very descriptive when using the dictionary Tl .
Using Ts , however, for three of the six artists the results were unsatisfactory.
Especially the top-ranked occurrence of general terms like band, song, world, or
personal was disliked.
Displaying not only descriptive terms, but also related artists was appreciated
by all participants. Two of them, however, requested some kind of highlighting of
the artist names to make them clearly distinguishable from the descriptive terms.
Since all artists of the collection are well-known, no formerly unknown artist
was discovered. At least, all participants stated that the co-occurring artists are
similar to the chosen one.
As for comments and suggestions, in general, using a Sunburst-based UI for
the purpose of browsing collections of web pages was seen “a very interesting
and appealing” application. However, the response times of the UI should deﬁnitely be improved. Two participants suggested making the term list extendable
by user-deﬁned terms, e.g. love aﬀair for Britney Spears was mentioned. One
user suggested showing a preview of each web page when performing a right
mouse click on an arc instead of only displaying the URLs. Another participant
requested a back -button to return to a higher level after having restricted the
shown Sunburst to a subset of web pages.

6

Quantitative Evaluation

We experimented with three diﬀerent term weighting functions (document frequency, term frequency, TF×IDF) for term selection in the Sunburst creation
step, cf. Section 3. Given a set of web pages S of an artist, the document frequency DFt of a term t is deﬁned as the absolute number of documents on which
t appears at least once. The term frequency T Ft of a term t is deﬁned as the
sum of all occurrences of t in S. The term frequency inverse document frequency
|S|
measure T F × IDFt of t is calculated as T Ft × ln DF
.
t
To assess the inﬂuence of the term weighting function on the quality of the hierarchical clustering, the hierarchical layout, and thus on the visualization of the
COB, we conducted a quantitative user study.
6.1

Setup

For the user study, we chose a collection of 112 well-known artists (14 genres,
8 artists each). Table 1 depicts a list of all artist names. The dictionary used
for indexing contains 1,506 musically relevant terms, cf. Section 2. To create the
evaluation data, for each artist, we calculated on the complete set of his/her
retrieved and indexed web pages, the 10 most important terms using each of the
three term weighting functions. To avoid biassing of the results, we combined, for
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each artist, the 10 terms obtained by applying each weighting function. Hence,
every participant was presented a list of 112 artist names and, for each of these, a
set of associated terms (as a mixture of the terms obtained by the three weighting
functions). Since the authors had no a priori knowledge of which artists were
known by which participant, the participants were told to evaluate only those
artists they are familiar with. Their task was then to rate the associated terms
with respect to their appropriateness for describing the artist or his/her music.
To this end, they had to associate every term to one of the three classes + (good
description), – (bad description), and ∼ (indiﬀerent or not wrong, but not a
description speciﬁc for the artist).
Due to time constraints, we had to limit the number of participants in the
user study to ﬁve. Three of them are computer science students, the other two
researchers in computer science. All of them are male and all stated to listen to
music often.
6.2

Results and Discussion

We received a total of 172 assessments for sets of terms assigned to a speciﬁc
artist. 92 out of the 112 artists were covered. To analyze the results, we calculated, for each artist and weighting function, the sum of all points obtained by
the assessments. As for the mapping of classes to points, each term in class +
contributes 1 point, each term in class – gives -1 point, and each term in class
∼ yields 0 points.
Summing up all points for every artist and term weighting function gives the
results shown in columns 3, 4, and 5 of Tables 2 and 3. Furthermore, these tables
depict, for every artist assessed at least once, the number of assessments, i.e. the
number of participants which assessed the artist (column 2). Since the performance of the term weighting functions are hardly comparable between diﬀerent
artists using the summed up points, columns 6, 7, and 8 illustrate the averaged
scores, which are obtained by dividing the summed up points by the number of
assessments.
These averaged points reveal that the quality of the terms vary strongly between diﬀerent artists. Nevertheless, we can state that, for most of the artists,
the number of descriptive terms exceeds the number of the non-descriptive ones.
Combining the averaged points of all artists separately for each term weighting
function to obtain a performance measure for the weighting functions, we calculated the means of columns 6, 7, and 8. These were 2.22, 2.43, and 1.53 for
TF, DF, and TF×IDF, respectively. Due to the performed mapping from classes
to points, these values can be regarded as the average excess of the number of
good terms over the number of bad terms. Hence, overall, we assume that the
document frequency measure performed best, the term frequency second best,
and the TF×IDF worst.
To test for the signiﬁcance of these results, we performed Friedman’s nonparametric two-way analysis of variance (cf. [7, 15]). This test is similar to the
two-way ANOVA, but does not assume a normal distribution of the data. The
test yielded a p value of 0.000024. Therefore, we can state that the variance
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diﬀerences in the results are signiﬁcant with a very high probability. Moreover,
pairwise comparisons between the results given by the three term weighting functions showed that TF×IDF performed signiﬁcantly worse than both TF and DF,
whereas no signiﬁcant diﬀerence could be made out between the results obtained
using DF and those obtained using TF.
The laborious task of combining and analyzing the diﬀerent assessments of the
participants in the user study further allowed us to take a qualitative look at the
terms. Overall, the majority of the terms was judged descriptive. However, we
discovered some interesting ﬂaws. First, the term “musical” occurred on quite a
lot of web pages and was therefore often contained in the set of the top-ranked
terms. None of the participants judged this term as descriptive for none of the
artists. A similar observation could be made for the term “real”. In this case,
however, one participant stated that this is a term commonly used in the context
of Hip-Hop music and therefore can be regarded as being descriptive to some
extent for artists of this particular music style. Furthermore, the term “christmas” was associated occasionally to some artists. These associations seem quite
random since none of the artists is known for his/her performance of Christmas
carols. Another reason for erroneously assigning a term to an artist are terms
which are part of artist, album, or song names, but are not suited well to describe the respective artist. Examples for this problem category are “inﬁnite” for
the artist “Smashing Pumpkins” and “human” as well as “punk” for the artist
“Daft Punk”.

7

Conclusions and Future Work

We presented the Co-Occurrence Browser (COB), a user interface for browsing
collections of web pages related to music artists via co-occurring terms. The
COB employs a variant of the Sunburst visualization technique, which we had
to adapt to handle the data provided by the applied co-occurrence analysis. We
further conducted a small qualitative user study which showed that the COB
is able to provide interesting views on a set of artist-related web pages and to
reveal various descriptive, artist-related properties.
As for future work, we aim at extending the current implementation to index
multimedia content found on the retrieved web pages and incorporate this content in the visualization. Furthermore, we are elaborating a three-dimensional
version of the user interface.
Moreover, we reported on the results of a user study that was carried out
to investigate the performance of diﬀerent term weighting functions used in the
visualization of the COB to determine the sizes of the individual Sunburst arcs.
We found that using TF×IDF yielded signiﬁcantly worse results than the simple
TF and DF measures with respect to the appropriateness to describe the music
artists. In contrast, comparing the measures TF and DF, no signiﬁcant diﬀerence
in the performance was detected.
Moreover, the conducted user study showed that very general terms like band,
song, or world occur on many web pages and are thus rated highly relevant by the

Proceedings of LSAS 2008

11

simple document frequency measure which is applied to determine the arc sizes.
We tried to address this shortcoming by using TF×IDF instead of the simple
DF as relevance measure for determining the arc sizes. However, it turned out
that using TF×IDF does not signiﬁcantly reduce the size of those arcs which are
associated with very general terms. Hence, we will experiment with techniques
for down-ranking terms with exorbitant high popularity.
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Country
Johnny Cash
Faith Hill
Folk
Bob Dylan
Townes van Zandt
Jazz
Miles Davis
Django Reinhardt
Blues
John Lee Hooker
Big Bill Broonzy
RnB / Soul
James Brown
Sam Cooke
Heavy Metal / Hard Rock
Iron Maiden
Black Sabbath
Alternative Rock / Indie
Nirvana
Belle and Sebastian
Punk
Patti Smith
Bad Religion
Rap / Hip-Hop
Eminem
Cypress Hill
Electronica
Aphex Twin
Fatboy Slim
Reggae
Bob Marley
Sean Paul
Roch ’n’ Roll
The Rolling Stones
The Who
Pop
Madonna
ABBA
Classical
Wolfgang Amadeus Mozart
Johannes Brahms

Willie Nelson
Dixie Chicks

Dolly Parton
Garth Brooks

Hank Williams
Kenny Rogers

Joni Mitchell
Pete Seeger

Leonard Cohen
Suzanne Vega

Joan Baez
Tracy Chapman

Dave Brubeck
Glenn Miller

Billie Holiday
Ella Fitzgerald

Duke Ellington
Louis Armstrong

Muddy Waters
BB King

Taj Mahal
Howlin’ Wolf

John Mayall
Willie Dixon

Marvin Gaye
Aretha Franklin

Otis Redding
Al Green

Solomon Burke
The Temptations

Megadeth
Anthrax

Slayer
Alice Cooper

Sepultura
Deep Purple

Beck
Alice in Chains

Smashing Pumpkins
Radiohead
Echo and the Bunnymen Sonic Youth

Sex Pistols
The Clash

Sid Vicious
NoFX

Ramones
Dead Kennedys

Dr. Dre
50 Cent

Public Enemy
Run DMC

Missy Elliot
Grandmaster Flash

Daft Punk
Basement Jaxx

Kraftwerk
Carl Cox

Chemical Brothers
Moloko

Jimmy Cliﬀ
Alpha Blondie

Peter Tosh
Shaggy

Ziggy Marley
Maxi Priest

The Animals
Elvis Presley

The Faces
Chuck Berry

The Kinks
Little Richard

Britney Spears
Michael Jackson

N’Sync
Janet Jackson

Justin Timberlake
Prince

Ludwig van Beethoven Johann Sebastian Bach Joseph Haydn
Frederic Chopin
Antonin Dvorak
Gustav Mahler

Table 1. List of the 112 artist names used in the user study.
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artist
assessments TF DF TF×IDF TF (avg) DF (avg) TF×IDF (avg)
50 Cent
3
17 16
19
5.67
5.33
6.33
ABBA
3
10 11
5
3.33
3.67
1.67
Al Green
1
-2 0
-4
-2.00
0.00
-4.00
Alice Cooper
3
8 5
1
2.67
1.67
0.33
Alice in Chains
2
10 12
7
5.00
6.00
3.50
Alpha Blondie
1
-10 -8
-8
-10.00
-8.00
-8.00
Anthrax
2
6 9
5
3.00
4.50
2.50
Antonin Dvorak
2
6 9
9
3.00
4.50
4.50
Aphex Twin
2
13 13
9
6.50
6.50
4.50
Aretha Franklin
3
9 8
9
3.00
2.67
3.00
Bad Religion
3
4 17
8
1.33
5.67
2.67
Basement Jaxx
1
7 8
7
7.00
8.00
7.00
BB King
3
-1 0
-1
-0.33
0.00
-0.33
Beck
3
-4 -6
0
-1.33
-2.00
0.00
Belle and Sebastian
2
-1 -3
-2
-0.50
-1.50
-1.00
Big Bill Broonzy
1
4 4
3
4.00
4.00
3.00
Billie Holiday
2
9 8
7
4.50
4.00
3.50
Black Sabbath
3
10 10
11
3.33
3.33
3.67
Bob Dylan
3
4 8
10
1.33
2.67
3.33
Bob Marley
3
-5 -3
1
-1.67
-1.00
0.33
Britney Spears
3
10 18
15
3.33
6.00
5.00
Carl Cox
1
8 7
8
8.00
7.00
8.00
Chemical Brothers
3
5 8
6
1.67
2.67
2.00
Chuck Berry
1
1 1
3
1.00
1.00
3.00
Cypress Hill
2
6 2
6
3.00
1.00
3.00
Daft Punk
2
6 9
3
3.00
4.50
1.50
Dave Brubeck
2
5 4
1
2.50
2.00
0.50
Dead Kennedys
1
5 6
4
5.00
6.00
4.00
Deep Purple
3
6 7
3
2.00
2.33
1.00
Dixie Chicks
1
6 5
6
6.00
5.00
6.00
Django Reinhardt
2
9 9
8
4.50
4.50
4.00
Dolly Parton
1
4 4
1
4.00
4.00
1.00
Dr. Dre
2
11 12
3
5.50
6.00
1.50
Duke Ellington
3
11 10
5
3.67
3.33
1.67
Elvis Presley
4
-3 -4
-5
-0.75
-1.00
-1.25
Eminem
4
22 15
15
5.50
3.75
3.75
Faith Hill
1
4 4
2
4.00
4.00
2.00
Fatboy Slim
2
5 6
1
2.50
3.00
0.50
Frederic Chopin
3
4 -1
0
1.33
-0.33
0.00
Garth Brooks
1
3 3
2
3.00
3.00
2.00
Glenn Miller
1
0 0
0
0.00
0.00
0.00
Grandmaster Flash
1
1 3
3
1.00
3.00
3.00
Hank Williams
1
4 3
2
4.00
3.00
2.00
Howlin’ Wolf
1
1 1
-2
1.00
1.00
-2.00
Iron Maiden
3
10 11
11
3.33
3.67
3.67
James Brown
2
-1 1
-1
-0.50
0.50
-0.50
Table 2. Results of the user study. Only the 92 artists which were assessed at least
once are depicted. The column labeled assessments shows the number of assessments
made, i.e. the number of test persons which evaluated the respective artist. The next
three columns reveal, for each of the weighting functions, the summed up ratings (in
points) over all terms. The last three columns show the averaged ratings.
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artist
assessments TF
Janet Jackson
2
3
Jimmy Cliﬀ
1
-1
Joan Baez
1
7
Johann Sebastian Bach
1
4
Johannes Brahms
2
11
John Lee Hooker
1
0
John Mayall
1
-1
Johnny Cash
2
11
Justin Timberlake
3
-2
Kraftwerk
1
6
Little Richard
2
-3
Louis Armstrong
2
-3
Ludwig van Beethoven
1
5
Madonna
3
13
Marvin Gaye
1
3
Megadeth
1
0
Michael Jackson
2
-9
Miles Davis
1
-2
Missy Elliot
2
9
Moloko
2
11
Muddy Waters
1
0
N’Sync
4
5
Nirvana
1
1
NoFX
2
15
Patti Smith
1
1
Prince
2
-1
Public Enemy
2
10
Radiohead
1
6
Ramones
1
3
Run DMC
3
9
Sepultura
2
11
Sex Pistols
2
6
Shaggy
2
3
Sid Vicious
1
-1
Slayer
1
-2
Smashing Pumpkins
2
-2
Solomon Burke
1
2
Sonic Youth
1
4
Suzanne Vega
2
4
The Animals
1
-4
The Clash
1
2
The Kinks
1
1
The Rolling Stones
4
-1
Tracy Chapman
1
2
Wolfgang Amadeus Mozart
2
12
Ziggy Marley
1
1
Sum
172
386

DF TF×IDF TF (avg) DF (avg) TF×IDF (avg)
5
1
1.50
2.50
0.50
-2
1
-1.00
-2.00
1.00
7
5
7.00
7.00
5.00
4
4
4.00
4.00
4.00
11
11
5.50
5.50
5.50
0
2
0.00
0.00
2.00
-1
-3
-1.00
-1.00
-3.00
11
7
5.50
5.50
3.50
0
-2
-0.67
0.00
-0.67
4
2
6.00
4.00
2.00
-1
-3
-1.50
-0.50
-1.50
-4
-3
-1.50
-2.00
-1.50
6
1
5.00
6.00
1.00
6
7
4.33
2.00
2.33
4
0
3.00
4.00
0.00
3
-2
0.00
3.00
-2.00
-9
-10
-4.50
-4.50
-5.00
-3
0
-2.00
-3.00
0.00
11
11
4.50
5.50
5.50
9
7
5.50
4.50
3.50
-2
-2
0.00
-2.00
-2.00
6
4
1.25
1.50
1.00
0
3
1.00
0.00
3.00
15
-6
7.50
7.50
-3.00
4
4
1.00
4.00
4.00
-1
1
-0.50
-0.50
0.50
12
7
5.00
6.00
3.50
6
6
6.00
6.00
6.00
6
-1
3.00
6.00
-1.00
1
1
3.00
0.33
0.33
5
4
5.50
2.50
2.00
8
4
3.00
4.00
2.00
-2
3
1.50
-1.00
1.50
1
1
-1.00
1.00
1.00
0
-3
-2.00
0.00
-3.00
-2
-2
-1.00
-1.00
-1.00
2
3
2.00
2.00
3.00
7
5
4.00
7.00
5.00
6
2
2.00
3.00
1.00
-4
-4
-4.00
-4.00
-4.00
0
-2
2.00
0.00
-2.00
0
1
1.00
0.00
1.00
5
-3
-0.25
1.25
-0.75
4
1
2.00
4.00
1.00
12
8
6.00
6.00
4.00
1
4
1.00
1.00
4.00
413
271
204.08
224.00
141.08

Table 3. Continuation of Table 2.

16

Proceedings of LSAS 2008

Fig. 1. A screenshot of COB ’s user interface embedded in the CoMIRVA framework.
The visualization is based on the web pages found for the music artist Britney Spears
and on the dictionary Tl . In this example, the user has chosen to display a list of web
pages mentioning the artist Britney Spears together with the terms song and vocal.
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Fig. 2. A screenshot of a Sunburst generated from web pages about the music artist
Iron Maiden. For this visualization, the dictionary Tl was used and the default values
for complexity limitation were applied.

Fig. 3. A screenshot of a Sunburst generated from web pages about the music artist
Iron Maiden. For this visualization, the dictionary Ts was used, the maximum number
of sub nodes per node was set to 4, and the minimum angular extent of an arc was set
to 0.5 degree.
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Abstract. This paper aims to motivate and demonstrate how widely
available environmental data can be exploited to allow organization,
structuring and exploration of music collections by personal listening contexts. We describe a logging plug-in for music players that automatically
records data about the listening context and discuss possible extensions
for more sophisticated context logging. Based on data collected in a small
user experiment, we show how data mining techniques can be applied to
reveal common usage patterns. Further, a prototype user interface based
on elastic lists for browsing by listening context is presented.

1

Introduction

Indeed several studies indicate that there exist usage patterns that people consciously or unconsciously use when they access music collections or describe
music: In a user study [14] that analyzed organization and access techniques for
personal music collections, several “idiosyncratic genres” could be identiﬁed that
users tend to use to classify and organize their music. These idiosyncratic genres
comply largely with the usage context. Typical examples could be “music for
driving (and keeping me awake)”, “music for programming” or “music to relax
in the evening after a long working day”. Further, an analysis of requests at the
answering service “Google Answers”1 in the category “music” [2] revealed that
such descriptions were also used in this public setting. In a larger survey [16] on
search strategies for public music retrieval systems, more than 40% stated that
they would query or browse by usage context if this would be supported by the
system. Strong correlations between genre, artist, album and the usage context
also became apparent in a more recent study [12].
Even for the construction of an objective taxonomy of 378 music genres
[18], features referring to consumer context (“audience location”) and usage
(“danceability”) were important criteria. Such meta-data is already exploited in
a commercial application [10] to select music for a desired atmosphere in hotels,
restaurants and cafes. However, the respective properties need to be assigned
manually by experts and if necessary can only be adapted by hand.
It would be very desirable to have at least a semi-automatic context assignment from automatically retrievable or measurable data. According to the
1

http://answers.google.com/answers/
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deﬁnition by Dey [8], any information that can be used to characterise the situation of a person, place or object of consideration makes up its context. He
diﬀerentiates four types of primary context: location, identity, time, and activity
[9]. In the music information retrieval domain, there exists already a variety of
systems that capture time, (user) identity and location, e.g. the Audioscrobbler2
plug-in from last.fm3 . However, this information is rarely used to describe a usage context and to our knowledge it has so far not been used for personalized
access to music collections. Recalling the phenomenon of idiosyncratic genres,
this yields a high potential for supporting an individual user in maintaining and
using his personal music collection.
In this paper, Section 2 gives an overview of related music retrieval systems
that incorporate information about the usage context. Subsequently, we describe
our logging plug-in for music players that automatically records data about the
listening context. Using data collected by the logger plug-in in a small user
experiment, we demonstrate in Section 4 how data mining techniques can be
applied to reveal common usage patterns. Further, we present a basic prototype
user interface in Section 5 that allows browsing the music collection by listening context. In Section 6, further extensions for context logging are discussed.
Finally, Section 7 concludes our work.

2

Related Work

In the ﬁeld of ubiquitous computing several recommender systems for music have
been described that use easily measurable environmental data to diﬀerentiate
between listening contexts:
The M 3 music recommender system described in [15] uses a two-step casebased reasoning approach for context-aware recommendation. First, information
about season, month, day of the week, weather and temperature is used to
infer whether the user wants to listen to some music. This decision is made
through case-based reasoning on the user’s listening history. If music is likely to
be desired, a second case-based reasoning step infers, whether the music should
be slow, fast or may have any tempo. Here, the tempo is estimated from the
genre tag, assuming that songs belonging to the genres “Ballad” and “R&B”
are slow whereas songs belonging to “Rock/Metal” and “Dance” are fast.
In [19], a context-aware music recommendation system is described that apart
from weather (temperature, humidity, current weather and forecast) and time
(season and time of day) data also incorporates the ambient noise level recorded
by a microphone and the illuminance measured by a sensor. The continuous data
is discretized to fuzzy membership vectors with respect to predeﬁned fuzzy sets.
The resulting data is processed by a bayesian network that infers the current
context. Explicitly created user-proﬁles are then used to recommend songs with
regard to the context.
2
3

http://www.audioscrobbler.net/
http://last.fm/
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Finally, a music recommender system for the smart oﬃce is proposed in [11].
The system uses basic content-based classiﬁers to assign the available songs to
distinct genre and mood classes. Songs are recommended that comply with the
genres speciﬁed in the user proﬁle and match the user’s current mood. The user’s
mood is predicted by a naive bayesian classiﬁer that takes into account the users
location, the time of day, which other people are in a room with him, the weather
outside and his stock portfolio.
In contrast to these approaches that all target at a recommendation scenario,
we aim to exploit available environmental information to allow for browsing
of music collections by personalized listening contexts. This envolves a deeper
analysis of the context data by means of machine learning and data mining
techniques.
Apart from collecting environmental information, listening context information can also comprise direct information about the user’s current condition. For
instance, the adaptive system for playlist generation called PAPA (Physiology
and Purpose-Aware Automatic Playlist Generation) [17] as well as the already
commercially available BODiBEAT music player4 uses sensors that measure certain bio-signals (such as the pulse) of the user as immediate feedback for the music currently played. This information is then used to learn which characteristics
of music have a certain eﬀect on the user. Based on this continuously adapting
model playlists for certain purposes can be created. Alternatively, it could be
used to derive listening contexts.
Though directly measuring bio-signals is highly interesting, it requires special
sensors and most importantly demands a high tolerance of the user. In contrast
to this, environmental information can mostly be gathered at low costs either
from internet resources (e.g. weather information) or with onboard hardware
such as a built-in microphone, a webcam or gyroscopic sensor and illuminance
sensors. Further, it can be measured without distracting the user. That is why
we focus in our work only on environmental data.

3

Data Acquisition

For logging the context information together with the played songs, a plug-in for
the foobar2000, Winamp and iTunes music player was developed. Whenever a
song is played, the plug-in records its ID3 metadata together with a time stamp
and the “end reason”, i.e. whether the song played till the end, was skipped
or the player was closed before the song ended. Further, information about the
local weather conditions is gathered from online services. The location of the
user is estimated by resolving the IP address of the computer. If the computer is
oﬄine, data is gathered once it is re-connected with the internet. The recorded
data is cached in a local SQLite database5 and transferred in constant intervals
via HTTP to a central server that collects the data for analysis.
4
5

http://www.yamaha.com/bodibeat/
http://www.sqlite.org/
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Table 1. Discretized values used for data mining. (weather quality is discrete)
attribute
time of day

(discretized) values
morning (5-8), forenoon (8-11), noon (11-14), afternoon (14-17), evening
(17-20), night (20-23), late night (23-5)
weather quality w sunny, mostly sunny, partly sunny, clear, mostly clear, partly cloudy, mostly
cloudy, cloudy, overcast, light fog, mist, light snow, snow shower (sleet)
snow, drizzle, light rains shower, light rain, rain shower, rain
<0 ◦ C, 0..5 ◦ C, 5..10 ◦ C, 10..15 ◦ C, 15..20 ◦ C, ≥20 ◦ C
temperature ϑ
<900 hPa, 900..1000 hPa, 1000..1050 hPa, ≥1050 hPa
pressure p
pressure change Δp neg. big (<-10 hPa), neg. medium (-10..-5 hPa), neg. small (-5..-2 hPa), zero
(-2..2 hPa), pos. small (2..5 hPa), pos. medium (5..10 hPa), pos. big (>10 hPa)

In a small test experiment with 8 participants, 15325 played songs were
logged between February and April 2008. The data comprises the following 14
dimensions: user id, artist, title, album, genre, date (from ID3) end reason Y,
weekday, time of day t, weather quality w, temperature ϑ, humidity, air pressure
p, pressure change (during the last four hours) Δp. However, because of initial
problems with the logger, a large number of the records is not complete. Moreover, the data is biased towards bad weather and about half of the data has been
contributed by a single user. This is important to keep in mind when assessing
the data mining results presented in the following section.

4

Data Mining

In order to ﬁnd commonly used patterns or useful information from the acquired music data, we applied several data mining techniques from the data
analysis platform Information Miner6 . We focussed on learning the dependency
between the weather conditions X and the reason why a user ended a song
Y = {f inished, skipped, quitting}. Formally, this problem can be described as
ﬁnding a function f : X → Y.
First, the data was projected to a subset of attributes, i.e., Y and X =
{t, w, ϑ, p, Δp}. In the second preprocessing step all records containing missing
values were removed. After this step, only 2064 records remained for further
analysis. As a ﬁnal step before the data mining we discretized all continuous
variables as shown in Table 1. Using these attributes, we applied several techniques from the Information Miner toolkit.
Figure 1 shows an induced graphical network structure [5] that was generated
by applying the K2 metric [6] to all variables X and Y. Edges indicate interdependencies of attributes. Not surprisingly, the interdependencies shown in the
network match with common sense knowledge. For instance, the time of day
has an impact on the temperature, the air pressure and the weather condition
(cond). Analyzing the impact of the time of the day and the weather condition
on the end reason, several rules can be generated from the model. They are
shown as circles in Figure 2, plotted by lift and recall and colored with respect
to the end reason. The most interesting rules are close to the top right corner.
6

http://fuzzy.cs.uni-magdeburg.de/wiki/pmwiki.php?n=Forschung.InformationMiner2
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Fig. 1. The most probable graphical model given the data. Edge directions can be
ignored in this case as only interdependencies are of interest. Note that the applied K2
metric tries to maximize the probability of a directed acyclic graph given a database
of sample cases.

Figure 3 shows a decision tree [20] learned on the same attributes as the
graphical model with Y set as the class variable. Values of the same attribute
were grouped into single nodes wherever possible to reduce the complexity of
the tree [3]. The resulting tree was pruned to a maximum height of 4. Several
selection measures were tested in order to ﬁnd reasonable tree structures of
which the sum of weighted diﬀerences showed the most promising results. In
the induced tree, every path from the root to a leaf node corresponds to a rule
that can be directly derived. For instance, if there is snow shower, snow, light
rain shower or mist in the afternoon or evening, then there is a 256/298 = 86%
chance that the user will ﬁnish the song.
In order to apply frequent pattern mining [4] to our problem, we used the
Apriori algorithm [1] for ﬁnding maximum item sets. The only diﬀerence between the previous tests and this one is the extended set of attributes. Here,
the weekday was considered additionally. The identiﬁed frequent item sets with
their relative support are listed in Table 2. From these item sets, rules can easily
be constructed by putting all attribute values in a table row except for Y into
the antecedent (precondition). The consequent is simply determined by Y.
Finally, naı̈ve and full Bayesian classiﬁers [5] were trained on both the discretized and the raw data. However, the results were not satisfactory and the
induced rules were also harder to interpret. Therefore, detailled results are omitted here. Yet, we want to mention that Bayesian learning will possibly come up
with useful information if there is more data with less missing values.

Proceedings of LSAS 2008

23

Fig. 2. Some found association rules for the end reason plotted by their recall and lift.
The colors represent the diﬀerent end reasons, i.e., yellow corresponds ﬁnished, grey to
skipped and red to quitting. The selected rule (blue cross hairs) is as follows: In case of
light rain in the afternoon, then there is a 10% chance of skipping a song. Note that the
surface of each circle is direct proportional to its rule’s relative number of instances.

Fig. 3. Decision tree for the end reason. Tree nodes consist of three rows: selected
attribute values (top), value distribution of the end reason (middle with red=ﬁnished,
green=skipped and blue=quit) and the ﬁnal decision and its accuracy (bottom).
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Table 2. Induced maximum item sets ordered by descending relative support. Only
item sets containing an item from Y and a minimum support of 10% are shown.
Y
skip
ﬁnished
skip
ﬁnished
skip
skip
skip
skip
ﬁnished
skip
ﬁnished
ﬁnished
skip
ﬁnished
ﬁnished
ﬁnished

5

t

w
rain
rain
light rain

ϑ (◦ C)
5..10
5..10

p (hPa)
1000..1050
1000..1050

Δp
zero
zero

weekday

Saturday
afternoon
afternoon

0..5
Saturday
Saturday

0..5
night
night
night

rain
rain
5..10

1000..1050
1000..1050

zero
zero
zero

light rain shower
zero
10..15
0..5
evening
10..15

1000..1050
1000..1050

zero
zero
zero

Monday

rel. supp.
16.0%
15.2%
13.4%
12.3%
11.8%
11.3%
11.0%
10.9%
10.8%
10.7%
10.6%
10.6%
10.4%
10.3%
10.1%
10.1%

Browser Prototype

For a ﬁrst prototype user interface that allows browsing by listening context, we
adopted the elastic list technique [21] that was developed for browsing multifacetted data structures.7 This approach enhances traditional facet browsing
interfaces such as presented in [7] for music collections that allow a user to
explore a data set by ﬁltering available metadata information. In the scope of
this work, we use the available context metadata as facets, i.e. user, time of
day, day of week, weather condition, temperature, air pressure and air pressure
change (during the last 4 hours). As only discrete features are supported, we use
the discretized version of the features. Further, the logged ID3 metadata (artist,
title, album and genre) can also be used naturally as facets. A screenshot of the
interface is shown in Figure 4
Additionally to facet browser ﬁltering, elastic lists visualize relative proportions of values by size. For instance, the sizes of the blocks referring to the days
of the week in the respective facet column reﬂect the distribution of the number
of played songs on these days. Selecting some value of a facet as ﬁlter will update the proportions of the blocks in all other facet columns, now reﬂecting the
distribution of the facet values under the given ﬁlter constraints.
Further, elastic lists visualize unusualness by brightness. We slightly adopted
this approach to visualize negative and positive deviations. If, for instance, the
end reason “skipped” is selected and for some value of a facet the number of
skipped songs is signiﬁcantly higher or lower than the expected average value,
then the respective block is colored red or green respectively. Brighter colors
indicate a stronger deviation from the expected value. For instance, in Figure 4
the selection of user #8 shows that in this context, signiﬁcantly more songs are
ﬁnished than usual.
7

An online demo of the original elastic lists user interface can be found at http://wellformed-data.net/experiments/elastic lists/
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Fig. 4. Context browser prototype. User #8 has been selected (yellow). He mostly lets
the songs play till the end which is signiﬁcantly more probable than for the average
user (green). He usually listens to music in the evening and at night (green) and less
often than other during the day (red).

6

Possible Extensions for Context Logging

As the context data currently recorded is very basic, there is a variety of possibilities for extension. Looking at the related systems discussed in Section 2
the most obvious extensions would be to add sensor information about the environment, e.g. about the illuminance and the background noise level. Indeed,
recently some notebooks are equipped with illuminance sensors to adapt the display brightness. The information from these sensors could be used as a context.
It is however questionable whether this context information is really helpful and
not e.g. already suﬃciently covered by the time of day. The background noise
can easily be recorded by a built-in microphone as available in most devices that
are capable of playing music. Further, many notebooks and some recent mobile
phones are equipped with gyro sensores that could also provide additional sensor
information. Regarding the location context, especially for mobile devices, more
sophisticated logging could also involve gathering GPS coordinates. As many
mobile phones and handhelds nowadays have a GPS receiver, even this would
not require additional hardware.
Recalling the four primary contexts mentioned by Dey [9], i.e. location, identity, time, and activity, the latter context is currently not covered. However,
this one is especially important because it is closely related to the idiosyncratic
genres identiﬁed in [14]. Moreover, knowledge about the user’s current activity
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might enable a more sophisticated modelling of the listening context with regard
to the listening modes deﬁned in [13].
A very basic method would be to simply ask the user, what he is currently
doing. As this requires a user action without a directly recognizable beneﬁt
there is hardly any motivation for the user to cooperate. An alternative would
be to try to automatically guess the activity. If the user uses multiple devices
for playing music (and all devices have a logging mechanism), the device itself
and its location context can be a rough indicator for the activity. Music played
on the oﬃce PC will most likely be a background for oﬃce work whereas music
played on the car radio is listened to while driving. Another option would be to
exploit available sensor data mentioned above. GPS data could indicate locations
linked with speciﬁc activities or travel. Combined with data from gyro sensor,
e.g. certain sport activities could be recognized. This, however, lies far beyond
the scope of this work.
A more promising option is to exploit the background noise information.
Obviously, this information is not immediately available as the recorded signal
will most likely contain the currently played music unless headphones are used.
Thus, as a preprocessing step, it would be necessary to ﬁlter the music from
the signal. Luckily, the music signal is known and there exist already some good
method for removing a known signal form a mix. The resulting background
sound could be classiﬁed according to some generic categories such as silence,
people talking, nature sounds, traﬃc sounds or party. As many notebooks and
mobile phones have also a built-in webcam, this approach could be extended even
further by adding video information to improve classiﬁcation accuracy. However,
the more sophisticated this analysis gets, the closer it resembles an audiovisual
surveillance scenario. This might put the user acceptance of the system at risk.
Assuming the person is using a computer, further possibilities arise. Detecting whether and how much the mouse and keyboard are used in a sliding time
window yields evidence about the user’s activity. For instance, low keyboard
and mouse activity may indicate reading or browsing whereas high keyboard
activity may refer to writing a text or programming. It might not even be necessary to derive such higher level activity description. The low level information
might be already suﬃcient to distinguish activity contexts. More sophisticated
computer activity logging would be to analyze, which applications are currently
running and which application has the focus. However, this again comes close to
surveillance.
To sum up, there are many possibilities for extended context logging but
clearly privacy is the most important issue. So the question is not, what is
technically possible but how much information about his activities a user is
willing to share. As more sophisticated method come closer to surveillance, the
user must be fully informed about the extend of the logged data and in full
control of whether he wants this data to be logged or not. In addition, it needs
to be shown, that this additional information is indeed helpful, i.e. the user has
a beneﬁt from providing this information.
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We plan to investigate the usefulness of computer activity logging and extended background noise logging with a generic classiﬁcation because they do
not have special requirements in terms of hardware and appear to provide quite
promising context information. These extension will be added as optional plugins for the logger that a user may enable or disable according to his preferences.

7

Conclusions

We have presented a basic logging plug-in for music players that records context
information about the user, the time and the local weather. Further possibilities
for context extensions were motivated and discussed. Based on data collected in
a small user experiment, we show how data mining techniques can be applied
to reveal common usage patterns. However, the data is very biased, especially
towards bad weather due to the recording period. For more signiﬁcant results,
data collected over a longer time period is needed. We have further presented a
prototype context browser with a visualization that enables users to understand
how context metadata values are correlated with each other, which is often
interesting information itself. For the near future, we plan to extend the logging
capabilities of the music player plug-in and to combine the user speciﬁc context
data with content features within an application for personalized organization
and structuring of music archives.
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Abstract. We extensively evaluate a Web-based approach to automatic
classiﬁcation of musical artists into genres and explore several directions
for improvements. The investigated steps to advance the current approach include the ﬁnding of optimal query terms to initially retrieve a
high fraction of relevant pages from the Web and furthermore the development of a ﬁltering technique to identify and exclude irrelevant pages
among the retrieved ones. Since these extensions do not yield any substantial improvement, we propose an alternative approach that performs
equally well in the task of genre classiﬁcation but reduces the eﬀort to be
made to a minimum. Based on the gained insights we can conclude that
Web-based artist classiﬁcation operates mainly on the basis of genrerelevant proper nouns and thus can be considered to be a special form
of co-occurrence analysis.

1

Introduction

One of the central tasks of Music Information Retrieval is automatic organization
of music. Although there are legitimate reservations (see, e.g. [1]), a very common
approach is to classify music into genres and styles. Genres can serve as references
in a discourse about music or they can be useful to discover similar artists.
Furthermore, genres are also essential for evaluation of similarity measures, since
they can serve as ground truth in cases where no other ground truth (e.g. opinions
of humans) is available.
In general, automatic genre classiﬁcation is based on audio signals (e.g. [2,
3]). Classiﬁcation accuracies achieved with these approaches are far from being
perfect, but in relation to judgments from diﬀerent listeners they oﬀer acceptable
results [4]. In [5], we presented an approach based solely on features derived
from Web data. Using artist-related Web pages suggested by Google, we extract
tf ×idf (term frequency × inverse document frequency) features which we use to
classify the associated artists. Evaluation on a set of 224 artists from 14 genres
gave classiﬁcation accuracy values of up to 87%. Given the simplicity of the
approach, these results suggest that possible improvements could be achieved
by proper selection of parameters like query terms for acquisition of Web pages
or usage of page ﬁlters to reduce noise (i.e. unrelated Web pages) in the data.
In this paper we evaluate the approach presented in [5] on a larger basis.
Instead of one we use three genre taxonomies with diﬀerent characteristics to
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get better insights into the behaviour of the approach. Furthermore, we aim at
ﬁnding optimal query terms analytically and constructing a page ﬁlter from a
set of Web pages manually labeled as either “noise” or “informative” to improve
the approach (Sections 3.2 and 3.3). Since the obtained results are rather disappointing, i.e. the incorporated methods do not seem to improve accuracy of
genre classiﬁcation, we opt to uncover the reasons for these results by taking
a deeper look at the extracted features. Based on the gained insights we can
conclude that the categorization of musical artists based on Web-data is in fact
another variant of co-occurrence analysis with genre-speciﬁc proper nouns. Finally, this ﬁnding is further supported by proposing a simpliﬁed approach which
yields nearly equally good results (Section 4).

2

Related Work

As explained in Section 1, we will focus on the evaluation of our artist classiﬁcation approach presented in [5]. However, before discussing this method in detail,
we want to brieﬂy describe related work.
2.1

Alternative Techniques

In [6], Whitman and Lawrence ﬁrst used weighted term lists to describe artists
and to calculate artist similarity. By querying a search engine with the name of
the artist and the additional keywords “music” and “review” they aim at retrieving artist-related textual material from which they extract unigrams, bigrams,
and noun phrases. Using the best setting, they achieve 88% accuracy at evaluation against artist similarity from the All Music Guide. In [7], Baumann and
Hummel could improve this approach slightly by ﬁltering Web pages. In [8], we
estimated artist similarity based on the number of Web pages they co-occur on.
Evaluation on the set from [5] yielded accuracy of about 85%. Geleijnse and Korst [9] opted for an unsupervised approach that predicts genres via text pattern
matching. In very recent work, Levy and Sandler [10] demonstrated the usage of
community-based tags (made available by last.fm1 ) also for genre classiﬁcation.
2.2

Evaluated Approach

For our artist to genre classiﬁcation approach, we perform similar steps as Whitman and Lawrence [6]. After querying the search engine, we retrieve the 50 topranked Web pages, remove all HTML markup tags, and remove stop words. For
each artist a and each term t appearing in the retrieved pages, we count the
number of occurrences of term t (term frequency tfta ) and the number of pages
the term occurred in (document frequency dft ). These are combined using the
1

http://www.last.fm
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term frequency × inverse document frequency (tf ×idf ) function [11]. The term
weight per artist is computed as

N
, if tfta > 0,
(1 + log2 tfta ) log2 df
t
wta =
(1)
0,
otherwise,
where N is the total number of pages retrieved. Since the goal is solely genre
classiﬁcation, the whole task can be treated as text categorization problem. Thus,
the additional information from the genre assignments can be utilized to reduce
the dimensionality of the feature space by performing term selection. To this
end, the χ2 test is applied. The χ2 test measures the independence of a term t
from a category c and quantiﬁes therefore the ability of this term to discriminate
between a category and all others (for a detailed discussion of the χ2 test and
its role in text categorization see e.g. [12]) and is calculated as
χ2tc =

N (AD − BC)2
(A + B)(A + C)(B + D)(C + D),

(2)

where A is the number of documents in c which contain t, B the number of
documents not in c which contain t, C the number of documents in c without
t, D the number of documents not in c without t, and N is the total number of
retrieved documents. The 100 terms with highest χ2 value per category are joined
into a global list that determines the remaining feature dimensions. Finally,
cosine normalization is performed on the feature vectors.

3

Enhancement Approaches

In this section we will describe our extensive evaluation of the approach from [5].
First, we will brieﬂy discuss the characteristics of the diﬀerent genre taxonomies
we use for evaluation. In the next section, we aim at ﬁnding “optimal” constraining terms for the search engine queries. In Section 3.3 we try to improve
classiﬁcation accuracy by rejecting uninformative Web pages. Finally, we discuss
the obtained results and investigate possible reasons.
3.1

Test Collections

The test taxonomy used in [5], which we will call c224a, consists of 224 very
popular artists from 14 broad and well known genres. Clear advantages of this
taxonomy are the easy comprehensiveness of assignments of artists to genres and
the balanced number of artists in the genres (each genre contains 16 artists). On
the other hand, results could be too optimistic due to the popularity and thus
the nearly unexhaustable number of available Web pages for each contained
artist. For this reason, we also included two other taxonomies from the literature, namely the uspop2002 taxonomy used e.g. in [13] and the so called in-house
collection used in [14] which we will call c103a in the following, since it contains
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Taxonomy c224a (14 genres)
genre
no. of artists
Electronica
16 (7.4%)
Country
16 (7.4%)
Folk
16 (7.4%)
Punk
16 (7.4%)
Rap/HipHop
16 (7.4%)
Heavy Metal
16 (7.4%)
Rock’n’Roll
16 (7.4%)
Reggae
16 (7.4%)
Classical
16 (7.4%)
Blues
16 (7.4%)
Alternative Rock/Indie
16 (7.4%)
Jazz
16 (7.4%)
RnB/Soul
16 (7.4%)
Pop
16 (7.4%)
total
224 (100%)
baseline
7.4%
Taxonomy uspop2002 (10 genres)
genre
no. of artists
Jazz
2 (0.5%)
Electronica
19 (5.8%)
Rap
28 (7.0%)
New Age
3 (0.8%)
Vocal
2 (0.5%)
Rock
293 (73.3%)
R&B
34 (8.5%)
Reggae
2 (0.5%)
Country
13 (3.3%)
Latin
4 (1.0%)
total
400 (100%)
baseline
73.3%

Taxonomy c103a (22 genres)
genre
no. of artists
Bossa Nova
4 (3.9%)
Heavy Metal/Thrash
5 (4.8%)
Downtempo
4 (3.9%)
Melodic Metal
5 (4.8%)
Blues
4 (3.9%)
Celtic
5 (4.8%)
Eurodance
6 (5.8%)
Folkrock
5 (4.8%)
Jazz
4 (3.9%)
Death Metal
4 (3.9%)
Trance
5 (4.8%)
Acid Jazz
4 (3.9%)
Reggae
3 (2.9%)
Punk
6 (5.8%)
A cappella
4 (3.9%)
German HipHop
6 (5.8%)
DnB
5 (4.8%)
Italian
5 (4.8%)
Jazz Guitar
5 (4.8%)
Hardcore Rap
6 (5.8%)
Trance2
4 (3.9%)
Electronica
4 (3.9%)
total
103 (100%)
baseline
5.8%

Table 1. Distribution of genres in the taxonomies used for evaluation.

103 artists. Due to a high number of in some cases very similar genres populated
with only few, not always well known artists, c103a is a particularly diﬃcult
taxonomy. More detailed characteristics of the taxonomies can be found in Table 1.
3.2

Optimizing Query Constraints

Our assumption is that we could improve accuracy and robustness by incorporating only Web pages that contain valuable information. In the best case, we
could formulate the search engine queries in a such a manner that the number of
uninformative (noisy) result pages is negligible. More precisely, we aim at ﬁnding
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certain terms that occur frequently on “informative” pages and rarely on “uninformative” pages to constrain the result space by adding these terms to the
query. Since we cannot deﬁne if a Web page is “informative” formally, we labeled
a set of pages manually and induced the relevant terms from this information.
To this end, we collected 35 artists covering a broad musical spectrum who do
not occur in any of the taxonomies. We downloaded the ﬁrst 100 Web pages
that were returned for queries consisting of the artist names enhanced only by
the term “music”. From these Web pages we sampled 20 per artist randomly,
leading to an overall set of 700 Web pages. This set was presented to 3 “experts”
who had to judge whether each page contains valuable information about music
and the artist in their personal opinion or just links, commercials, ringtones or
other irrelevant content. To prevent the introduction of a subjective bias on the
assigned labels, for further experiments, we only incorporated pages that were
judged equally by all 3 experts. This reduced the size of the page set to 538,
from which 340 pages were rated negatively and 198 positively (“informative”).
Since the only (or at least the major) criterion for a search engine to include
a page in the result set is the occurrence of the query terms, we extracted lists
of occurring terms for each document (document frequency). To measure the
discriminatory potential of each term, we performed the χ2 test. Furthermore,
we calculated the χ2 value for all pairs of terms. Since we can not only constrain search results by requiring certain terms to occur, but also by prohibiting
the occurrence of terms, for each pair of terms, we tested all 4 combinations
(+term1 + term2, +term1 − term2, −term1 + term2, −term1 − term2). The
resulting ranking of the most promising terms pointing to positively rated pages
can be found in Table 2.
It can be seen that the occurrence of the terms “like” and “work” indicates
useful pages as well as the absence of terms like “mp3”, “download”, “videos”,
or on-line store vocabulary like “cart”, “prices”, or “login”. We assume the high
importance for the term “like” to be caused by phrases similar to “People who
like artist A, also like artist B” and also phrases like “Band C sounds like Band
D”, which occur frequently on informative pages.
To systematically evaluate the performance of the statistically derived query
terms in conjunction with our genre classiﬁcation method, we conduct 50-fold
cross validation on all 3 taxonomies. For these experiments we use a total of 10
diﬀerent query settings, namely “artist name +music”, “artist name +music”
augmented by “+review”, by “+genre +style”, by “+biography”, and by the
6 top ranked additional terms from Table 2. For classiﬁcation we used Support
Vector Machines (SVM) and the Nearest Neighbor classiﬁer (NN). Results can
be found in Table 3.
From our experiments we can see that the least restricted query setting
“+music” yields the best results throughout all experiments. Furthermore, queries
containing the term “like” perform well, even better than those suggested in
previous work (“+music +review” and “+music +genre +style”). These results
justify our approach to ﬁnd better suited query terms analytically. However, even
if some of our proposed query settings outperform those from the literature, best
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terms/term combinations χ2 value
+like -mp3
0.278
+like
0.277
+like -videos
0.272
+work -prices
0.271
+work -mp3
0.269
+work -services
0.268
+like -download
0.267
+like -tickets
0.265
+like -cart
0.262
+like -login
0.261
+like +time
0.261
+work
0.260
+like -prices
0.260
+work -format
0.259
+work -health
0.258
+like +people
0.257
Table 2. Terms with highest χ2 value to discriminate between informative and uninformative pages. Only terms or combinations of terms that result in positive rated Web
pages are given.

results are achieved if no other constraints than “+music” are used, making a
discussion about the helpfulness of our method obsolete.
Regarding the diﬀerent taxonomies, we see that the c224a set is not a big
challenge for the approach in general. We can expect accuracies above 90% on
this taxonomy. The approach also yields high accuracies on the uspop2002 set
(between 85% and 90%). For the c103a set, NN consistently yields better results
than SVM. This seems to be a symptom of the collection’s structure consisting
of many categories with only few examples, making the learning of concepts
impractical for SVMs.

3.3

Page Filtering

Another approach to reduce the number of noisy pages is the application of a
page ﬁlter. An advantage over the query-constraint-approach is the possibility
to incorporate additional information, e.g. features based on the structure of
HTML pages. A drawback is the necessity to download every page to judge its
quality. This consumes time and internet bandwidth.
In [7], page ﬁlters are successfully incorporated. These ﬁlters use arbitrarily
chosen features like page length or the number of words in tables to reject certain
pages. For our purpose we make again use of the manual classiﬁcation of Web
pages into useful and useless pages. For each rated Web page, we calculate
cosine normalized tf ×idf vectors. To exploit information about the structure of
the pages, we calculate the tag frequency distribution as proposed in [15]. Using
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c224a
c103a
uspop2002
SVM NN SVM NN SVM NN
+music
95.69 93.90 65.00 73.00 89.75 87.25
+music +review
92.69 83.40 60.00 70.00 86.50 85.25
+music +genre +style
90.90 89.10 58.00 63.66 87.25 85.75
+music +biography
91.19 84.70 58.33 68.66 89.00 80.75
+music +like -mp3
92.70 87.80 57.66 72.00 88.50 86.00
+music +like -videos
92.70 86.30 60.00 73.00 88.75 87.50
+music +like
94.90 91.99 59.66 72.66 89.25 85.00
+music +work -prices
89.99 83.20 52.33 59.00 86.50 84.25
+music +work -mp3
89.09 81.00 58.33 62.00 86.50 82.75
+music +work -services
89.49 83.70 56.66 57.00 87.50 83.75
Table 3. Classiﬁcation results on 3 genre taxonomies using 10 diﬀerent query settings.
The given values are classiﬁcation accuracies obtained via 50-fold cross validation (values in percent).

Algorithm 1 Page ﬁltering scheme learned by JRip. “Informative” pages belong
to class 1, useless pages to class 0.
if just >= 0.055528 and two >= 0.051821 then
⇒ class 1
else if <p> >= 0.03515 and <i> >= 0.042748 then
⇒ class 1
else if <p> >= 0.04258 and life >= 0.050582 then
⇒ class 1
else if work >= 0.075633 then
⇒ class 1
else if album >= 0.083651 and review >= 0.111605 and privacy <= 0.071766 then
⇒ class 1
else
⇒ class 0
end if

the combined tf×idf and tag frequency distribution vectors as features, we train
a learning algorithm to distinguish between noisy and informative pages.
For our page ﬁlter we decided to train a model based on the inductive rule
learner RIPPER (we use the WEKA implementation JRip). We expect a classiﬁcation accuracy of around 83% from the resulting model (estimated via 10fold cross validation on the training set). Although more sophisticated learning
methods like SVMs are capable of reaching nearly 90%, we decided to use a rule
learner because the resulting classiﬁcation scheme is much more intuitive. The
resulting rule set for ﬁltering pages can be found in Algorithm 1.
We see that the term “work” tends to occur on valuable pages (cf. Section 3.2). Also occurrences of “album” and “review” indicate useful information.
Furthermore, we can see that structural information (tag frequencies) is incorporated into the ﬁlter. To evaluate the performance of artist classiﬁcation with
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c224a
c103a
uspop2002
unﬁltered
ﬁltered
unﬁltered
ﬁltered
unﬁltered
ﬁltered
pg. SVM NN SVM NN SVM NN SVM NN SVM NN SVM NN
+music 10 92.07 91.12 92.49 86.60 66.81 72.63 64.99 72.00 86.74 84.75 87.50 83.75
25 92.01 86.62 95.61 91.14 68.72 71.63 61.00 66.90 87.25 85.74 88.24 83.75
50 95.17 91.95 93.41 91.12 64.81 72.81 60.09 65.81 89.00 86.25 87.50 84.75
+music 10 92.92 85.23 92.03 83.91 62.09 66.90 57.18 63.18 86.50 84.49 88.00 84.75
+review 25 93.79 87.47 91.58 85.71 60.18 66.90 54.18 72.81 88.75 86.50 86.99 85.25
50 92.92 83.85 92.01 81.24 56.27 64.18 52.45 68.09 85.50 87.00 85.00 84.50
+music 10 86.20 80.79 83.03 79.94 52.18 54.45 55.18 55.45 84.25 79.49 81.99 80.49
+genre 25 90.25 83.10 90.23 84.44 56.18 62.90 54.18 60.09 86.25 82.49 87.00 83.00
+style 50 92.47 88.02 89.90 85.29 56.18 63.81 51.36 65.72 86.75 85.50 86.75 86.00
+music 10 93.33 87.01 92.01 88.37 68.81 74.72 61.27 66.99 87.50 85.74 88.00 84.49
+like
25 93.81 92.47 92.92 90.67 67.90 72.72 58.18 70.81 88.24 85.00 87.50 85.00
50 93.37 90.27 92.94 86.60 60.00 72.63 52.27 66.72 88.00 85.00 86.75 83.75
Table 4. Classiﬁcation results on 3 genre taxonomies using 4 diﬀerent query settings.
The given values are classiﬁcation accuracies obtained via 10-fold cross validation (values in percent).

rejection of pages regarded useless, we again perform cross validation on four
query settings. Another assumption we want to test is if the number of necessary pages to extract robust artist features decreases when using a page ﬁlter.
Thus, we perform each experiment 6 times, using 10, 25, or 50 unﬁltered pages,
as well as 10, 25, or 50 ﬁltered pages (if available in the ﬁrst 100 pages) for
feature calculation. The results of our evaluation can be found in Table 4.
The most obvious ﬁnding is the inconsistency of results caused by page ﬁltering. In opposition to our expectations, the ﬁltering of Web pages leads to a loss
of accuracy in many cases. The most plausible explanation for this is that the
classiﬁcation approach relies on factors that were not taken into consideration
by our experts at rating stage. The “informativeness” of the pages was judged
from a human point of view, leading thus not necessarily to better results or
features for the automatic classiﬁcation.
Based on the results reported by Baumann and Hummel [7], it is unexpected
not to yield improvements by incorporating page ﬁltering. By excluding very long
pages and eliminating sections that do not seem to contain meaningful text, as
well as removing pages that do not contain (enough of) the original query terms
in URL and/or title, their genre classiﬁcation approach yields improved results.
A possible explanation for this diﬀerence may be that their ﬁltering approach is
very targeted at identifying Web pages that contain music reviews which are then
further processed by means of Natural Language Processing techniques, i.e. Partof-Speech Tagging, to extract meaningful nouns or adjectives or combinations
thereof. Since feature extraction and classiﬁcation scheme are rather diﬀerent
from our approach, the ﬁndings from [7] may not be directly applicable to our
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approach. To further investigate these diﬀerences, the eﬀects of both ﬁltering
approaches would have to be evaluated on both classiﬁcation approaches.

3.4

Discussion

On the basis of our experiments, we can see that genre classiﬁcation of musical
artists based on Web data yields respectable results. We can also see that even
diﬀerent parameter settings lead to similar results. Putting additional knowledge
into the process of feature extraction may even worsen classiﬁcation accuracy.
From this we conclude that successful classiﬁcation does not rely on the assumed
factors (i.e. incorporating many Web pages that contain “useful” information
about the artist).
To gain deeper insights we have to take a look on the features used for classiﬁcation (Tables 5 and 6). These examples illustrate the eﬀects of the χ2 test. Since
only the most discriminative terms are included, the major part of the features is
tied to proper nouns like artist names, their works or locations (see Table 7). For
genre “Jazz”, we can observe a high number of terms originating from album or
track names, whereas for “Country”, we ﬁnd many culturally related terms such
as names of dedicated TV or radio stations or Country Music awards (mostly
acronyms). For both genres, we ﬁnd only few typical musical terms, such as
instruments, and no adjectives describing style or mood of the genre’s music.2
Obviously, the presence of artist names and/or well known album and track
titles are already strong indicators for the associated genres. It is clear that these
informations lead to high separability (cf. the results of nearest neighbor in the
preceding sections). Thus, genre classiﬁcation degrades in fact to an extended
co-occurrence analysis, i.e. to predict membership of a category, one only has to
examine the occurrence of prototypical examples for that category. We see that
the applied Information Retrieval approaches are not capable of capturing the
essence of a genre by extracting meaningful words or concepts (i.e., capturing
its intensional deﬁnition), but, based on an initial set of artist examples, harvest additional examples (including synonyms, popular tracks, and culturally
related institutions). In the end, we get a classiﬁer that makes decisions based
on extensional deﬁnitions of genres, i.e. based on enumerations of prototypical
examples (cf. [3] for a discussion on this). To further support the ﬁnding that
the presence of prototypical artist names is basically the backbone of this sort
of genre classiﬁcation, we modiﬁed the feature extraction step and conducted
additional experiments as reported in the next section.
2

Although one can often ﬁnd “descriptive” adjectives in such term lists, they are
generally extracted from album or track titles rather than from descriptions of the
music, e.g., “Paranoid ” by Black Sabbath or “Vulgar Display of Power” by Pantera
(cf. [5]). Nevertheless, these descriptions are in many cases still very valuable as
composers already tend to describe their impressions or motivations or want to
emphasize the desired message when giving a name to a piece.
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duotones
nefertiti
adderley
relaxin
agharta
songbird
silhouette
gorelick
konitz
tutu
eckstine
ﬁlles
nonet
steamin
sketches
decoy
brew
dejohnette
zawinul
lorber

teo
gil
bartz
saxophonists
tingen
modal
lechafaud
macero
jarrett
cannonball
orea
grover
kenny
mabry
mtume
ascenseur
boplicity
siesta
aranjuez
freeloader

saxophonist
mulligan
pangaea
concierto
bess
bitches
breathless
amandla
frelimo
stitt
harmon
adderly
airegin
cleota
lascenseur
milesdavis
szwed
tadd
yesternow
liebman

mobley
trumpeter
blakey
cookin
alton
wynton
porgy
najee
bop
kilimanjaro
improvisations
airto
sidemen
cosey
prestige
sanborn
bebop
davis
albright
badal

balakrishna
dameron
ﬂagelhorn
ife
leu
melonae
mikkelborg
palle
saeta
sitarist
sivad
shorter
blackhawk
soprano
dewey
miles
charlap
sharrock
birdland
ipanema

Table 5. 100 highest χ2 ranked terms for genre “Jazz” from uspop2002.
mcgraw
cma
nashville
garth
brooks
chesney
leann
rimes
shania
toby
cyrus
twain
country
ﬁreﬂies
cmt
strait
deana
dixie
achy
breaky

traditionalist
dunn
gentry
chely
tnn
acm
chicks
honky
tonk
montgomery
keith
honkytonk
andrews
tim
mcbride
shave
opry
wade
reba
kenny

curb
gallimore
faith
tulsa
alan
maines
tritt
martina
aboutcountry
funstuﬀ
gac
chattahoochee
shockn
haggard
lila
martie
merle
mccann
entertainer
cowboy

ropin
buﬀett
mcentire
hill
raye
trisha
parton
loveless
outlaw
clint
getcha
oklahoma
cowboylyrics
tonks
hgtv
hgtvpro
yearwood
spaces
stroud
hayes

newnan
helplessly
viacom
dolly
messina
collin
robison
seidel
tennessee
daryle
cmas
patsy
tippin
ﬂatts
tn
jacked
nascar
paisley
diﬃe
tillis

Table 6. 100 highest χ2 ranked terms for genre “Country” from uspop2002.
Category
Jazz Country
artist name, nickname, etc.
51
58
album/track title
32
11
instrument, role
8
1
location or institution (e.g., club, award, radio station)
2
21
record label
2
0
genre, subgenre, style
5
8
adjective
0
0
unrelated
0
1
Table 7. Categories of terms and frequencies of categories among the 100 highest
χ2 ranked terms for the genres “Jazz” and “Country” (cf. Tables 5 and 6).
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4

Simpliﬁed Genre Classiﬁcation

Since artist names play a very important role in the presented classiﬁcation
method, we could directly intend to capture mainly the names of related artists.
Calculation of similarity would then basically consist of ﬁnding overlapping artist
names. To this end, we modify the query scheme to cause the results to contain
names of similar artists (comparable to the approach presented in [9]). We accomplish this by adding either “related artists” or “similar artists” (as whole
phrase) to the artist name. As a consequence, we obtain Google result pages
pointing frequently to on-line music portals and artist proﬁle pages. Instead of
downloading each of the suggested sites and merging them together in order
to calculate tf ×idf representations, now we simply extract our tf ×idf features
directly from the Google result page. This page contains enough information
on similar artists, since Google always displays snippets of the corresponding
Web pages that surround the occurrence of the query terms. In our case, we are
presented some information that surrounds the artist name as well as text surrounding the terms “similar artists”, i.e. related artists. Thus, we circumvent the
necessity of downloading each proposed page by extracting the relevant terms
directly from the Google summarizations. A further advantage of exploiting this
“artist digest” is that each artist is assigned exactly one Web page. Opposed to
the initial approach where term frequency and document frequency are slightly
redeﬁned to suite the requirements of the tf ×idf assumption, this allows for the
original interpretation of the tf ×idf weighting.
We examine this new approach on both proposed query settings and with
result pages containing a diﬀerent number of result snippets (10, 50, or 100).
To further test the applicability of this approach also for lesser known artists
(which do not occur on many music portals) we also evaluate a genre taxonomy
containing around 2000 artists extracted from the All Music Guide (see Table 8).
Table 9 contains the evaluation results as well as the best results achieved with
the initial approach (“+music”) for comparison.
The simpliﬁed approach yields results equally good as those achieved with
the approach from [5], but with considerably less eﬀort. Thus, we have shown
that genre classiﬁcation heavily relies on occurrences of proper names, enabling
us to reduce the eﬀort to be made. Our approach is applicable also for lesser
known artists, since there obviously exist enough pages with information on
artist similarity in the Web even for them. For the speciﬁc task of genre classiﬁcation, the presence of prototypical artists for a genre on the result page seems
to be suﬃcient for predictions.

5

Conclusions and Outlook

In this paper, we extensively evaluated our approach to musical artist classiﬁcation into genres based on Web data. We investigated its behavior on diﬀerent
evaluation sets and tried to enhance its performance by incorporating techniques
to improve the quality of the underlying features. From the obtained results, we
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Taxonomy amg1994a (9 genres)
genre
no. of artists
Jazz
811 (40.7%)
Electronica
95 (4.7%)
Rap
41 (2.1%)
Blues
188 (9.4%)
Heavy Metal
270 (13.5%)
Folk
81 (4.1%)
RnB
202 (10.1%)
Reggae
60 (3.0%)
Country
246 (12.3%)
total
1994 (100%)
baseline
40.7%
Table 8. Distribution of genres in the additional taxonomy used for evaluation of the
simpliﬁed genre classiﬁcation approach.

c224a
c103a
uspop2002
amg1994a
results SVM NN SVM NN SVM NN SVM NN
+music
50
95.69 93.90 65.00 73.00 89.75 87.25 95.82 94.11
10
89.69 79.69 56.66 61.66 85.25 77.00 92.35 78.92
+”similar artists” 50
95.10 93.49 71.33 72.33 88.25 80.75 89.37 96.57
100
95.69 93.49 68.33 72.33 87.75 78.25 95.87 89.43
10
92.59 86.60 54.00 58.66 87.00 80.25 94.41 86.57
+”related artists”
50
94.69 91.59 65.66 71.66 96.32 86.66 89.00 81.75
100
94.99 90.10 68.66 73.66 89.75 81.50 95.92 87.57
Table 9. Classiﬁcation results of the proposed simple data retrieval approach on 4
genre taxonomies. The given values are classiﬁcation accuracies obtained via 50-fold
cross validation (values in percent).

gained the insight that the already good results can not be easily improved
with the proposed methods. Furthermore, we presented a new approach to accomplish the same task with considerably less eﬀort. Thus, based on the result
pages from Google, we can extract features that are equally well suited for genre
classiﬁcation of artists.
From these ﬁndings, we can conclude that our genre classiﬁcation approach
heavily relies on the presence of typical artists names. The classiﬁcation system
used in our approach is built upon genre-typical examples, yielding genre models based on extensional deﬁnitions. As a consequence, these models can not be
exploited to get deeper insights into “what makes a genre”, apart from “who”
makes it and which works seem to be relevant. While these models are suﬃcient
for (in most cases) proper categorization, they are not descriptive in a sense
that a person without any idea of the genre can imagine what the concept of
that genre is like (at least not more as by reading the track listing of a CD). To
build models that capture the intensional properties of genres (assuming they
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can be captured at all), one would have to focus on retrieving and extracting
the concepts that “make up a genre”. This would probably include detection of
instruments, typical locations, historic information (e.g., decade, era), descriptions of musical properties, etc. One step in this direction would be to narrow
down extraction of information from Web pages to noun phrases and adjectives as proposed by Whitman et al. (e.g., [6]). However, it is also necessary
to predetermine the relevant categories of concepts that should be taken into
consideration. With this prerequisite, one will unavoidably run into the problem
of giving explicit deﬁnitions for genres herself and likely end up in a discussion
on the shortcomings and insuﬃciencies of genres in general (cf. [1]). Hence, from
our point, it is doubtable whether it is feasible at all to perform automatic genre
classiﬁcation for arbitrary taxonomies without using extensional deﬁnitions.
For future work, it seems more promising to pursue related tasks like artist
similarity, co-occurrence analysis, and prototypical artist detection [16] which
also allow for a broader spectrum of application scenarios. The valuable information present on the Web could be used to oﬀer the user qualitative information
about artists, e.g. biographies automatically created by means of text summarization. Furthermore, approaches for Web-entity detection could be issued to
discover new artists. This would be a straight forward extension to existing cooccurrence techniques, capable of revealing new information.
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Automatic Audio Segmentation:
Segment Boundary and Structure Detection in
Popular Music
Ewald Peiszer, Thomas Lidy, Andreas Rauber
Vienna University of Technology, Austria,
Department of Software Technology and Interactive Systems

Abstract. Automatic Audio Segmentation aims at extracting information on a song’s structure, i.e., segment boundaries, musical form and
semantic labels like verse, chorus, bridge etc. This information can be
used to create representative song excerpts or summaries, to facilitate
browsing in large music collections or to improve results of subsequent
music processing applications like, e.g., query by humming.
This paper features algorithms that extract both segment boundaries and
recurrent structures of popular songs. Special attention has been paid to
the evaluation setup: We employ the largest corpus that has been used
so far in this ﬁeld, discuss why comparing two song segmentations is
inherently delicate and propose a ﬂexible XML format that can describe
hierarchical segmentations to promote a common basis that makes future
results more comparable.

1

Intro

The topic of this paper, Automatic Audio Segmentation (AAS), is a subﬁeld of
Music Information Retrieval (MIR) that aims at extracting information on the
musical structure of songs in terms of segment boundaries, recurrent form (e.g.,
ABCBDBA, where each distinct letter stands for one segment type) and appropriate segment labels like intro, verse, chorus, refrain, bridge, etc. Automatically
extracted structural information about songs can be useful in various ways, including facilitating browsing in large digital music collections, creating new features for audio playback devices (skipping to the boundaries of song segments)
or as a basis for subsequent MIR tasks.
In this paper we present a two-phase algorithm for boundary and structure
detection. We focused on the complete annotation of all song parts both with
sequential-unaware approaches and an approach that takes temporal information
into account. (Sect. 3)
Much attention is paid to proper evaluation. We calculate conﬁdence intervals
and use a large groundtruth corpus which contains 94 songs of various genres.
Final evaluation runs are conducted on a 109 song corpus which is the largest
corpus used so far in this research ﬁeld. Fellow researchers are invited to use
the same corpus in their experiments so that the results can easily be compared
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(e.g., in the context of a MIREX task). (Sect. 4) The paper closes with a discussion of the results and suggestions for future work. (Sects. 5, 6) Groundtruth
annotations, HTML reports and source code can be accessed on the web1 .

2

Related work

Foote [Foo00] was the ﬁrst to use a two-dimensional self-similarity matrix (autocorrelation matrix) where a song’s frames are matched against themselves. After
correlating this matrix with a Gaussian tapered kernel a “novelty score” emerges
whose peaks can give hints about segment boundaries.
Since then, many studies used this idea as a basis, enhancing the algorithm
with other techniques. E. g., given the self-similarity matrix Chai [Cha05] uses
Dynamic Time Warping (DTW) to ﬁnd both segment transitions and segment
repetitions. DTW computes a cost matrix from where the optimal alignment of
two sequences can be derived. It is assumed that the alignment cost of a pair of
similar song sections is signiﬁcantly lower than average cost values.
Another frequent approach uses Hidden Markov Models (HMM) [ANS+ 05,
ASRC06, AS01, LC00, Mad06, RCAS06, LSC06, LS06]. Feature vectors are parameterized using Gaussian Mixture Models (GMM). These parameters are used
as the HMM’s output values. After Viterbi decoding the most likely state sequence there are two ways to continue. Some authors use the HMM states directly
as segment types, often resulting in a very fragmented song structure. Another
possibility is to use a sliding window to create short-term HMM state histograms
that, in turn, are clustered using a standard clustering technique to derive the
ﬁnal segment type assignment.
Some studies [MXKS04, Mad06, Got03] place tight constraints on a song’s
structure so that only a fraction of the solution space needs to be considered.
Music structure analysis combines various subtasks (segmentation, summary
extraction, audio thumbnailing, semantic label assignment, etc.). Similarly, various feature sets are used in related literature. Table 1 gives a clear overview of
feature sets and subtasks in individual papers.
Also, music corpora used for evaluation are diﬀerent throughout related literature. For convenience, Table 2 shows a survey on them that includes this paper
for comparison.

3

Audio Segmentation – System Description

3.1

Boundary Detection

Phase 1 of the algorithm tries to detect the segment boundaries of a song, i.e.,
the time points where segments begin and end. The output of this phase is used
as the input for the next phase, structure detection.
We chose a frequently used approach [Foo00, FC03, Ong05] that uses local
information change through time as the basis.
1

http://www.ifs.tuwien.ac.at/mir/audiosegmentation/
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[CS06]

[BW01]
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h

[BW05]

f

[CF03, FC03]

g

[Cha05]

Linear prediction of spectral envelope; Discrete Cepstrum
Log-Frequency Cepstral Coeﬃcients
Spectrogram
Octave Scale Cepstral Coeﬃcients
”dynamic features”
Rhythm Patterns, Statistical Spectrum Descriptors
Spectral Centroid, Roll-oﬀ and Flux; Zero Crossings, RMS
concentrate on repeated segments, parts of songs may be left unexplained

Table 1. Overview of feature sets used and subtasks of individual papers.

Subtasks
Segmentation
 
  

     
Recurrent structure, musical form  
h  

g 
g  
Audio summary

 


Key phrase / chorus detection



Semantic labels
 
Vocal / instrumental section
 
detection

  




d
e c,

[MXKS04, Mad06]

e

[LWZ04]


[Ong05]

c

[Foo00]
c

[Got03]


[LC00]


[PK06]

   
a
b

[LSC06]


[PBR02]

d

[AS01]


(this paper)

b

a

[ANS+ 05]


f

g
 




[RCAS06]

MFCC
CQT
Chromagram
Other

Feature sets

[TC99]
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Paper
[ANS+ 05,
LSC06,
LS06,
RCAS06]
[AS01]

[BW01,
BW05]
[CS06]
[Cha05]
[CF03]
[Got03]
[LC00]
[LWZ04]
[MXKS04,
Mad06]
[Ong05]
[PK06]

(this paper)

[TC99]

Corpus; annotation
14 songs; start, end time and label for each segment

Evaluation
performance measure from image
segmentation (adapted);
information-theoretic measure

weighted, normalized edit distance,
independent evaluation of boundaries
and form
number of boundaries within 0.5 s of
average human boundaries

Notes
annotations available from weba ,
tracks 17–30

groundtruth based on multiple
annotators

see webd for a list of songs

20 songs of various genres (folk to rock, pop, blues and empirically: “The better the
orchestral music); no annotation
segmentation, the more coherent the
diﬀerent textures sound.”
93 songs; annotated chorus section; genres include no evaluation of segmentation
dance, country-western, Christian hymns)
7 music tracks; start times of melodic repetitions
mean query rank
21 classical piano solo pieces, 26 Beatles songs; start, roll-up procedure, edit distance
list of songs in [Cha05,
end time and label for each segment
Appendix A]
seven songs; number of verses and choruses
number of verses and choruses
list of songs in [CF03, Table 1]
100 songs from music database RWC [GHNO02]; start length of chorus sections
and end times of choruses
50 Beatles songs
user tests (ten subjects)
100 songs; annotated: repetitions, music structure
edit distance
50 songs; vocal/instrumental boundaries, chord transi- number and length of segments
with the help of commercial music
tions, key, song structure
sheets; example annotation:
[Mad06, Fig. 7]
intersection of boundaries, allowing 3 s annotation according to websiteb
deviation
adapted roll-up procedure [Cha05]
songs listed on webc
54 Beatles songs; start, end time and label for each segment
50 songs (subset of MUSIC [Hei03] and RWC databases
[GHNO02], Beatles songs); start, end time and label for
each segment
94+15 songs (subset of [PK06]’s and [LS07]’s corpus, a
few additional songs); start, end time and label for each
segment, 2-level-hierarchy, alternative labels
10 sound ﬁles (classic, jazz, pop, radio)

http://www.elec.qmul.ac.uk/digitalmusic/downloads/index.html#segment
http://www.icce.rug.nl/ soundscapes/DATABASES/AWP/awp-beatles projects.shtml
http://www.cs.tut.ﬁ/sgn/arg/paulus/structure/dataset.html
http://www.ifs.tuwien.ac.at/mir/audiosegmentation/

Table 2. Overview of corpora and evaluation methods used in the literature. Songs referred to as “Beatles songs” of diﬀerent papers
need not be the same.
b

a

c
d
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First, as a preprocessing step we downsample each music ﬁle to a 22,050 Hz
mono audio stream that is split into variable sized, non overlapping frames. The
frames are beat-synchronized. We regard segment boundaries as a subset of beat
onsets since a new verse or chorus will not start between two beats. The durations
typically range from 400 to 550 ms. Sometimes the beat tracker does not detect
all beat onsets of the entire song (especially those in a soft fade-out section near
the end of a song are frequently missed). In this case we extrapolated the missing
onsets using the song’s mean beat duration.
From each of the frames a feature vector v is extracted. We tried various
types of features: simple spectrogram, a timbre-related feature set (Mel Frequency Cepstrum Coeﬃcients), two rhythm-based feature set (Rhythm Patterns
[RPM02], Statistical Spectrum Descriptors [LR05]) and harmony related features
(Constant Q Transform [BP92]).
Then, the self-similarity matrix S between these feature vectors is calculated
using a distance function dS . Subsequently, the novelty score N is derived and
a smoothening low-pass ﬁlter HN is applied. This produces a set of segment
boundaries B1 that contains each peak of N unless there is a higher peak within
a 6 s interval, or the moving average of the amplitude over a period of 5 frames
is lower than a threshold Ta (usually Ta = 0.2).
A number of experiments and parameter tweaking has been carried out,
however, without signiﬁcant performance improvement (e.g., removing peaks
below a threshold, boundary shifting post-processing [LSC06], Harmonic Change
Detection Function HCDF [HSG06]). See [Pei07, Sect. 3.2] for a discussion.
3.2

Structure Detection

Phase 2 of the algorithm tries to detect the structure of the song, also referred to
as musical form, i.e., a label is assigned to each segment where segments of the
same type (verse, chorus, intro, etc.) get the same label. The labels themselves
are single characters like A, B, C, etc., and thus not semantically meaningful. The
structure of a song can be conveniently deducted from these labels, though, and
it can also serve for subsequent segment type recognition.
The algorithm takes B1 from phase 1 as the input. The set of segments S1 is
created by taking the intervals between the time points, including the start and
end of the song.
We assume that segments of the same type are represented by similar features. Thus, we employ unsupervised clustering techniques. In particular, the
following clustering experiments have been carried out:
Means-of-frames Each segment is represented by a feature vector that contains the mean values over all frame feature vectors of the segment. These
are clustered using a standard k-means approach with input parameter k
(number of cluster centroids). The clustering is repeated ten times and the
solution with the lowest within-cluster sums of point-to-centroid distances is
chosen.
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Agglomerative clustering Same segment representation, hierarchical clustering approach. Complete linkage function has been used.
Voting K-means with all frame feature vectors. Segment type of each segment
is assumed to be the cluster number that is assigned to most of its frames.
Dynamic Time Warping (DTW) We compute a segment-indexed similarity
matrix Ssegs using DTW alignment costs of each pair of segments. Then,
points in the Euclidean space are created according to the distances in Ssegs .
These points are k-means clustered.
Again, experiments have been carried out to improve performance. We used
cluster validity indices (Dunn, Davies-Bouldin) [HBV01] to determine the correct number of clusters. Also, we investigated the eﬀect of minimal user input
(user chooses number of desired segment types manually). These optimizations,
however, did not show a signiﬁcant improvement. Please refer to [Pei07, Sect. 4.2]
for a detailed description and ﬁgures.

4

Evaluation

This section describes the corpus we used, deﬁnes performance measures, introduces a new XML format for groundtruth ﬁles and presents the algorithm
results, also in comparison to other studies.

4.1

Groundtruth

To be able to compare results of various research studies the algorithms should
run on the same corpus. Therefore we tried to collect as much annotation data
as possible that has already been used in prior studies. Eventually, we could
base our work upon data used in [PK06] (50 songs, “Paulus/Klapuri corpus”)
and in [LS07]2 (60 songs, “qmul3 corpus”), respectively. A subset of the latter
corpus has been used in [RCAS06, CS06, LSC06, AS01, ANS+ 05], too (14 songs,
“qmul14 corpus”).
As the corpora overlap and because we could not obtain all songs the corpus
which we used for the experiments ﬁnally contained 94 distinct songs. This is
one of the largest corpora used so far in this ﬁeld. At the end we enlarged
the corpus by ﬁfteen additional songs which eventually led to the largest corpus
against which an AAS algorithm has ever been evaluated. We included the corpus
information (the corpora a song belongs to) in the groundtruth ﬁles to calculate
also corpus-speciﬁc performance measures. The resource website includes the
complete list of songs we used.
2
3

http://www.elec.qmul.ac.uk/digitalmusic/downloads/index.html#segment
Centre for Digital Music, Queen M ary, U niversity of London
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4.2

Performance Measures

Boundaries Following the approach used, e.g., in [Cha05] we calculate precision
P , recall R and F-measure F . Let the sets Balgo and Bgt denote begin and end
times of automatic generated segments and groundtruth segments respectively,
then P and R are calculated as follows:
P =

|Balgo ∩w Bgt |
|Balgo |

(1)

R=

|Balgo ∩w Bgt |
|Bgt |

(2)

F is the harmonic mean of P and R. A parameter w determines how far two
boundaries can be apart but still count as one boundary (e.g., 3 s).
Structure Following Chai’s notion we use the formal distance metric f which
basically is the edit distance ed between strings representing the two structures,
independent of the actual naming of the distinct segments as long as segments
with the same label get the same character. That is,
f (ABABCCCABB, ABCBBBBACC) = 3

(3)

ed(ABABCCCABB, A CBCCCC A BB ) = 3

(4)

because
(in the second argument B and C have been swapped). In addition, the characters
are weighted with the length of the segment they represent. To relate f to the
song duration durs we use the formal distance ratio
rf = 1 − f /durs
4.3

(5)

Audio Segmentation File Format

We introduce a new XML based ﬁle format, SegmXML, describing audio segmentations. Both groundtruth annotations and automatically generated ones
are encoded in this format. These ﬁles contain information about song metadata
(title, artist, etc.) and segments (begin and end times, labels, alternative labels,
hierarchy of segments).
Flexibility It is hardly possible to decide upon one song segmentation everyone
would agree with. This means that even if two experts segment the same song,
quite a diﬀerent structure will probably emerge. As a matter of fact this was
true for the songs that are contained in both the Paulus/Klapuri corpus and the
Queen Mary corpus.
From this perspective we decided to add ﬂexibility to our ﬁle format. This
includes hierarchical segments (A segment can be (non-recursively) divided
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Fig. 1. Part of the body of an HTML report. The upper part contains performance
numbers, the lower part is a representation of both the groundtruth (upper panel)
and computed (lower panel) segmentation. Same color and letter within one panel
correspond to same segment type.

into subsegments. This leads to a two-level hierarchy.) and alternative labels
(Each segment has 1 to k labels. So, e.g., one segment can be seen as a chorus or
as a chorus variant chorusB ; the same is true for bridge versus solo.) We think
that this format can be used for various genres of popular music, it probably
does not ﬁt for the more complex structured classical music, though.

4.4

Evaluation Procedure

This system includes an OS independent evaluation procedure, also available at
the resource webpage.
Due to the ﬂexibility of the SegmXML ﬁle format one groundtruth ﬁle actually contains several groundtruth variants. The evaluation procedure is executed
for each pair of computed segmentation and groundtruth variant that can be
extracted from the corresponding groundtruth ﬁle. The maximum of these performance numbers is chosen as the ﬁnally reported result. Note, however, that
there is a semantic that controls the variants a SegmXML ﬁle can be “expanded
to”. E. g., in case that the alternative label for one speciﬁc segment is chosen, all
other segments’ alternative names (if available) are used, too. [Pei07, Sect. 2.3.2]
states this semantic in pseudo code.
The performance numbers are output into one XML ﬁle, including mean
values and conﬁdence intervals, as well as both segmentation and evaluation algorithm parameters, remarks, debug output and warnings if appropriate. These
XML ﬁles are ﬁnally rendered into HTML ﬁles that include graphical representations of all song segmentations (Fig. 1). All evaluation results are statistically
well grounded by calculating and publishing conﬁdence intervals from which
statistical (in)significance can be derived. We use Student’s T distribution and
a signiﬁcance level of α = 0.05.
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4.5

Results

The results given here have been produced using the following parameters: 40
MFCC coeﬃcients, frame size 214 frames, beat synchronized, Euclidean dS .
Boundary Detection Full corpus results are: P = 0.58 ± 0.036, R = 0.77 ±
0.033, F = 0.66 ± 0.034 (11 frames sized HN ).
As mentioned earlier not all papers use the same corpus. For better comparability, we include results based on qmul14 corpus that has been used in [LWZ04]
and [LSC06] in the results presented in Fig. 2.
If you look at mean P and F , disregarding the conﬁdence interval, you can
notice that results on qmul14 corpus are (much) higher (Fig. 2, last two columns).
This shows one fact very impressively: The evaluation numbers depend to a
larger degree on the corpus than on the algorithm or parameters. This again
emphasizes the importance of carefully selecting songs for a common corpus if
an audio segmentation benchmark evaluation is going to take place. You can
also see how important it is to compute and publish proper conﬁdence intervals:
the mean values alone could be misleading.
Structure Detection Full corpus result based on automatically extracted (imperfect) boundaries is rf = 0.707 ± 0.025, using means-of-frames approach with
k = 5 and an 8 frames sized HN . Fig. 3 shows a comparison of structure detection
results using various parameter sets and clustering approaches.
Unfortunately our performance numbers can not be compared to already published results: Both Chai [Cha05] and Lu et al. [LWZ04] publish mean edit distances in their evaluation section, they do, however, not normalize them against
song duration / string length. Clearly, if structure strings are somewhat like
ABCBD then edit distance will be lower than if a song’s structure is represented
by a string like AABBBBCBBCBBCCCAAA. Thus, we can not use their numbers for
comparison.
We also calculated an alternative performance measure based on information
theory which is proposed in [ANS+ 05] and [ASRC06]. The mean performance
of the proposed algorithm is similar to that in [ANS+ 05] if based on the same
corpus, qmul14. Full corpus results are insigniﬁcantly lower.
4.6

Additional Test

We applied one of the best performing parameter sets to a larger corpus than the
one used so far. The ﬁfteen additional songs comprise ten songs from the RWC
pop collection [GHNO02] that also are part of the corpus used by Paulus et al.
[PK06], and ﬁve songs that are personal favorites of the respective annotators.
In a Machine Learning sense this set can be seen as a test set, i.e., a set whose
contents have been omitted completely in the parameter selection phase. Table 3
contains the results for the original “full” corpus, for the set of additional songs
and for the union set.
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Fig. 2. Boundary detection evaluation numbers collected from various papers. Error
bars indicate conﬁdence interval (where available). Results based on qmul14 corpus are
marked (qmul14), all other columns can not be compared directly since they are not
based on a common corpus. Precision of all three qmul14 results are on an equal level
(see ﬁrst, second and last column).

Corpus
Boundary detection Structure extraction
“full” (94 songs)
F = 0.66 ± 0.034
rf = 0.698 ± 0.024
“test set” (15 songs)
F = 0.7 ± 0.083
rf = 0.668 ± 0.088
union (109 songs)
F = 0.67 ± 0.031
rf = 0.694 ± 0.024
Table 3. Evaluation results of the independent test set, the full corpus and the union
of these two corpus sets. Parameters: 40 MFCC coeﬃcients, frame size 214 frames,
beat synchronized, Euclidean dS , 11 frames sized HN , means-of-frames approach with
k = 5. Note that the test set does not perform statistically signiﬁcantly worse than the
“full” corpus.
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Fig. 3. Structure detection results when using various feature sets and clustering methods. The algorithm runs are based on groundtruth boundaries. k was set to 4, except for
the voting approach where k = 6 since this approach usually produces segmentations
with less than k segment types. It is observable that means-of-frames, agglomerative
clustering and DTW approach perform similar, voting approach is signiﬁcantly worse,
though (except for Rhythm Patterns RP).
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From the ﬁgures it is observable that there is no statistically signiﬁcant difference between the results of the traditional corpus that has been used for
parameter selection and those of the unseen test set. Thus, it can be concluded
that no overﬁtting took place and that the algorithm in combination with these
parameter values is general enough to be applied also to unseen songs.

5

Discussion

Automatic segment boundary detection results are at a reasonable high level if
you consider that
– the algorithm operates exclusively on local information, i.e., it does not take
the rest of the song into account.
– it does not make use of restricting domain knowledge which means that there
is little restriction about the songs that can be processed.
– the corpus contains songs of various genres (pop, folk, rap, dance, etc.; no
classical music, though).
– it is illusory to reach the “ideal” value of F = rf = 1 because of inherent
ambiguity. For Michael Jackson: Black or White, e.g., rf values if evaluating
two human annotations against a third one are 0.84 and 0.68. Thus, the
mean value of 0.76 could be considered to be the upper limit for this song.
It can be noticed that computed segmentations tend to have too many boundaries which leads to a rather low precision value. Reasons for that may be:
– Frequently there is a novelty score peak at the change of instrument, which
is not necessarily a segment boundary, leading to false positives.
– Boundaries in slow and soft songs are often shifted some time from the correct
positions since the edges in the similarity matrix are not that distinct (e.g.,
in Sinhead O Connor: Nothing Compares To You).
– On the other hand, non-melodic audio parts like in rap songs exhibit fast
changing feature vector distances leading to a jagged novelty score and too
many boundaries.
– Also, songs with dense, distorted guitar sound seem to perform worse than
melodic ones.
We were surprised that the large number of experiments and heuristics we
tried did not lead to a signiﬁcant mean performance improvement. The individual
heuristics typically improved results of a subset of songs and impaired those of
the rest, leading to almost the same mean performance. One reason could be
that the groundtruth annotations we used are not consistent enough. Another
possibility is that there is noise in terms of segmentation ambiguity which can
not be eliminated.
We learned from the evaluation reports that it was not always the same songs
which performed badly. There are, of course, songs that generally are easier to
segment, e.g., KC and the Sunshine Band: That’s the Way I Like It because of
its distinctive segments’ timbre diﬀerences and highly repetitive structure, but
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the songs on the lower end change according to the feature set used and other
parameters.
We frequently noted that the algorithm extracts a ﬁner structure than the
one used as groundtruth. As Goto assumed in [Got03] many chorus sections
contain two subsegments. This decreases performance numbers but informally
it is obvious that the extracted segmentations can still be useful. Subjectively,
computed musical form results are more useful and accurate than the boundaries.
Again, we would like to note that it is not easy to compare the published
performance numbers to results in other papers. We saw that the choice of the
underlying corpus has a larger eﬀect on the ﬁnal evaluation numbers than the
change of algorithm parameters and the use of heuristics.
Similarly, it is not obvious how evaluation should take place. Consideration
must especially be given to the ambiguity of song segmentations. We decided to
model it explicitly in the groundtruth annotation data.

6

Outro

6.1

Summary

In this work we presented an algorithm for Automatic Audio Segmentation
(AAS). It consists of a segment boundary detection and a structure extraction
phase.
Performance measures for both algorithm tasks have been deﬁned. We proposed a novel XML ﬁle format that can describe two-level hierarchical song segmentations (SegmXML). Evaluation using a large and quite diverse groundtruth
corpus showed that the algorithm is robust and comparable to already published
results.
Groundtruth annotations, HTML reports and Perl/Matlab source code are
available at http://www.ifs.tuwien.ac.at/mir/audiosegmentation/.
6.2

Future Work

Finally, we give the following suggestions for further research:
Chords Chord transcription can be used to obtain the chord sequence of a song.
It can be investigated whether this chord representation used as feature vectors
improves results over using audio signal feature vectors directly.
Select parameter values song-by-song Since the songs that perform poorly are
diﬀerent for various parameter conﬁgurations it seems advisable to develop a
procedure or criterion to be able to select an appropriate parameter setting
from a pool for each song individually.
User input The potential ameliorative eﬀect of minimal user input can further
be looked into. Results may become even better if the system works iteratively,
reacting on user input. Possibilities of simple user input include: indication of beginning and end of one section; rejection of individual incorrect segment boundaries; etc.
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Evaluation (Consistent groundtruth) It is desirable to have a well-founded groundtruth, e.g., by consistently employing always the same musicological approach
to all songs. In addition, the performance numbers could be related to the mean
evaluation results among groundtruth annotations from diﬀerent subjects.
MIREX Audio segmentation algorithms from various research teams could be
compared within a future MIREX evaluation task. There was no such task in
previous MIREX events.
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Abstract. Despite the idiosyncratic character of tags applied to songs
in social networks like last.fm, recent studies have revealed that users
often tend to agree on the aﬀective terms they attach to music. Using
some of these frequently occurring words as emotional buoys to form
a semantic plane of psychological valence and arousal dimensions, we
project lyrics into this space and apply LSA latent semantic analysis
to model the aﬀective context of a number of songs. We compare the
components retrieved from the lyrics with the user deﬁned aﬀective terms
that constitute the tag clouds of the corresponding songs at last.fm, and
propose that LSA could be applied to extract structural patterns as a
basis for automatically generating emotional playlists.

1

Introduction

Musical meaning evolves dynamically as we discover self-organizing patterns
transforming our memories of what just faded away into prior probabilities for
what is likely to emerge. In the case of sounds by transforming the incoming temporal waveforms from a single dimensional representation of the world, based on
the Newtonian mechanics of our ear drums, into an auditory scene unfolding
over time as it ascends through the neuroaxis towards the auditory cortex. Over
the past half century aspects of musical aﬀect have been the focus of a wide
ﬁeld of research, ranging from how emotions arise based on the underlying harmonic and rhythmical hierarchical structures forming our expectations [1][2][3],
to how we consciously experience these patterns empathetically as contours of
tensions and release [4], in turn triggering physiological changes in heart rate
or blood pressure as has been documented in numerous cognitive studies of the
links between music and emotions [5]. Neuroimaging studies have established
that musical structure to a larger extent than previously thought is being processed in “language” areas of the brain, and that shared neural resources between
music and language indicate semantic processing of patterns reﬂecting tension
and resolution [6-9]. Speciﬁcally related to songs both fMRI magnetic resonance
imaging and ERP evoked response potential results point to linguistic and musical dimensions as being processed by similar overlapping brain areas, which
seems to support the hypothesis that the linguistic and melodic components of
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songs are processed in interaction [10]. Additional studies on retrieving songs
from memory indicate that lyrics and melody appear to be recalled from two
separate versions: one storing the melody and another containing only the text
[11], while further priming experiments indicate that song memory is not organized in strict temporal order, but rather that text and tune intertwine based
on reciprocal connections of higher order structures [12].
As it has been suggested that the human mirror neuron system may provide
a mechanism for cross-modal processing of language, action and music as a basis
for conveying aﬀect [13], we speculate that it might be possible to model the
emotions elicited by songs by extracting latent semantics from the lyrics. Such
an approach to retrieve high level representations of songs based on the lyrics
alone would be in line with neuroimaging results, showing that retrieval of perceptual knowledge related to sound is associated with increased activity in areas
inferior and posterior to the primary auditory cortex [14]. It would additionally
be substantiated by recent fMRI experiments focused on predicting human brain
activity reﬂecting the meaning of nouns, which have demonstrated a direct relationship between the observed patterns and the statistics of word co-occurrence
in large collections of documents, meaning that brain activity can be modeled as
linear sums of contributions associated with semantic features of input stimulus
words [15]. Applying a similar linear dimensionality reduction method to extract
meaning in texts based on LSA latent semantic analysis [16], which resembles
cognitive text comprehension by capturing patterns of word usage in multiple
contexts, we hypothesize it might be possible to model a high-level emotional
representation of the underlying structure which cause the shifting contours of
tension and release in songs.
Outlining our approach we describe in the following sections: the methodology used for extracting latent semantics within an emotional space, the early
results retrieved when mapping the constituent emotional components over time,
and conclude with a discussion formulating our hypothesis.

2

Emotional tag space

Despite the often idiosyncratic character of tags deﬁned by hundred thousands
of users in social networks like last.fm, several studies done within the music
information retrieval community have conﬁrmed that users tend to agree on
the aﬀective terms they attach as tags to describe music [17-18]. The aﬀective
terms which are frequently chosen as tags by last.fm users seem to form clusters
around primary moods like mellow, sad, or more agitated feelings like angry
and happy. Drawing on Osgood, Suci and Tannenbaums earlier ﬁndings, which
have established that emotional assessment can be represented based on the two
dimensions of valence and arousal [19], we use these two parameters to outline
an emotional plane containing four groups of frequently used last.fm tags:
happy, funny, sexy
romantic, soft, mellow, cool
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angry, aggressive
dark, melancholy, sad
The dimension of valence describes how pleasant something is along an axis
going from positive to negative associated with words like happy or sad, whereas
arousal captures the amount of involvement ranging from passive states like
mellow and sad to active aspects of excitation as reﬂected in tags like angry or
happy. Applying these twelve frequently used emotional last.fm tags, as buoys to
deﬁne a semantic plane of psychological valence and arousal dimensions, we apply
LSA latent semantic analysis to assess the correlation between the lyrics and each
of the selected aﬀective terms. Selecting these aﬀective terms simultaneously
enables us to implement them as a reference to compare the LSA retrieved
values of correlation against how frequently users actually apply these words
in last.fm tag clouds to describe the emotional context of songs. But whereas
users at last.fm attach emotional tags to a song as a whole, we aim to model
the shifting contours of tension and release which trigger emotions based on
each of the individual lines making up the lyrics. Taking into consideration that
words are hierarchically perceived as successive phonemes and vowels on a scale
of roughly 30 milliseconds, which are in turn integrated into larger segments
with a length of approximately 3 seconds [20], we assume that lines of lyrics
consisting of around 5 words each approximately corresponds to one of these
higher level perceptual units. Projecting the lyrics into a semantic LSA space
line by line, could in a cognitive sense be interpreted as similar to how mental
concepts are constrained by the amount of activation among neural nodes in
working memory reﬂecting events and our associations, as proposed by Kintsch
in his construction-integration theory of comprehension [21]. In that respect the
co-occurrence matrix formed by the word frequencies of last.fm tags and song
lyrics, might be understood as corresponding to the strengths of links connecting
nodes in a mental model of semantic and episodic memory.
As a machine learning technique LSA extracts meaning from paragraphs by
modeling the usage patterns of words in multiple documents and represent the
terms and their contexts as vectors in a high-dimensional space. The basis for
assessing the correlations between lyrics and emotional words vectors in LSA
is an underlying text corpus consisting of a large collection of documents which
provides the statistical basis for determining the co-occurrence of words in multiple contexts. For this experiment we chose the frequently implemented standard
TASA text corpus, consisting of the 92409 words found in 37651 texts, novels,
news articles and other general knowledge reading material that American students are exposed to up to the level of their 1st year in college.The frequency at
which terms appear and the phrases wherein they occur are deﬁned in a matrix
with rows made up of words and columns of documents. Many of the cells made
up by rows and columns contain only zeroes, so in order to retain only the most
essential features the dimensionality of the original sparse matrix is reduced to
around 300 dimensions. This makes it possible to model the semantic relatedness
of song lyrics and aﬀective terms as vectors, with values towards 1 signifying de-
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grees of similarity between the items and low or minus values typically around
0.02 signifying a random lack of correlation. In this semantic space lines of lyrics
or emotional words which express the same meaning will be represented as vectors that are closely aligned, even if they they do not literally share any terms.
Instead these terms may co-occur in other documents describing the same topic,
and when reducing the dimensionality of the original matrix the relative strength
of these associations can be represented as the cosine of the angle between the
vectors.

3

Results

Selecting the lyrics of thirty songs as input, we compute the cosine values between
vectors representing each of the individual lines constituting the lyrics of a given
song against each of the twelve aﬀective terms used as markers in the LSA space,
and discard cosine values of correlation between lyrics and tags below a threshold
of 0.09.
3.1

Accumulated distribution of emotional components

In order to compare the retrieved LSA correlation between lyrics and aﬀective
terms against the actual tag cloud attached to the song at last.fm, we ﬁrst sum
up the LSA values retrieved from each line of the lyrics.
Taking the song “Nothing else matters” as an example, the actual aﬀective
terms attached to the song at last.fm also include less frequently used tags like
love, love songs, chill, chillout, relaxing, relax, memories and melancholic, so we
subsequently combine these tags into groups of associated tags in order to facilitate a direct comparison with the LSA retrieved values:
happy, funny, sexy, romantic + (love, love songs)
soft, mellow, cool + (chill, chillout, relaxing, relax)
angry, aggressive
dark, melancholy, sad + (melancholic, memories)
Comparing the accumulated LSA values of emotional components against the
reference tags at last.fm, the terms melancholy and melancholic which describe
the most dominant emotions in the tag cloud seem to be captured by the aﬀective
term sad in the LSA analysis. When interpreting love from the last.fm tagcloud as associated with the term happy (based on a cosine correlation of 0.56
between the words love and happy) the LSA analysis appears similarly to retrieve
aspects of this emotion. Likewise if chill in the last.fm tag cloud is understood
as associated with soft and mellow (based on cosine correlations of 0.36 and
0.35 respectively) the LSA analysis also here appears to capture that mood. On
the other hand there seems to be no tags in the last.fm tag-cloud supporting
the aﬀective terms angry and aggressive resulting from the LSA analysis of the
lyrics.
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Fig. 1. Summed up values of LSA correlation between the lyrics of the song “Nothing
else matters” and 12 aﬀective terms (top), compared to the actual distribution of userdeﬁned emotional tags attached to the song at last.fm (bottom).

Applying a similar approach to a set of 25 songs we grouped last.fm tags
into larger segments consisting of sad, happy, love and chill aspects to facilitate
a comparison with the LSA derived correlations between song lyrics and the
selected aﬀective terms. Though we found a signiﬁcant overlap between LSA
values and user deﬁned last.fm tags in most of the songs,we were not able to
deﬁne a general correlation between LSA retrieved values and the distribution
of last.fm tags for each song based on the small sample in this study.
3.2

Distribution of emotional components over time

Maintaining the LSA values retrieved from each of the individual lines in the
lyrics, we proceeded by plotting the values over time to provide a view of the
distribution of emotional components. The plots can be interpreted as mirroring
the structure of patterns of changing tension in the songs along the horizontal
axis. Vertically the color groupings indicate which of the aspects of valence and
arousal are triggered by the lyrics as well as their general distribution in relation
to each other. Any color will signify an activation beyond the cosine similarity
threshold level of 0.09, and the amount of saturation from light to dark signiﬁes
the degree of correlation between the song lyrics and each of the aﬀective terms.
The contribution of each emotional component apparent in the overall LSA
values of the lyrics, can be made out when considering their distribution as single
pixels over time triggered by the individual lines in each of the songs. Analyzing
which components are predominant and their overall contribution in the lyrics,
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Fig. 2. LSA correlation between each of the lines in the lyrics of “Nothing else matters” and 12 aﬀective terms plotted over the entire duration of the song - unbalanced
sparse distribution with an increasing sustained bias towards the extreme emotions of
melancholy juxtaposed against happy and funny while the more central mellow and
soft elements appear subdued.

the LSA plots can roughly be grouped into the three categories of unbalanced
distributions, centered distributions and uniform distributions.
The song “Nothing else matters”, Fig.2, exempliﬁes the ﬁrst category by
having a bottom-heavy distribution of emotional components biased towards
melancholy. The below curve indicates the contribution of each component over
the duration of the song, where the dominant aspect of melancholy can again
be made out. A centered distribution as found in “Now at last” Fig.3, shows a
lack of the more extreme emotions like happy or sad and instead the main contribution comes from mellow and soft aspects. In the below diagram the curves
of emotional contributions appear sustained combined with more steep increases
between each level. A uniform distribution of a wide range of simultaneous emotional components is exempliﬁed by “Mad world”, Fig.4. The sudden steep rise
in the below curve diagram also illustrates the overall structure in the song.
In the following pairwise comparison of song samples within categories of
distributions, Fig 5 - 9, we ﬁnd it remarkable that the overall saturation deﬁning the amount of correlation between lyrics and emotional markers, as well as
the distributional patterns of emotional components throughout the songs seem
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Fig. 3. LSA correlation between each of the lines in the lyrics of “Now at last” and
12 aﬀective terms plotted over the entire duration of the song - centered distribution
stressing soft and mellow aspects periodically clustered with additional cool and angry
elements - the last.fm tag cloud includes “mellow, sad, chillout, melancholy, love, quiet,
dreamy, relax, slow, soft, sweet, wistful”

consistent. Lyrics that appear more or less saturated in relation to the emotional markers used for the LSA analysis remain so over the entire song. The
distributional patterns of emotional elements seem throughout the songs to form
consistent schemas of contrasting elements,which appear to form sustained lines
or clusters that are preserved as pattern once initiated. The balanced distribution of emotional components in the songs “Wonderwall” and “My Immortal”,
Fig.5, both lack central aspects like soft, instead emphasizing the outer edges
by juxtaposing elements around happy against sad. This sparsity can also be
made out in the separation of curves in the diagrams below. Otherwise so in the
central distributions exempliﬁed by the songs “Falling slowly” and “Stairway to
heaven”, Fig.6, which emphasize the aspects of soft and mellow at the expense
of happy and sad. In the uniform distributions of the songs “Everybody hurts”
and “Smells like teen spirit”, Fig.7, both of the patterns display sustained lines
while grouping elements into clusters, reﬂecting a strong continuous activation of
emotional components. The highl levels of saturation also apparent in the curve
diagrams, similarly signify an overall high correlation of the lyrics against the

Proceedings of LSAS 2008

67

Fig. 4. LSA correlation between each of the lines in the lyrics of “Mad world” and
12 aﬀective terms plotted over the entire duration of the song - uniform distribution
juxtaposing sutained happy and funny elements against sad and melancholy elements
coupled with clusters of soft - the last.fm tag cloud includes “sad, melancholy, mellow,
chillout, calm, dark, depressing, emotional, love, relax, slow, soft, touching”.

aﬀective terms throughout the entire songs. In contrast the patterns “Rehab”
, “Time to pretend”, “21 Things” and “Creep”, Fig.8 & 9, come out as much
more periodic, visible in the steep increases of curves while simultaneously maintaining high levels of saturation. We speculate that these apparent consistencies
reﬂect underlying compositional structures which reﬂect patterns of tension and
release. Each column in the plots of lyrics corresponds to a time window of
roughly 3 seconds, which as before mentioned is the approximate length of the
high level units from which we mentally construct our perception of time [20].
Understood in that context we hypothesize that the LSA analysis of lyrics within
a similar size of time window is able to capture a high level representation of
the shifting emotions triggered by the lyrics when listening to songs. And that
the LSA analysis when projecting the lyrics against the aﬀective terms, approximates a very simpliﬁed model of how each of the lines in eral time would trigger
emotions, which depending on their strengths of associations would be activated
in our working memory.
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Fig. 5. LSA cosine similarity of the lyrics of “Wonderwall” (top) and “My Immortal”
(bottom) mapped against 12 aﬀective terms line by line over the entire songs
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Fig. 6. LSA cosine similarity of the lyrics of “Falling slowly” (top) and “Stairway to
heaven” (bottom) mapped against 12 aﬀective terms line by line over the entire songs
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Fig. 7. LSA cosine similarity of the lyrics of “Everybody hurts” (top) and “Smells like
teen spirit” (bottom) mapped against 12 aﬀective terms line by line over the entire
songs
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Fig. 8. LSA cosine similarity of the lyrics of “Rehab” (top) and “Time to pretend”
(bottom) mapped against 12 aﬀective terms line by line over the entire songs
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Fig. 9. LSA cosine similarity of the lyrics of “21 Things i want in a lover” (top) and
“Creep” (bottom) mapped against 12 aﬀective terms line by line over the entire songs
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4

Discussion

While we have here only analyzed a small number of songs our ﬁrst results
indicate that it appears possible to retrieve the emotional elements contributing
to user descriptions of songs, by applying LSA to extract latent semantics from
the lyrics using a selection of frequently occurring last.fm aﬀective tags. When
comparing the LSA accumulated emotional components extracted from the lyrics
with the actual user deﬁned tag clouds of the corresponding songs at last.fm they
appear to a large extent overlapping or complementary related to the aﬀective
terms when grouped into larger segments consisting of sad, happy, love and chill
aspects to facilitate a comparison with the LSA derived correlations. However
this type of generalized classiﬁcation is not capable of capturing the aﬀective
components reﬂected in the lyrics over the entire duration of a song as illustrated
by the plots of emotions triggered over time.
Considering the consistency of the patterns in the LSA analysis of song lyrics
in the above matrix examples, combined with recent neuropsychological ﬁndings
indicating that music and language appear both syntactically and semantically
to be processed in interaction, we speculate that our approach might provide a
basis for modeling a high level representation of how emotions arise based on
the underlying structures in songs. We propose that these components can be
retrieved as latent semantics by using aﬀective terms as sensors in a semantic
space, and hypothesize that LSA might be applied to extract structural patterns
from song lyrics as a basis for automatically generating emotional playlists. It
seems that even if we turn oﬀ the sound both emotional context as well as
overall formal structural elements can be extracted from songs based on latent
semantics.
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