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Preface

Introduction of techniques for compressing and streaming of audio data in recent time
has signiﬁcantly changed the way music is consumed and archived. Personal music collections may nowadays comprise ten-thousands of music titles and even mobile devices
are able to store some thousands of songs. But these magnitudes are nothing compared
to the vast amount of music data digitally available on the internet.
Several features have been proposed to describe music on a low, signal-processing
based level. Some of these have already been incorporated as description schemes for
annotation of audio data into the MPEG-7 standard. However, in contrast to text
documents that can be suﬃciently well represented by statistics about the contained
terms, audio data seems far too complex to be described by statistics on signals alone.
Additionally, such a representation does only allow query-by-example.
Learning a mapping between audio features and contextual interpretations would
be the key to solve this problem, enabling a user to formulate a query in a way that
is close to his way of describing music contents, e.g. using natural language or at least
combinations of terms. For this task, models describing how music is perceived are
needed, as well as methods for the extraction, analysis and representation of linguistic
descriptions of music. On the other hand, more sophisticated audio features and analysis of the music structure can narrow the gap. But even if a mapping can be found,
it cannot be considered as universally valid. It will rather be biased depending on the
user’s preferences, making it necessary to think about personalization at some point
as well.
The goals of this workshop were to intensify the exchange of ideas between the
diﬀerent research communities involved, to provide an overview of current activities
in this area and to point out connections between them. The submitted contributions
collected in these proceedings therefore reﬂect current research in this area: from feature
extraction, over semantic structure annotation to complete retrieval and navigation
systems for music and sound.
We like to thank all members of the program committee for supporting us in the
reviewing process, the organizers of the main conference SAMT 2006 to which this
workshop was assigned – especially Yannis Avrithis and Raphaël Troncy – for their
kind support throughout the organizational process, and of course the authors for
their willingness to revise and extend their initial submissions based on the reviewers
comments.
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Abstract. Several studies have pointed out the need of mid-level representations of music signals for information retrieval and signal processing
applications. In this paper, we investigate a new representation based on
sparse decomposition of the signal into a collection of instrument-speciﬁc
harmonic atoms modelling notes of various pitches played by diﬀerent
instruments. Each atom is composed of windowed harmonic sinusoidal
partials whose amplitudes are learned on a training database. An eﬃcient Matching Pursuit algorithm was designed to extract the best atoms
and to estimate the phases of their partials. The resulting representation
can be exploited for automatic instrument recognition. Preliminary experiments on a test database of solo excerpts show promising results.

1

Introduction

Audio indexing is a ﬁeld of growing interest and includes challenging goals such
as automatic music transcription [1], automatic genre classiﬁcation [2][3], or music instrument recognition [4][5][6]. Most music classiﬁcation systems so far are
based on a set of timbral and temporal features computed from low-level signal
representations, such as waveforms, spectrograms or correlograms. These features, which describe the signal as a whole on each time frame, do not account
for all the attributes of complex polyphonic signals. By contrast, the human auditory system is generally able to assess the timbre of each note or the rhythm of
each instrument separately. It is expected that the decomposition of the signal
into a collection of musically meaningful sound objects could help automatic
systems achieving a similar performance. For example, several authors have designed mid-level representations of music signals in terms of note-like objects
extracted using complex polyphonic pitch transcription algorithms and proved
Learning the Semantics of Audio Signals (LSAS) 2006
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their beneﬁt for various applications, namely auditory scene analysis [7], recognition of multiple instruments [8, 9], measurement of harmonic similarity [10] and
source separation [11].
In this paper, we investigate a new mid-level representation of music signals
based on the concept of sparse decomposition. Sparse decomposition methods
have received a lot of attention recently in signal processing and approximation
theory communities. Their aim is to provide a representation (exact or approximate) of a given signal x as a linear combination of ﬁxed elementary waveforms,
or atoms:
N

αn wn (t)
(1)
x(t) =
n=1

where atoms wn are selected among a set D = {wn }n=1...P , called a dictionary.
Audio signals are typically modelled using Gabor atoms, which are sinusoids
windowed by Gaussian envelopes, and whose time support is bounded. The term
sparse refers to the property by which the number N of selected atoms is much
lower than the dimension of the signal space, that is the number of samples
of the signal. When this property holds, such decompositions can be seen as a
preprocessing step for many audio signal processing operations, including coding,
signal modiﬁcation and information extraction [12].
Obviously, in order to get decompositions that are as sparse as possible, one
has to design dictionaries that contain atoms exhibiting strong similarities with
the analysed signal. Hence, the more a priori information is available on the
signal, the more informed dictionaries can be designed, and the more physically
meaningful the resulting decompositions are.
In the following, we assume that the analysed signal only contains sounds
from harmonic instruments and that the set of possible instruments is known.
Ideally, we would like to infer a MIDI-like representation of the signal, where each
atom wn would represent a single note signal parameterised by an instrument
class, a pitch value, a velocity parameter and other expressive parameters (vibrato, etc). However, such an ideal representation cannot be obtained by sparse
decomposition since the large range of possible note signals, even for a limited set
of instruments, would require huge dictionaries D and result in untractable computations (computational requirements directly depend on the dictionary size).
Therefore, we design simpler frame-based Instrument-Speciﬁc Harmonic ISH)
atoms composed of windowed harmonic sinusoidal partials whose amplitudes
are learned on a training database for each instrument and pitch value.
In practice, some of the extracted atoms do not have a straightforward interpretation as notes, but are selected to correct slight discrepancies between the
data and the model. Nevertheless, as we shall see, the decomposition algorithm
provides an approximate representation of the signal, where the information at
hand is intermediate between the raw signal and a high-level representation such
as a MIDI transcription. In other words, the loss in ﬁne details of the signal (some
degradation is almost always audible and often quite signiﬁcant) has to be balanced with the ease of interpretation of the decomposition, which includes an
explicit clue about the instruments that are playing. Note that complex statis2

tical models are necessary to hopefully obtain a perfect transcription, but the
presented model could be suﬃcient to get an approximate one by using an adequate post-processing or a more eﬃcient decomposition algorithm than MP. In
fact, the mid-level representation comes at a smaller computational cost than the
results of more comprehensive approaches proposed in [1] and still makes possible several information retrieval tasks (key-ﬁnding, melodic similarity, automatic
instrument recognition) and coarse remixing.
This paper focuses on the single task of automatic instrument recognition. In
the scope of this application, the proposed approach shares some similarities with
template-based instrument recognition algorithms [8, 9, 6], which also describe
instrument classes in terms of learned harmonic amplitude vectors.
The structure of the rest of the paper is as follows. The ISH atoms composing
the speciﬁc dictionary used as a signal model are deﬁned in Section 2. Section 3
presents the algorithm used to obtain sparse decompositions on this dictionary.
Section 4 describes how ISH atoms are learned on isolated notes. Finally, the
results of automatic instrument recognition experiments are shown in Section 5
and commented in section 6.

2

Instrument-Speciﬁc Harmonic Dictionary

The main contribution of this study is the modelling of music signals as a
weighted linear combination of N harmonic atoms hsn ,un ,f0n ,An ,Φn parameterised in terms of scale sn (atom duration), time localisation un , fundamental frequency f0n , partials amplitudes An = {am,n }m=1:M and partials phases
Φn = {φm,n }m=1:M :
x(t) =

N

n=1

αn hsn ,un ,f0n ,An ,Φn (t).

(2)

Each harmonic atom can be written as
hs,u,f0 ,A,Φ (t) =

M


am ejφm gs,u,m.f0 (t)

(3)

m=1

M
where the amplitudes of the M partials are constrained to m=1 a2m = 1 and
the signal corresponding to each partial is given by a Gabor atom1 normalised
to unit energy


t−u
(4)
gs,u,f = w
e2jπf t
s
with w a time- and frequency-localised window. For strictly speaking Gabor
atoms, this window is a Gaussian, although Hanning windows are also a convenient choice for our application. Note that harmonic atoms also have unit
energy.
1

Following the convention set in [13], atoms are denoted by complex-valued signals.
In practice, sparse decompositions of real-valued signals involve pairs of atoms consisting of one complex-valued atom and its conjugate.
3

When partials amplitudes are learned from a database (see 4.1), these atoms
are called ISH atoms. Each amplitude vector A is then associated with a class
(in our case an instrument) and a discrete pitch value. Generally, several vectors are used for each class and each pitch value. Indeed, allocating a single
amplitude vector to an instrument would oversimplify its timbre span: musical
acousticians and synthesiser designers know that inferring a note signal by simple pitch-shifting of another note signal is not relevant for large pitch intervals.
The dependency of signal characteristics on pitch has also been pointed and
exploited by Kitahara [5]. Furthermore, the relative amplitudes of the partials
depend on velocity and evolve over time. Examples of learned amplitude vectors
A are displayed in Figure 1.

40
30

Amplitude [dB]

20
10
0
−10

62

58

−20
−30

60

−40

61

59

0
1000
2000
3000
4000
5000

A Vectors

Frequency [Hz]

Fig. 1. Examples of learned amplitude vectors A corresponding to 5 oboe notes, each
played with 3 diﬀerent velocities. Each partial is represented as a circle and each velocity
by a diﬀerent gray level. MIDI codes are displayed on the right side of the vector groups.

3

Decomposition algorithm

Given a ISH dictionary, the problem becomes that of decomposing the signal as
a collection of ISH atoms from this dictionary. Many decomposition algorithms
suited for generic dictionaries have been proposed in the literature. We have
chosen Matching Pursuit (MP), as described below, for its simplicity and its relative speed due to its “greedy” nature. Although there is in general no guarantee
that the N -atoms approximation obtained with MP is optimal (i.e. minimises
the energy of the residual), many experiments have shown that its behaviour is
generally very close to optimal, at the fraction of the time required to get more
accurate approximations.
4

3.1

The Matching Pursuit Algorithm

The MP algorithm has been introduced in [14]. The algorithm proceeds as follows:
1. The correlations between the signal and all
the atoms h of the dictionary
T
are computed using inner products x, h = t=1 x(t) h(t).
2. The atom h that has the largest absolute correlation |x, h| with the signal
is selected, then subtracted from the signal with a weighting coeﬃcient2
α = x, h.
3. Correlations are updated on the residual signal, and the algorithm is iterated
to step 2 until the stopping condition is satisﬁed. This condition can be a
target Original-to-Residual energy ratio, or a ﬁxed number of iterations.
3.2

Sampling the dictionary

In practical applications, the search step 2 can only be performed on a ﬁnite
number of atoms. Thus, one has to sample the dictionary by making the atom
parameters s,u, f0 , A and Φ discrete:
– The scale s often spans a small set of powers of 2. For our application,
the choice of a single scale corresponding to a duration of about 100 ms
is suﬃcient. More scales should be chosen for other applications such as
analysis-synthesis or coding (for instance one small scale for the transients
and one long scale for the steady-state part).
– The time localisation u is typically set to equally spaced time bins, with a
time shift Δu set to a fraction of the atom scale.
– The fundamental frequency f0 is sampled logarithmically. This is a noticeable diﬀerence with the Harmonic MP algorithm [16], where fundamental
frequencies are sampled linearly. The main reason for this choice is that the
distribution of fundamental frequencies in music signals appears smoother
on a logarithmic scale. Thus it provides a constant f0 resolution for these
signals.
– Amplitude vectors A are by nature elements of a discrete set of vectors,
because they are learnt from a ﬁnite number of sound excerpts. The building
of this set is described in section 4. The number of amplitude vectors per
class and pitch value must not be too large for computational reasons. This
point is discussed in section 4.1.
– A brute-force sampling of phase vectors Φ would be very expensive in
terms of complexity, since this would multiply the size of the dictionary by
(2π/Δφ)M , where Δφ is the phase bin width. Alternatively, phase vectors
are estimated a posteriori as explained in section 3.3.
2

Since we want to handle real signals, atoms are practically selected by couple of
conjugate atoms, that form a real atom. More details on the computation of the
amplitude and the phase of the weight can be found in [15].
5

3.3

Phase estimation

At each iteration of the MP algorithm, the partials phases of the selected atom
must be adapted to the analysed signal. Failing to do this, the subtraction of this
atom may add energy to some partials and result in the extraction of spurious
atoms during later iterations. The phase vector is thus given by the angle of
the inner product between the Gabor atoms constituting the ISH atoms and the
signal:
x, gs,u,m.f0 
.
(5)
ejφm =
|x, gs,u,m.f0 |
This method can be shown to be nearly optimal for strongly sinusoidal signals
when the Gabor atoms gs,u,m.f0 are suﬃciently uncorrelated (this is the case
when s and/or f0 are large enough) [16].

4

Learning on isolated notes

The amplitude vectors A corresponding to various classes and pitch values are
learned on a training database. The choice of the number of vectors and the
choice of the learning database both inﬂuence the cost and the relevance of the
decomposition.
4.1

Training database

In this study, the training database is composed of isolated note signals taken
from the RWC Musical Instrument Sound Database [17] for ﬁve instruments:
Oboe, Flute, Clarinet, Violin and Cello. These signals span the whole pitch range
of each instrument and correspond to three diﬀerent velocities. We extract one
amplitude vector A per note signal. This results in a small number of amplitude
vectors for each class and each pitch value. However the fact that these vectors
are learnt from diﬀerent velocities lets us expect that they span a signiﬁcant part
of each instrument timbre. There are between 100 and 200 diﬀerent A vectors
per instrument (between 3 and 6 per pitch and instrument). Further work will
deal with atoms taken on all the time frames of isolated notes, on which an
adapted vector quantization technique will be applied to reduce the size of the
dictionary.
4.2

Partial amplitude extraction

To keep a certain homogeneity between learning and signal decomposition, the
amplitude am of each partial is extracted by computing the absolute value of the
inner product between the training signal and a Gabor atom of frequency m.f0 .
The annotated fundamental frequency f0 given by its integer MIDI pitch does
not exactly correspond to the true fundamental frequency, especially for bowed
strings instruments. This problem is solved as follows: harmonic combs of Gabor
atoms, sampled at a ﬁne fundamental frequencies f0 around the annotated pitch,
6

are correlated with the signal. The best fundamental frequency f0n is selected
by:
M

|xn , gs,u,m.f0 |2 .
(6)
f0n = arg max
f0

m=1

The amplitude of each partial is then derived as:
am,n = |xn , gs,u,m.f0n |.

5
5.1

(7)

Application to automatic instrument recognition
Output of the signal decomposition

The “informed” sparse decomposition described in section 3 can be considered
as a front-end for some applications. The result of the MP algorithm is a book
of atoms that can be displayed on a time-pitch plane, along with other characteristics such as overall energy and instrument class.
The decomposition of a real solo music signal is displayed in ﬁgure 2. It is
important to note that this analysed signal is not part of the training database.
Reconstructed sounds can be listened to on our web page3 . Some interesting
features can be observed. In particular, the atoms can be visually grouped as
clusters corresponding to certain pitch values. Thus the mid-level structure of
the analysed signal as a collection of notes seems to be very well represented.
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Fig. 2. Time-pitch visualisation of the decomposition of a clarinet recording. Each
atom is represented by a rectangle whose height is proportional to its amplitude and
whose colour depends on its instrument class.
3
http://www.tsi.enst.fr/˜pleveau/LSAS2006/
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As mentionned in introduction, the proposed signal model is too simple to be
used directly for polyphonic transcription or source separation. Here we evaluate
its usefulness for the task of automatic instrument recognition on monophonic
signals: this application can be easily performed. Indeed it is expected that the
atoms that are selected in this case mainly belong to the instrument that is
playing.

5.2

Decision procedure

One way of achieving automatic instrument recognition is to compute a score
for each instrument class by summing the amplitudes |αn | of all the extracted
atoms from this class. In the case of a solo performance, the instrument with the
largest score is then the most likely to be played.

6
6.1

Experiments
Parameters

The decomposition algorithm has been applied on a test database of solo
phrases extracted from diﬀerent commercial recordings, with a sampling frequency fs = 22050 Hz. The database contains 5 sources for each instrument.
The total duration for each instrument is between 12 and 24 minutes. The test
items are 2 second excerpts taken from these phrases. It makes between 200 and
300 test items per tested class.
The parameters used for the decomposition are the following: s = 90 ms (1024
samples), Δu = 45 ms, maximum number of partials M = 30. The fundamental
frequency f0 is sampled logarithmically with a step equal to 1/10 tone. The MP
algorithm is stopped when the Original-to-Residual ratio becomes larger than
15 dB or the number of extracted atoms equal to 500.
Classiﬁcation tests have also been performed with a feature-based approach
that provides a good benchmark of the state-of-the-art performance on solo
excerpts. The test algorithm [4] has been developed by Essid, and is mainly based
on a feature selection algorithm called Fisher-Clustering (40 features selected out
of 543) and a classiﬁcation with Support Vector Machine. It must be noted that
this algorithm is trained with numerous sources (solo phrases) extracted from
commercial CDs, that the features also extract longer-term informations, such as
amplitude- and frequency-modulations, and non-harmonic characteristics, while
our algorithm is trained on isolated notes from a single source and only considers
the harmonic part of the signal. For that reason, the two systems cannot be
strictly compared: the feature-based approach only gives a ﬁrst goal to reach.
The feature-based approach is performed on the same test samples than the
signal analysed in the decompositions. The decisions are taken on the frames
contained in 2 seconds of signal (125 test frames).
8

6.2

Results

The confusion matrices obtained from the various algorithms are shown in Table
1. The feature-based algorithm appears quite robust, with an overall recognition
accuracy of 83.9%. The proposed algorithm achieves an average recognition rate
of 68.5 % using books obtained directly after the decomposition.
Although not comparable with the feature-based approach, the application
of our decomposition algorithm to automatic instrument recognition shows an
interesting feature: the recognition accuracy is higher for the Cello class. This is
certainly related to the explicit modelling of the instrument pitch range: Cello
has a lower pitch range than the other instruments, and thus low notes are
automatically detected as Cello notes. It must be mentionned that our approach
oﬀers perspectives for the automatic instrument recognition on polyphonic music
while keeping the same learned data, whereas a feature-based approach would
need the learning of instrument ensembles.

Ob Cl Co Vl Fl
Ob Cl Co Vl Fl
Ob 93.4 5.0 0.0 0.3 1.3 Ob 63.6 3.2 7.3 9.1 16.8
Cl 4.2 89.2 0.9 0.0 5.7 Cl 1.4 75.8 3.9 1.8 17.1
Co 0.4 7.4 71.7 20.5 0.0 Co 0.7 4.6 77.8 7.7 9.2
Vl 0.4 1.9 1.5 91.6 4.6 Vl 3.7 8.9 6.8 60.7 19.9
Fl 7.2 19.1 0.4 0.8 72.5 Fl 2.6 27.7 0.9 4.3 64.7
Table 1. Confusion matrix for instrument recognition with a state-of-the-art feature
based approach(left), and based on decompositions on ISH atoms (right).

7

Conclusion

In this paper, a novel approach for music signal analysis is proposed. It is based
on sparse decompositions of the audio signal using instrument-speciﬁc harmonic
atoms extracted from real recordings. The preliminary results obtained in a
music instrument recognition task are very promising even if they do not yet
reach the performances of more traditional approaches. In fact, it is important to
note that this alternative approach has the potential to perform simultaneously
instrument recognition, polyphonic pitch transcription and source separation.
Future work will be dedicated to the use of smoothing techniques for the selection
of atoms with time (for example based on dynamic programming principles which
should permit to explicitly build coherent group of atoms, or molecules) and to
the design of optimal dictionaries (with the aim to maximise the coverage of
the acoustic space for the given instrument while at the same time minimising
its size). Future work will also be dedicated to the application of this approach
to more complex tasks such as instrument recognition and pitch extraction on
polyphonic music signals, by introducing more complex priors for atom selection.
9
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Abstract. This paper proposes a tempo feature extraction method. The tempo
information is modeled by the narrow-band, low-pass temporal modulation
component, which is decomposed into a modulation spectrum via joint
frequency analysis. In implementation, the modulation spectrum is directly
estimated from the modified discrete cosine transform coefficients, which are
output of partial MP3 (MPEG 1 Layer 3) decoder. Then the log-scale
modulation frequency coefficients are extracted from the amplitude of
modulation spectrum. The tempo feature is employed in automatic music
emotion classification. The accuracy is improved with several hybrid
classification methods based on posterior fusion. The experimental results
confirm the effectiveness of the presented tempo feature and the hybrid
classification approach.

1

Introduction

In recent years, interests in the technologies of automatic music information retrieval
have grown up considerably. New approaches to facilitate retrieval, organization and
management of digital music libraries are presented. Among them, tasks like audio
fingerprinting retrieval, music classification, query by humming, music similarity
query, and singer clustering gain much attention. Content-based descriptors are the
fundamentals to these tasks. The descriptors are proposed to describe energy
distribution, pitch, harmonic structure, timbre, melody, tempo, rhythm, or other
aspects of music. For example, Tzanetakis et.al. [1] propose to represent the music
content in three feature sets, that is, timbral texture, rhythmic content and pitch
content. Frequently music content description is achieved by combining the three
factors. And they are designed for specified applications to emphasize different
musical elements.
In this paper, we focus on extracting the tempo information from the acoustic
signal. In musical terminology, tempo is the beat rate of music and corresponds to the
music speed perceived by human. One related measure is the number of beats per
minute (bpm). Much endeavor has been put to estimate bpm from music signal [3][4].
Besides the tempo estimation and tracking methods, other approaches, which encode
the tempo information in a compact form rather than estimate the bpm quantitatively,
are proposed. Typical methods are the beat spectrum [2], the beat histogram [1], and
the periodicity distribution [5][6]. The beat spectrum [2] is estimated by summing the
12
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diagonal of similarity matrix. Peaks in the beat spectrum correspond to repetitions in
the audio signal. In the beat histogram method [1], the enhanced autocorrelation
function of the energy envelop is calculated and its peaks are detected. The first three
peaks in the appropriate range for beat detection are accumulated into a histogram. In
[5], the periodicity distribution is in the form of a 2-dimensional histogram, which
counts for the periodicities with different tempos and different strength levels over
time. And each periodicity is computed via a comb filter. [6] gives another
representation of signal periodicities, called as Inter-Onset Interval Histogram. All
these methods try to represent tempo info by a distribution of modulation strength at
various periodicities.
In this paper we propose a computationally efficient tempo feature extraction
method based on the long-term modulation spectrum analysis. It is designed
particularly to fulfill the requirements of embedded systems. The feature is applied to
the task of music emotion classification, where the western style pop music is mainly
considered because of its relatively simple concept of tempo.
In Section 2 the motivation behind the presented feature and the detailed feature
extraction method are introduced. Section 3 describes applying the proposed feature
to music emotion classification. The experimental result illustrates the effectiveness
of the feature. Finally, the conclusion is drawn in Section 4.

2

Tempo Feature Extraction

On the assumption that a non-stationary signal is modeled by the product of a narrow
bandwidth, low-pass modulating component and a high-pass carrier, the signal can be
decomposed into acoustic frequencies and modulation frequencies via a transform,
which gives the joint frequency representation 4 x (Z ,K ) of the signal x, where Z is
the acoustic frequency and K is the modulation frequency. Such a transform typically
involves two steps: firstly, a spectrogram is estimated to represent the time-frequency
content 4 x (t , Z ) of the signal; secondly, another transform, e.g. Fourier, is applied
along the time dimension of the spectrogram to estimate the joint frequency
representation 4 x (Z ,K ) . Here we name the Fourier-based joint frequency transform as
modulation spectrum analysis after Tyagi et al.[7].
Several different methods have been proposed to extract the time-varying
information from the modulation frequency components. For example, Tyagi et al.[7]
develop the mel-cepstrum modulation spectrum to extract the long term dynamic
variations of speech signal. Peeters et al.[8] depict the long-term dynamic information
of music by performing a Fourier transform on the mel-band filtered signal.
Sukittanon et al.[9] use the continuous wavelet transform to mimic the constant-Q
effect of human perception on modulation frequency.
For music signal, the periodicity in the signal causing non-zero terms on the
modulation frequencies can result from the beat or tempo. The beat information is
usually represented as the high value terms in 4 x (Z ,K ) at low modulation frequency
K , ranging from 0.5 to 5 Hz, which corresponds to 30 to 300 bpm. Therefore, with
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appropriate manipulation the tempo information can be extracted from the modulation
spectrum.
In this paper the modulation spectrum analysis based on the discrete Fourier
transform performed on modified discrete cosine transform (MDCT) coefficients is
proposed for its computational efficiency and easy implementation in embedded
systems. MDCT is widely employed in MP3, AC-3, Ogg Vorbis and AAC for audio
compression. In MP3 MDCT is applied to the output of a 32-band polyphase
quadrature filter bank. It subdivides the sub-band output in frequency into 576 subbands to provide better spectral resolution. Thus, the input signal is decomposed in its
spectral components represented in MDCT. It is used here to approximate the timefrequency representation 4 x (t , Z ) . And MDCT along the time dimension forms the
MDCT sub-band signal.
2.1 Feature Extraction Algorithm
This section describes the detailed steps of tempo feature extraction. For a standard
MP3 file with the properties of 44100Hz, stereo and 128kbps, the feature is extracted
as follows:
Step 1. Partially decode the MP3 file to narrow-band-pass filtered samples {sn(t)},
n  [1,576]. n is the index of sub-bands. 576 sub-bands can be obtained on the
intermediate level of decoding process. The bandwidth of each sub-band is about
38Hz.
Step 2. Full wave rectification followed by a low-pass filtering is a typical
envelope detection method. Here, a one-pole filter with Į=0.96875 is adopted to
obtain a smoothed envelope.
s n (t )

x n (t )

s n (t )

(1)

(1  D ) s n (t )  Dx n (t  1),

0.95 d D  1

(2)

Step 3. The deviation between two time-adjacent filtered samples is employed for
emphasizing signal variation.

xˆ n (t )

x n (t )  x n (t  1)

(3)

Step 4. Long-term Fast Fourier Transform (FFT) is applied on hamming windowed
deviation signals. The analysis window is 13.4 seconds (512 samples) and the
window shift is 1 second (38 samples). For the ith frame, the kth sample is

yin (k )

xˆ n (38 i  k ),

0 d k  512

(4)

The result of FFT is described as in Equation (5), where w(k) is the weight of
hamming window.

Yi n (m)

512

¦ w(k )  yin (k )  e  j 2Skm / 512 ,

k 0
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0 d m  512

(5)

Step 5. The power of modulation spectrum is smoothed by a log-scale triangular
filter-band {H(p,m)|1p<12, 0m<256}, where the pth filter is given by

H ( p , m)

0,

°
2 m  f ( p  1)
,
°
° f ( p  1)  f ( p  1) f ( p )  f ( p  1)
®
2 f ( p  1)  m
°
,
° f ( p  1)  f ( p  1) f ( p  1)  f ( p )
°¯
0,

m  f ( p  1)
f ( p  1) d m d f ( p )

(6)
f ( p ) d m d f ( p  1)
m ! f ( p  1)

and {f(p)|0p<13} is the center frequency of each filter, which increases
logarithmically. Then, the 12-order vector is calculated as the log-energies at the
output of filter-bank:

cin ( p)

2
·
§ 256
ln ¨ ¦ Yi n (m) H ( p, m) ¸,
m
0
¹
©

1 d p d 12

(7)

It is named as Log-scale Modulation Frequency Coefficient. For each frame,
LMFCs on the lowest 5 sub-bands (n=1~5) are extracted to constitute a 60dimensional feature vector.
If the input signal is in other formats rather than MP3, for example, in PCM
format, such a process can be carried out only substituting a narrow band-pass filter
bank designation to Step 1.
2.2 Tempo Decomposition

The tempo decomposition effect on monophonic music pieces has been illustrated in
[10]. Here, an experiment is carried out on polyphonic music pieces. There are 49
real-world polyphonic fragments (each in length of 30 seconds) whose drum events
are annotated by experienced drummers or percussionists. The data are made by
Tanghe et al.[11]. They are manipulated as follows:
1. The drum events are stored in MIDI format. They are synthesized to waveform
samples (note pitch in 36~77 Hz).
2. The waveform is encoded into MP3 file with the properties of 44100 Hz sampling
rate, stereo, 16 bits, 128 kbps.
3. The 2nd MDCT sub-band signal is extracted by the partial MP3 decoder. Its
frequency range, 38~76 Hz, has covered the pitch range of drum events.
4. The modulation spectrum is extracted. About 18 frames can be estimated from
each 30-second fragment.
5. The preview of the polyphonic music fragment, which is encoded in very low
quality and 5~11 seconds in length, is also transformed to 128 kbps MP3 file.
6. The modulation spectrum is only estimated from the 2nd MDCT sub-band signal.
Only one frame can be extracted from each polyphonic preview.
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Fig. 1. Modulation spectrum amplitudes of synthesized drum events and polyphonic music. The
number above each square map is the track number given in [11]. The vertical bar depicts the
amplitude of modulation spectrum estimated from the polyphonic music. The square map
depicts the amplitudes of modulation spectrums estimated from the synthesized drum events.
On the square map, the x-axis is time in 30 seconds; the y-axis is modulation frequency from
0.5~5 Hz.

The amplitudes of the modulation spectrums are shown in Figure 1. Ten fragments
are illustrated here. Their tempo rates are 250 bpm. As reference, the bright horizontal
bar in the square map of track 01 locates at 4.2 Hz, indicating the beat rate clearly. It
can be seen that the modulation spectrums estimated from the drum events and from
their polyphonic music pieces have peaks at the same frequencies. That means the
tempo can be captured in the modulation spectrum, although the harmonics of beat
rate are also enclosed.
It must be pointed out that there are some limitations to LMFC feature. One
constraint is caused by extracting LMFC from only the lowest 5 MDCT sub-bands.
Hence, the presented tempo feature mainly indicates the onset periodicity information
of drum and other percussion instruments. Another constraint is that the tempo feature
is computed from the periodicities at different meters as a whole. So, it is better to
apply it to the music with relatively simple tempo and rhythm pattern. That limits the
applications of LMFC feature mainly to the style of Western pop music.

3

Music Emotion Classification

LMFC is firstly applied to an automatic music emotion classification task to evaluate
its performance for music content-based classification. Music is perceived historically
and pervasively as an important carrier of human emotion. There is solid empirical
evidence from psychological research that listeners from the same culture often
strongly agree about what type of emotion is expressed in a particular piece [12].
Similar work can be found in [13][14]. [13] uses intensity, timbre, and rhythm
features to recognize the four emotional states of exuberance, anxious, contentment
and depression. The rhythm information is described by the strength, stability, and
ratio of onsets. The system obtains from 76.6% to 94.5% precision for different
emotion categories. [14] recognizes the four emotions of happiness, sadness, anger
and fear by only using three features, that is, mean and variance of the silence ratio

16

and the beat rate estimated by a beat-tracking algorithm. The average precision is
67% and each category's is from 25% to 86%.
3.1 Features

There are three kinds of features, intensity, timbre, and tempo, adopted in the music
emotion classification system. All of them are extracted from the MP3 music data.
Intensity is represented by the averaged scale factor (scf) of each MP3 frame. Also
its delta value (dscf) is calculated as in Equation (8) based on the regression method.
This delta computation is more resistant to the abrupt noise disturbance than the
differentiator with unit sample delay.
2

dscf (i )

¦ j u scf (i  j)
j 2

(8)

The timbre features presented in [13] are adopted here. They include spectral
centroid, spectral bandwidth, 95% roll-off frequency and spectral flux of the
amplitude spectrum. Also the peaks, valleys, and arithmetic averages of the seven
logarithmic sub-bands are used. Here we substitute the MDCT coefficients for the
amplitude spectrum. Thus, the 25 values extracted from the MDCT coefficients form
the timbre feature set.
Additionally, the 12×5 LMFCs are used as the tempo feature set.
3.2 Hybrid Classification

In this section, two approaches, feature fusion and posterior fusion, are explored
for integrating the intensity/timbre features and the tempo feature into a hybrid
system.
Feature fusion refers to combination in the feature space. The tempo feature is
extracted with the same time interval as that of the intensity/timbre features for
synchronization. Thus, the synchronized features can form a new feature vector
conveniently. Karhunen-Loeve (KL) transform is performed to extract the orthogonal
feature vectors. Then, Gaussian Mixture Models (GMM) are trained with the KL
transformed feature vectors. The emotion of a testing music piece is estimated as the
one that outputs the maximum likelihood.
Contrastively, posterior fusion merges the posterior probabilities with respect to
the intensity/timbre features and the posterior probabilities with respect to the tempo
feature by machine learning methods. With the assumption of equal prior probabilities
of emotions, the posterior probabilities are reduced to likelihood. Then, the
information of each music emotion class is learned in the likelihood space. The
training procedure is described as follows:
Firstly, KL transform and GMM are applied on the intensity/timbre features and on
the tempo feature respectively.
Secondly, the likelihood is normalized to a probability measure by the rule:
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Pi

exp( L( x | i ))
¦ exp( L( x | i))

(9)

i

Here, L(x|i) is the log likelihood of vector x with respect to emotion hypothesis i.
Thirdly, Pi values of intensity/timbre features and of tempo feature at the same
time interval are connected to one vector, referred to as probability vector.
Finally, the probability vector’s class distribution is modeled for classification. For
a comparison, GMM, Multi-Layer Perceptions (MLP), and Support Vector Machine
(SVM) are trained with the probability vectors.
SVM is originally designed for binary classification [15]. Here it is extended to Kclass by constructing K(K-1)/2 “one-against-one” binary classifiers and combining
them with the rule of majority voting. Each binary classifier is trained on probability
vectors from class i and class j. In combining the decisions of the K(K-1)/2 binary
classifiers, the sample is assigned the class when no less than Q classifiers are agreed
on the identity, where

Q

 K 1
° 2 , if K is odd
® K
°
,
if K is even
¯ 2

(10)

In case that two classes have identical votes, we simply select the one with the
smaller index. The experiment is done by using LIBSVM [16].
3.3 Data

Four emotion classes, including calm, sad, pleasant, and excited, are selected, because
(1) they are relatively consistent and widely accepted music emotions, (2) it is easy to
get the ground truth data of these categories, and (3) they distribute at the four corners
in Russell's dimensional map [17].
During the labeling procedure, listeners are asked to describe that the music piece
is supposed to indicate one of the emotions or none of them. 3 females and 3 males
(Korean and Chinese) in the ages of 20~35 attend the labeling work. 695
homogeneous pieces are labeled from hundreds of western classical, waltz, march,
jazz, electronic, pop, and rock, with the average length of 3 minutes. Among them,
286 pieces (68/calm, 59/excited, 85/pleasant, 74/sad) are labeled by the 6 persons
consistently and are used as training data; 409 pieces (100/calm, 100/excited,
107/pleasant, 102/sad) are labeled by 3 Korean and employed as testing data.
3.4 Experimental Results

A preliminary experiment is carried out to compare the performance of different
features. So the timbre/intensity features and the tempo feature are used separately.
The dimensionality of KL transform and the number of Gaussian mixtures are
selected by experiments. Then GMMs are trained on the training data. The emotion of
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a testing piece is estimated as the one with the maximum likelihood. Table 1 gives the
classification precision.
Table 1. Precisions of music emotion classification using different features.

Precision
Intensity/timbre
Tempo

Calm
88%
72%

Excited
87%
81%

Pleasant
91%
74%

Sad
77%
70%

Average
85.8%
74.2%

Obviously the intensity/timbre features outperform the tempo feature by a large
margin. But closer inspection of the results shows that some errors are
complementary, so it gives rise to the hybrid approach as explained earlier. Table 2
gives the classification precision of each hybrid system.
Table 2. Precisions of music emotion classifiction using different hybrid approaches.

Feature Fusion
Precision

GMM
90.0%

85.8%

Posterior Fusion
MLP
89.7%

SVM
88.3%

Except for the feature fusion method, all posterior approaches outperform the
individual baseline. It demonstrates that the integration in likelihood space performs
better than in feature space. Another observation is that GMM performs comparable
with MLP, while SVM works relatively worse. We think one possible reason is that
the classifier combination based on majority voting deteriorates the multi-class
classification precision to some extent. So, besides the multi-class precision, the
binary precision of each SVM is listed in Table 3. Other approaches can be explored
to search a better classifier combination result.
Table 3. Precisions of music emotion classification using binary SVM.

Precision
Calm
Excited
Pleasant

Calm




Excited
97.8%



Pleasant
98.1%
80.9%


Sad
83.2%
86.6%
89.2%

Table 3 also illustrates that the classification between different pair-wise of
emotions is unbalanced on precision. This phenomenon is demonstrated more clearly
in other hybrid systems. For example, Table 4 gives the confusion matrix of GMM
posterior fusion.
Table 4. Confusion matrix of music emotion classification.

#
Calm
Exciting
Pleasant
Sad

Calm
96
0
1
24

Excited
0
90
0
0

Pleasant
2
10
104
0

Sad
2
0
2
78

Precision
96%
90%
97%
76%
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Obviously, most of the errors take place in the categories with similar tempo mode,
that is, calm versus sad (slow tempo) and excited versus pleasant (fast tempo). The
two most typical errors are that exciting songs are misclassified as pleasant, and sad
songs are misclassified as calm. Closer inspection of the error pieces shows that those
misclassified exciting songs sound like pleasant rock, more noisy than pleasant pop,
but not as heavy and tense as black metal. Even worse, to distinguish between sad and
calm precisely is difficult in some cases, where they have similar vocal in slow
tempo, and accompaniment instruments are also same. One discriminative factor is
that the vocal of calm songs is smooth and relaxed, while the vocal of sad songs
sounds trembling sometime. It is even suspected that several pieces are labeled as sad
based on their sad Korean lyrics. The Chinese listeners cannot distinguish them from
calm songs. Clearly the differences of singing style and lyrics content cannot be
expressed by current features.
Although the experiment data are very limited, the result still validates the
effectiveness of the proposed tempo feature and the hybrid classification approach.

4

Conclusion

A tempo feature extraction method is presented in this paper. The tempo information
is modeled by the narrow-band, low-pass temporal modulation components. It is
decomposed into a modulation spectrum via joint frequency analysis. In practice, the
modulation spectrum is estimated from the MDCT coefficients embedded in a MP3
decoding process. The log-scale modulation frequency coefficients are proposed and
applied to music emotion classification. The classification precision is increased by
means of integrating the intensity/timbre features and the tempo feature in a posterior
fusion scheme.
The proposed tempo feature only focuses on detecting the repetition of onset
events of the percussion instruments. But, besides drum etc., there are a variety of
other instruments, e.g. guitar, piano, keyboard, and etc., which also indicate rhythmic
information. Another limitation is that the tempo feature represents the periodic
onsets of different percussion instruments as a whole, although they quite possibly
reside at different metrical levels. It is incapable of modeling the rhythmic structure.
Therefore, how to involve the complete rhythm pattern and structure with a compact
form in the tempo feature is our future work.
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Abstract. A compact, general and accurate model of the timbral characteristics of musical instruments can be used as a source of a priori
knowledge for music content analysis applications such as transcription
and instrument classiﬁcation, as well as for source separation. We develop a timbre model based on the spectral envelope that meets these
requirements and relies on additive analysis, Principal Component Analysis and database training. We put special emphasis on the issue of frequency misalignment when training an instrument model with notes of
diﬀerent pitches, and show that a spectral representation involving frequency interpolation results in an improved model. Finally, we show the
performance of the developed model when applied to musical instrument
classiﬁcation.

1

Introduction

Our purpose is to develop a model that represents the timbral characteristics of
a musical instrument in an accurate, compact and general manner. Such a model
can be used as a feature in classiﬁcation applications, or as a source model in
sound separation, polyphonic transcription or realistic sound transformations.
The spectral envelope of a quasi-harmonic sound, which can be accurately
described by the amplitude trajectory of the partials extracted by means of
additive analysis, is the basic factor deﬁning its timbre. Salient peaks on the
spectral envelope (formants or resonances) can either lie at the same frequency,
irrespective of the pitch, or be correlated with the fundamental frequency. In
this paper, we shall refer to the former as f0-invariant features of the spectral
envelope, and to the latter as f0-correlated features.
Model generalization is needed in order to handle unknown, real-world input
signals. This requires a framework of database training and a consequent extraction of prototypes for each trained instrument. Compactness does not only
result in a more eﬃcient computation but, together with generality, implies that
the model has captured the essential characteristics of the source.
Previous research dealing with spectral envelope modeling includes the work
by Sandell and Martens [1], who use Principal Component Analysis (PCA) as
22
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a method for data reduction of additive analysis/synthesis parameters. Hourdin, Charbonneau and Moussa [2] apply Multidimensional Scaling (MDS) to
obtain a timbral characterization in form of trajectories in timbre space. A related procedure by Loureiro, de Paula and Yehia [3] has been recently applied
to perform clustering based on timbre similarity. De Poli and Prandoni [4] propose their sonological models for timbre characterization, which are based on
applying PCA or Self Organizing Maps (SOM) to an estimation of the envelope
based on Mel Frequency Cepstral Coeﬃcients (MFCC). These approaches are
mainly intended to work with single sounds, and do not propose a statistical
training procedure for a generalized application. The issue of taking into account the pitch dependency of timbre within a computational model has only
been addressed recently, as in the work by Kitahara, Goto and Okuno [5].
In the present work, we combine techniques aiming at compactness (PCA)
and envelope accuracy (additive analysis) with a training framework to improve
generality. In particular, we concentrate on the evaluation of the frequency misalignment eﬀects that occur when notes of diﬀerent pitches are used in the same
training database, and propose a representation strategy based on frequency interpolation as an alternative to applying data reduction directly to the partial
parameters. We model the obtained features as prototype curves in the reduceddimension space. Also, we evaluate this method in one of its possible applications: musical instrument classiﬁcation, and compare its performance with that
of using MFCCs as features.
We can divide the modeling approach into a representation and a prototyping
stage. In the context of statistical pattern recognition, this corresponds to the
traditional division into feature extraction and training stages.

2
2.1

Representation stage
Additive analysis

We have chosen to develop a model based on a previous full additive analysis
yielding not only amplitude, but also frequency and phase information of the
partials, all of which will be needed for reconstruction and applications involving resynthesis, such as source separation or sound transformations. Additive
analysis/synthesis assumes that the original signal x[n] can be approximated as
a sum of sinusoids whose amplitudes and frequencies vary in time:
P [n]

x[n] ≈ x̂[n] =



Ap [n] cos Θp [n]

(1)

p=1

Here, P [n] is the number of partials, Ap [n] are their amplitudes and Θp [n] is
the total phase, whose derivative is the instantaneous frequency fp [n]. Additive
analysis consists of performing a frame-wise approximation of this model, yielding a set of amplitude, frequency and phase information, x̂pl = (Âpl , fˆpl , θ̂pl ), for
each partial p and each time frame l. To that end, the successive stages of pitch
detection, peak picking and partial tracking are performed. We use a standard
procedure, as described in [6].
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2.2

Basis decomposition of partial spectra

In its most general form, the basis expansion signal model consists of approximating a signal as a linear combination of basis vectors bi , which can be viewed
as a factorization of the form X = BC, where X is the data matrix containing the
original signal, B = [b1 , b2 , . . . , bN ] is the transformation basis whose columns
bi are the basis vectors, and C is the coeﬃcient matrix. Most common transformations of time-domain signals fall into this framework, such as the Discrete
Fourier Transform, ﬁlter banks, adaptive transforms and sparse decompositions.
Such an expansion can also be applied to time-frequency (t-f) representations,
in which case X is a matrix of K spectral bands and N time samples (usually
N  K). If the matrix is in temporal orientation (i.e., it is a N × K matrix
X(n, k)), a temporal N ×N basis matrix is obtained. If it is in spectral orientation
(K × N matrix X(k, n)), the result is a spectral basis of size K × K. Having as
goal the extraction of spectral features, the latter case is of interest here.
Using adaptive transforms like PCA or Independent Component Analysis
(ICA) has proven to yield valuable features for content analysis [7]. In particular, PCA yields an optimally compact representation, in the sense that the ﬁrst
few basis vectors represent most of the information contained in the original
representation, while minimizing the reconstruction error, and making it appropriate as a method for dimensionality reduction. ICA can be understood as an
extension of PCA that additionally makes the transformed coeﬃcients statistically independent. However, since the minimum reconstruction error is already
achieved by PCA, ICA is not needed for our representation purposes. This fact
was conﬁrmed by preliminary experiments.
2.3

Dealing with variable supports

In the context of spectral basis decompositions, training is achieved by concatenating the spectra belonging to the class to be trained (in this case, a musical
instrument) into a single input data matrix. As mentioned above, the spectral
envelope may change with the pitch, and therefore training one single model with
the whole pitch range of a given instrument may result in a poor timbral characterization. However, it can be expected that the changes in envelope shape will
be minor for neighboring notes. Training with a moderate range of consecutive
semitones will thus contribute to generality, and at the same time will reduce
the size of the model.
In the case of additive data, the straightforward way to arrange the amplitudes Âpl into a spectral data matrix is to ﬁx the number of partials to be
extracted and use the partial index p as frequency index, obtaining X(p, l). We
will refer to this as Partial Indexing (PI). However, when concatenating notes
of diﬀerent pitches for the training, their frequency support (deﬁned as the set
of frequency positions of each note’s partials) will obviously change logarithmically. This has the eﬀect of misaligning the f0-invariant features of the spectral
envelope in the data matrix. This is illustrated in Fig. 1, which shows the concatenated notes of one octave of an alto saxophone. In the partial-indexed data
24

(a) Frequency support (b) Original partial data

(c) PCA data matrix

Fig. 1. PCA data matrix with Partial Indexing (1 octave of an alto saxophone).

(a) Frequency support (b) Original partial data

(c) PCA data matrix

Fig. 2. PCA data matrix with Envelope Interpolation (1 octave of an alto saxophone).

matrix depicted in Fig. 1c (where color/shading denotes partial amplitudes),
diagonal lines descending in frequency for subsequent notes can be observed,
which correspond to a misalignment of f0-invariant features. On the contrary,
those features that follow the logarithmic evolution of f0 will become aligned.
We evaluate an alternative approach consisting on setting a ﬁxed maximum
frequency limit fmax before the additive analysis and extracting for each note
the required number of partials to reach that frequency. This is the opposite situation as before: now the frequency range represented in each model is always the
same, but the number of sinusoids is variable. To obtain a rectangular data matrix, an additional step is introduced in which the extracted partial amplitudes
are interpolated in frequency at points deﬁned by a grid uniformly sampling
a given frequency range. The spectral matrix is now deﬁned by X(g, l), where
g = 1, . . . , G is the grid index and l the frame index. We shall refer to this approach as Envelope Interpolation (EI). This strategy does not change frequency
alignments (or misalignments), but additionally introduces an interpolation error. In our experiments, we will evaluate two diﬀerent interpolation methods:
linear and cubic interpolation.
Generally, frequency alignment is desirable for our modeling approach because of two reasons. First, prototype spectral shapes will be learnt more effectively if subsequent training frames share more common characteristics. Secondly, the data matrix will be more correlated and thus PCA will be able to
obtain a better compression. In this context, the question arises of which one of
the alternative preprocessing methods, PI (aligning f0-correlated features) or EI
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(aligning f0-invariant features), is more appropriate. In other words, we want to
measure which of the two kind of formant-like features are more important for
our modeling purposes. In order to answer to that, we performed the experiments
outlined in the next section.
2.4

Evaluation of the representation stage

We implemented a cross-validation setup as shown in Fig. 3 to test the validity
of the representation stage and to evaluate the inﬂuence of the diﬀerent preprocessing methods introduced: PI, linear EI and cubic EI. The audio samples
belonging to the training database are subjected to additive analysis, concatenated and arranged into a spectral data matrix using one of the three methods.
PCA is then performed upon the data matrix, yielding a common reduced basis
matrix Er . The data matrix is then projected upon the obtained basis, and thus
transformed into the reduced-dimension model space.
The test samples are subjected to the same pre-processing, and afterward
projected upon the basis extracted from the training database. The test samples
in model space can then be projected back into the t-f domain and, in the case
of EI preprocessing, reinterpolated at the original frequency support. Each test
sample is individually processed and evaluated, and afterward the results are
averaged over all experiment runs.
By measuring objective quantities at diﬀerent points of the framework, it is
possible to evaluate our requirements of compactness (experiment 1), reconstruction accuracy (experiment 2) and generalization (experiment 3). Although each
experiment was mainly motivated by its corresponding model aspect, it should
be noted that they do not strictly measure them independently from each other.
Here we present the results obtained with three musical instruments belonging to three diﬀerent families: violin (bowed strings), piano (struck strings or
percussion) and bassoon (woodwinds). The used samples are part of the RWC
Musical Instrument Sound Database. We trained one octave (C4 to B4) of two

Test database

Training database
parameters

Preprocessing

PCA/
dim.red

Preprocessing

EXP 1: compactness
basis
EXP 2:
reconstruction
accuracy

EXP 3:
generalization
Model space

Model space

Reconstruction
Reinterpolation

Fig. 3. Cross-validation framework for the evaluation of the representation stage.
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exemplars from each instrument type. As test set we used the same octave from
a third exemplar from the database. For the PI method, P = 20 partials were
extracted. For the EI method, fmax was set as the frequency of the 20th partial
of the highest note present in the database, so that both methods span the same
maximum frequency range, and a frequency grid of G = 40 points was deﬁned.
Experiment 1: compactness. The ﬁrst experiment evaluates the ability
of PCA to compress the training database by measuring the explained variance:
R
i λi
EV (R) = 100 K
i λi

(2)

where λi are the PCA eigenvalues, R is the reduced number of dimensions, and
K is the total number of dimensions (K = 20 for PI and K = 40 for EI). Fig.
4 shows the results. The curves show that EI is capable of achieving a higher
compression than PI for low dimensionalities (R < 14 for the violin, R < 5 for
the piano and R < 10 for the bassoon). A 95% of variance is achieved with R = 8
for the violin, R = 7 for the piano and R = 12 for the bassoon.
Experiment 2: reconstruction accuracy. To test the amplitude accuracy
of the envelopes provided by the model, the dimension-reduced representations
were projected back into the t-f domain, and compared with the original sinusoidal part of the signal. To that end, we measure the Relative Spectral Error
(RSE)[8]:

 l
L 
2

 P
1
p=1 (Apl − Ãpl )

(3)
RSE =
Pl
2
L
p=1 Apl
l=1
where Ãpl is the reconstructed amplitude at support point (p, l), Pl is the number
of partials at frame l and L is the total number of frames.
The results of this experiment are shown in Fig. 5. EI reduces the error in the
low-dimensionality range. The curves for PI and EI must always cross because
with PI, zero reconstruction error is achieved when all dimensions are present,
whereas in the EI case, an interpolation error is always present, even with the
full dimensionality. Interestingly, the cross points between both methods occur
at around R = 10 for all three instruments.
Experiment 3: generalization. Finally, we wish to measure the similarity
between the training and test data clouds in model space. If the sets are large
enough and representative, a higher similarity between them implies that the
model has managed to capture general features of the modeled instrument for
diﬀerent pitches and instrument exemplars.
We avoid probabilistic distances that rely on the assumption of a certain
probability distribution (like the Divergence, the Bhattacharyya distance or the
Cross Likelihood Ratio), which will yield inaccurate results for data not matching that distribution. Instead, we use average point-to-point distances because,
since they are solely based on point topology, they will be more reliable in the
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Fig. 4. Results from experiment 1: explained variance.
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general case. In particular, the averaged minimum distance between point clouds,
normalized by the number of dimensions, was computed:
⎫
n1
n2
⎬
1 
1
1 
DR (ω1 , ω2 ) =
min {d(yi , yj )} +
min {d(yi , yj )} . (4)
yj ∈ω2
yi ∈ω1
⎭
R n1
n2
i=1

j=1

where ω1 and ω2 denote the two clusters, n1 and n2 are the number of points
in each cluster, and yi are the transformed coeﬃcients. An important point to
note is that we are measuring distances in diﬀerent spaces, each one deﬁned by a
diﬀerent set of basis, one for each preprocessing method. A distance susceptible
to scale changes (such as the Euclidean distance) will yield erroneous comparisons. It is necessary to use a distance that takes into account the variance of
the data in each dimension in order to appropriately weight their contributions.
These requirements are met by the point-to-point Mahalanobis distance:
dM (y0 , y1 ) =
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(y0 − y1 )T Σ−1
Y (y0 − y1 )

(5)
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Fig. 7. Prototype curves in the ﬁrst 3 dimensions of model space corresponding to a
5-class training database of 1098 sound samples, preprocessed using linear envelope
interpolation. The starting points are denoted by squares.

where ΣY is the covariance matrix of the training coeﬃcients. The results of
this third experiment are shown in Fig. 6. In all cases, EI has managed to reduce
the distance between training and test sets in comparison to PI.

3

Prototyping stage

In model space, the projected coeﬃcients must be grouped into a set of generic
models representing the classes. Common methods from the ﬁeld of Music Information Retrieval include Gaussian Mixture Models (GMM) and Hidden Markov
Models (HMM). Both are based on clustering the transformed coeﬃcients into a
set of densities, either static (GMM) or linked by transition probabilities (HMM).
The exact variation of the envelope in time is either completely ignored in the
former case, or approximated as a sequence of states in the latter. However, we
wish to model the time variation of the envelope in a more accurate manner,
since it plays an equally important role as the envelope shape when characterizing timbre. Therefore, we choose to always keep the sequence ordering of the
coeﬃcients, and to represent them as trajectories rather than as clusters. For
each class, all training trajectories are collapsed into a single prototype curve
by interpolating all trajectories in time using the underlying time scales in order to obtain the same number of points, and averaging each point across the
dimensions. Note lengths do not aﬀect the length or the shape of the training
trajectories. Short notes and long notes share the same curve in space as long
as they have the same timbral evolution, the former having a smaller density of
points on the curve than the latter. Fig. 7 shows an example set of prototype
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Representation
PI
Linear EI
Cubic EI
MFCC

Accuracy
74,86 %
94,86 %
94,59 %
60,37 %

±
±
±
±

STD
2.84%
2.13%
2.72%
4.10%

Table 1. Classiﬁcation results: maximum averaged classiﬁcation accuracy and
standard deviation (STD) using 10-fold cross-validation.

curves corresponding to a training set of 5 classes: piano, clarinet, oboe, violin
and trumpet, in the ﬁrst three dimensions of the model space. This plot corresponds to one fold of the cross-validation experiments performed in the next
section.

4

Application to musical instrument classiﬁcation

In the previous sections we have shown that the modeling is successful in capturing the timbral content of individual instruments. However, for most applications, dissimilarity between diﬀerent models is desired. Therefore, we wish
to evaluate the performance of this modeling approach when performing classiﬁcation of solo instrumental samples. One possibility to perform classiﬁcation
using the present model is to extract a common basis for the whole training set,
compute one prototype curve for each class and measure the distance between
an input curve and each prototype curve. We deﬁne the distance between two
curves as the average Euclidean distance between their points.
For the experiments, we deﬁned a set of 5 classes (piano, clarinet, oboe,
violin and trumpet), again from the RWC database, each containing all notes
present in the database for a range of two octaves (C4 to B5), in all diﬀerent
dynamics (forte, mezzoforte and piano) and normal playing style. This makes
a total of 1098 individual note ﬁles, all sampled at 44,1 kHz. For each method
and each number of dimensions, the experiments were iterated using 10-fold
cross-validation. The best classiﬁcation results are given in Table 1. With PI, an
accuracy of 74, 86% was obtained. This was outperformed by around 20% when
using the EI apporach, obtaining 94, 86% for linear interpolation and 94, 59%
for cubic interpolation. As in the representation stage experiments, performance
does not signiﬁcantly diﬀer between linear and cubic interpolation.
4.1

Comparison with MFCC

The widely used MFCCs are comparable to our model inasmuch as they aim
at a compact description of spectral shape. To compare their performances, we
repeated the experiments with exactly the same set of database partitions, substituting the representation stage of Sect. 2 with the computation of MFCCs.
The highest achieved classiﬁcation rate was of 60,37 % (with 13 coeﬃcients),
i.e., around 34 % lower than obtained with EI. This shows that, although having
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proved an excellent feature for describing overall spectral shape for general audio
signals, MFCCs are not appropriate for an accurate spectral envelope model using the prototype curve approach. Also, they use the Discrete Cosine Transform
(DCT) as the dimension reduction stage, which unlike PCA is suboptimal in
terms of compression.

5

Conclusions and future work

Using the Envelope Interpolation method as spectral representation improves
compression eﬃciency, reduces the reconstruction error, and increases the similarity between test and training sets in principal component space, for a low to
moderate dimensionality. In average, all three measures are improved for 10 or
less dimensions, which already correspond to 95% of the variance contained in
the original envelope data. It also improves prototype-curve-based classiﬁcation
by 20 % in comparison to using plain partial indexing and by 34 % in comparison
to using MFCCs as the features.
It follows that the interpolation error introduced by EI is compensated by the
gain in correlation in the training data. We can also conclude that f0-invariant
features play a more important role in such a PCA-based model, and thus their
frequency alignment must be favored.
In a more general classiﬁcation context, it needs to be veriﬁed how the model
behaves with a note range larger than 2 octaves. Most probably, several models for each instrument will have to be deﬁned, corresponding to its diﬀerent
registers. In any case, the present results show that the interpolation approach
should be the method of choice for this and other, more demanding applications
such as transcription or source separation, where the accuracy of the spectral
shape plays the most important role.
Possibilities to reﬁne and extend the model include: using more sophisticated
methods to compute the prototype curves (like Principal Curves), dividing the
curves into the attack, decay, sustain and release phases of the temporal envelope
and modeling the frequency information. The procedure outlined here will be
integrated as a source model in a source separation framework operating in the
frequency domain.
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Abstract. In this paper, we present a technique to automatically create
music maps labeled with semantic descriptors, the so called Music Description Maps (MDM). Based on a Self-organizing Map (SOM) trained
on audio features, we create term proﬁles that characterize the type of
music in the various clusters. To this end, we eﬃciently retrieve musicrelated term descriptors for music artists from the Web. These descriptors
are used in conjuction with a SOM-labeling strategy to identify words
and phrases commonly used in the context of the associated music. Additionally, regions of similar clusters are uncovered. Music maps labeled
in such a manner can aid the user in retrieving desired music from a very
large repository, either by providing landmarks on the map or by allowing the formulation of queries consisting of terms describing the musical
content.

1

Introduction

Since digital music collections comprise vast amounts of pieces nowadays, automatic structuring and organization of large music repositories is a central
challenge. To allow automatic organization, features to describe music have to
be available. The most common approach to acquire these features is to extract
them directly from the audio signal (for an overview, see e.g. [1, 2]). While this
approach is capable of modelling certain sound characteristics, it can not capture
other information relevant to the perception of music, e.g. contextual or social
factors. A complementary approach to derive features about music is to exploit
meta-data, e.g. by analyzing texts about music or musical artists and their work
extracted from the Web. Such meta-data can be used to calculate, for example,
artist similarity by applying text retrieval methods, e.g. [3–5]. However, while
this approach is capable of capturing social factors to a certain extent and performs well in tasks at the artist level, it has not yet been applied successfully to
calculate similarities at the track level, mainly because of the variable number
of related Web pages for diﬀerent tracks.
With this paper, we aim at bridging the semantic gap between signal-based
organization of music archives at the level of individual tracks and semantic
descriptions of the work of musical artists. We utilize a Self-organizing Map
(SOM) [6] trained on audio features and label it with terms that describe the
musical characteristics on the diﬀerent map units. The music labels are obtained
Learning the Semantics of Audio Signals (LSAS) 2006
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by querying Google with the names of the corresponding artists and applying
a commonly used SOM labeling strategy. Furthermore, we propose a technique
to uncover and fuse coherent (or at least similar) regions on the maps in order
to make them more clear for the user. The resulting Music Description Map
(MDM) can be very useful for browsing large music repositories, since the terms
serve as landmarks on the map, allowing better orientation. Furthermore, the
MDM provides a mapping between musical pieces in the audio feature space
and the cultural context. This mapping could also be utilized to query a music
retrieval system by describing musical contents with familiar terms.

2

Related Work

Related work comprises basically three topics: Clustering approaches to structuring music repositories, labeling strategies for text collections, and approaches
to combining audio-based features with information derived from the Web.
Most systems that create a map for music organization purposes use a SOM
to form clusters of similar songs and to project them on a 2-dimensional plane
with the goal of providing intuitive access to a collection. The ﬁrst approach that
incorporated SOMs to structure music collections is presented in [7]. This approach has been modiﬁed by Pampalk to create the Islands of Music interface [8,
9]. In addition to this approach, several extensions have been proposed, e.g. the
usage of Aligned SOMs [10] to enable a seamless shift of focus between diﬀerent
aspects of similarity or a hierarchical component to cope with very large music
collections [11]. In [12], SOMs are utilized for browsing in collections and intuitive
playlist generation on portable devices. In [13], we extended the Islands of Music
approach to provide a three-dimensional game-like virtual reality landscape with
sound auralization in which the user can freely navigate using a gamepad. Other
approaches use SOM derivatives [14] or similar techniques like FastMap [15].
In [16], textual information from Amazon reviews is used to structure music collections by incorporating a ﬁxed list of musically related terms to describe similar
artists. In [17], hierachical one-dimensional SOMs are used to guide the user to
relevant artists. At each level, the user chooses from sets of music descriptions
that are determined via term selection approaches (see below). In this paper, we
aim at overcoming the limitation to the artist level by combining audio-based
clustering at the track level with artist-related features from the Web.
To determine useful descriptors for clusters in text collections, several strategies have been proposed. One approach is the SOM-labeling technique by Lagus
and Kaski which was developed to support the WEBSOM technique [18, 19].
Another approach to ﬁnd descriptive terms for text documents clustered using
a SOM is the LabelSOM approach [20]. While the Lagus and Kaski method determines the importance of descriptors for each cluster based on the contained
items, LabelSOM chooses those terms that represent the most relevant dimensions for assigning data to a cluster in the training phase. As a consequence, the
Lagus and Kaski approach can also be used in “situations where the data of interest is numeric, but where some texts can be meaningfully associated with the
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data items”, as the authors state in the conclusions of [18]. Hence, we can also apply this strategy to label a SOM trained on audio features with semantic descriptors extracted automatically from the Web, as we will demonstrate in Section 4.
Finally, we review approaches that incorporate both signal-based and metadata-based methods. In [21], audio-based and web-based genre classiﬁcation are
used for the task of style detection. [22] linearly combines audio-based track
similarity with Web-based artist similarity to obtain a new similarity measure.
In [23], we exploit Web-based artist similarity to reduce the number of necessary distance calculations between audio tracks for automatic playlist generation. In [24], Whitman uses audio features and semantic descriptors to learn the
meaning of certain acoustic properties and to overcome the semantic gap.
In contrast, in this paper, we pursue a top-down approach to ﬁnd a mapping
between signal and meaning. Instead of assigning descriptions to certain lowlevel characteristics of an audio signal, we aim at describing consistent groups
of musical pieces, i.e. regions on a map, with culturally related terms.

3

Creating Music Maps

Although the Music Description Map (see Section 4) is not bound to a speciﬁc
audio similarity measure, in this section we brieﬂy describe the steps we perform
to obtain a music map.
The ﬁrst step is to calculate pairwise similarities between all tracks based on
their audio signal. As pointed out in [25, 2], it is possible to accelerate the algorithm described in [26] by a factor of about 20, while the classiﬁcation accuracy
remains almost the same. One track is described by the mean and the full covariance matrix computed from Mel Frequency Cepstral Coeﬃcients (MFCCs) over
all audio frames of the song. The models of two songs are compared by calculating
a modiﬁed Kullback-Leibler distance on the means and covariance matrices [25].
As the resulting distance matrix only contains the pairwise distances between
tracks, and the SOM algorithm expects points in Euclidean space as input, we
interpret each column of the similarity matrix as one vector in Euclidean space,
where the ith row corresponds to the ith song. However, the feature extraction
process described produces a distance matrix that is not well scaled for this purpose. Although it is possible to use a normalization as proposed in [25, 2], we
opted for a diﬀerent approach that has the advantage of being parameterless.
Applying a method called Proximity Veriﬁcation [27], we replace the distances
in the distance matrix D by a rank-based measure. The entries of each row of
the distance matrix D are sorted in ascending order, and each original entry of
the row is replaced with its rank. The resulting distance matrix (denoted D1
here) is transformed into the ﬁnal matrix by adding the transpose (resulting in
a symmetric matrix): Df inal := D1 + D1 . The resulting matrix has a better distribution of distances than the original distance matrix, and seems to be better
suited as input for the SOM algorithm. To create the actual map, we train a
SOM using the Linear initialization method. An example of a resulting music
map is depicted in Fig. 1.
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4

The Music Description Map

To create an MDM, which describes the kind of music in the diﬀerent regions of
the map, we have to perform three steps. First, we have to retrieve information
from the Web to create term proﬁle descriptions of the musical artists contained
in the collection. In a second step, we associate each track in the collection with
the term characterization of its corresponding artist and label the SOM based on
these representations. Finally, we search for similarly labeled clusters to detect
larger coherent regions on the MDM.
4.1

Artist Term Proﬁle Retrieval

While it is diﬃcult to ﬁnd speciﬁc information on certain songs, extracting information describing the general style of an artist is feasible. Usually [3, 4, 17],
the acquisation of artist descriptors is realized by invoking Google with a query
like ‘‘artist name’’ music review and analyzing the ﬁrst 50 returned pages,
e.g. by counting term frequency (tf ) and document frequency (df ) for either single words, bigrams, or trigrams and combine them into the well known tf × idf
measure. However, downloading 50 pages for each artist is bandwidth and time
consuming. To speed up the artist proﬁle extraction, which is crucial to allow
for integration of the technique also in time-critical applications like [13], we
simplify the search for musical style by formulating the query ‘‘artist name’’
music style and retrieving Google’s result page containing links to the ﬁrst
100 pages and extracts of the relevant sections (“snippets”). Instead of downloading each of the returned sites, we directly analyze the complete result page,
i.e. the snippets presented. Thus, we can reduce the eﬀort to downloading and
analyzing only one web page per artist. Another advantage of analyzing only
the “digest” of the artist-related pages is to incorporate only information from
the most important sections of the Web pages, i.e. the most relevant sections
with respect to the query. Otherwise, structural analysis of each Web page would
be necessary to avoid inclusion of unrelated text portions (e.g. from navigation
bars). To eliminate totally unrelated words, we use a reduced version of the dictionary used in [17]. Thus, we only count occurrences of words or phrases that
are contained in this dictionary of music-related terms. After obtaining a term
frequency representation of the dictionary vector for each artist, we determine
the important terms for each cluster as described next.
4.2

SOM Labeling

Once we have gathered music term vectors for all artists, we are in need of a
strategy to determine those words that discriminate between the music in one
region of the map and music in another (e.g. Music is not a discriminating word,
since it occurs very frequently for all artists; Piano would be a valuable word to
indicate piano music, assuming piano music forms a distinct cluster on the map).
We decided to apply the SOM-labeling strategy proposed by Lagus and
Kaski [18] (cf. Section 2). In their heuristically motivated weighting scheme,
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Fig. 1. A 7 × 10 SOM trained on a collection containing 2 572 tracks (by 331 artists)
assigned to 7 genres: Classical, Dance, Hip-Hop, Jazz, Metal, Pop, and Punk. Tracks
from Jazz, as well as from Classical, tend to cluster at the (lower) left, Dance at the
top. Center and right side are dominated by Punk and Metal. Hip-Hop is mainly found
on the bottom. Pop occurs frequently in conjunction with Dance and Hip-Hop.
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knowledge of the strucure of the SOM is exploited to enforce the emergence of
areas with coherent descriptions. To this end, terms from directly neighboring
units are accumulated and terms from a more distant “neutral zone” are ignored.
The goodness G2 of a term t as a descriptor for unit u is calculated as

G2 (t, u) =

k∈Au
0



i∈A
/ u
1

2
F (t, k)
F (t, i)

,

(1)

where k ∈ Au0 if the (Manhattan) distance of units u and k on the map is below
a threshold r0 , and i ∈ Au1 if the distance of u and i is greater than r0 and
smaller than r1 (in our experiments we set r0 = 1 and r1 = 2). F (t, u) denotes
the relative frequency of term t on unit u and is calculated as

a f (a, u) · tf (t, a)
,
(2)
F (t, u) =  
v
a f (a, u) · tf (v, a)
where f (a, u) gives the number of tracks of artist a on unit u and tf (t, a) the
term frequency of term t for artist a. We ignore all entries with G2 < 0.01 and
select at most 30 terms to appear on a map unit (provided that there is enough
space to display them). Furthermore, we set the font size of a term according
to its score. However, this approach leads to very cluttered maps. Additionally,
many neighboring units contain very similar descriptions. Thus, one could easily
happen “not to see the wood for the trees” when orienting on the map. Since
we aim at providing clearly arranged maps to make it simpler to ﬁnd music, we
try to ﬁnd coherent parts of the MDM and join them to single clusters.

4.3

Connecting Similar Clusters

To ﬁnd adjacent units that have similar descriptors we apply the following heuristic. First, we sort all units according to the maximum G2 values of the contained
terms. Starting with the highest ranked unit, we perform a recursive cluster expansion step for all units. In this step, we try to ﬁnd similarly labeled units
among the adjacent four neighbors. The idea is to create one vector representation that adequately reﬂects the vectors of the contained units. We achieve
this by comparing the Cosine normalized description vectors of both units with
the Cosine normalized vector obtained by adding both vectors. Both normalized
unit vectors are compared with the normalized “sum vector” by calculating the
Euclidean distance. If both distances are below a threshold d (we use an empirically determined value of 0.4), i.e. if the resulting vector is similar to the original
ones and thus capable to suﬃciently represent both original vectors, we admit
the candidate unit to the cluster and assign the sum of the unnormalized vectors
to all units in the cluster. Thus, the larger the regions grow, the more important
become its descriptors. For all absorbed units, this procedure is repated recursively. An example of an MDM with connected map units can be found in Fig. 2.
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Fig. 2. A Music Description Map with joined similar clusters. The displayed terms
describe the musical style in the diﬀerent regions of the underlying music map (7 × 10
SOM) from Fig. 1. The size of the terms reﬂect the importance of the descriptor for
the corresponding region. For reasons of readability, the linebreaks have been edited
manually.
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5

Evaluation

Taking a look at Fig. 2, one can easily identify the contained music at ﬁrst sight
or at least get a good impression of the contained collection (2 572 tracks from 7
genres). A more detailed examination reveals that Jazz has two major clusters –
one consisting of Piano Jazz (together with Classical Music), and one consisting
of Trumpet Jazz. Also genres like Metal are represented through more distinct
information (e.g. Gothic vs. Power Metal ). The contained adjectives (energetic,
percussive, aggressive, etc.) can also give information to users unfamiliar with
the presented style descriptors.
Evaluating such an approach quantitatively is rather diﬃcult, since we do
not have access to any form of ground truth, i.e. any pre-labeled corpus of music
pieces. Hence, we decided to ask 6 users to provide us with (a small selection)
of music pieces from their personal collection, i.e. music they are familiar with.
Based on every collection, we created a small MDM (6 × 4), which we presented
to the corresponding user together with a list of the contained music pieces. The
users were then asked to assign each track to the cluster that best describes
each track in their opinion. In case of uncertainty, it was also possible to select
a second best matching cluster. The results can be found in Table 1.
test person
1
2
3
4
5
6 total
tracks in collection
54 35 28 45 51 41 254
clusters on MDM
8
5 13
8
6 12
matching assignments (1st choice)
21 18
7 10 42
7 105
matching assignments (2nd choice)
5
4 n.a.
6
3
0
18
matching assignments (total)
26 22
7 16 45
7 123
percent
48.1 62.9 25.0 35.6 88.2 17.1 48.4
Table 1. Evaluation results of track to MDM cluster assignment.

Obviously, the results are very heterogeneous. At ﬁrst glance, a high number
of emerging clusters seems to be responsible for bad results. A deeper investigation reveals that both, high number of clusters and bad results, have the same
sources, namely many non-english music pieces and many outliers. In test case 6,
the collection basically consisted solely of Rap and Dance music with strong beats
and all clusters on the map where labeled very similarly. In contrast, collections
that contained consistent subsets of music (which could also be identiﬁed by the
audio measure) led to few large, clearly separated clusters. On these collections,
highest matchings between MDM and user opinions could be observed.

6

Conclusions and Future Work

We presented the Music Description Map (MDM), which is an approach to
automatically create music maps labeled with semantic descriptors by applying
a SOM-labeling strategy to Web-based artist term proﬁles. As can be seen in
Fig. 2, in most cases, terms describing the style and genre of music are most
important to describe the content of a cluster.
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However, experiments with users showed that there is still ample space for
improvements. While well known music is substantially represented on the Web
and can also be suﬃciently captured by the used dictionary, many non-english
music styles can not be described and result in misleading terms. Furthermore,
also outliers impose some problems on the labeling. In fact, the MDM assumes a
“perfect” underlying similarity measure and clustering, meaning that all clusters
contain similar music and no outliers (although it is clear that this will never be
satisﬁed in practice).
For future work, we will try to improve the quality by modifying the SOMlabeling to better reﬂect the number of pieces in the clusters and using multilanguage dictionaries to capture more types of music.
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Abstract. This paper explores the potential use of fuzzy logic for semantic
music recommendation. We show that a set of affective/emotive, structural and
kinaesthetic descriptors can be used to formulate a query which allows the
retrieval of intended music. A semantic music recommendation system was
built, based on an elaborate study of potential users and an analysis of the
semantic descriptors that best characterize the user’s understanding of music.
Significant relationships between expressive and structural semantic
descriptions of music were found. Fuzzy logic was then applied to handle the
quality ratings associated with the semantic descriptions. A working semantic
music recommendation system was tested and evaluated. Real-world testing
revealed high user satisfaction.
Keywords: semantic description, music information retrieval, user profile,
music recommendation, query by emotion, fuzzy systems

1

Introduction

Research on content-based music information retrieval aims at defining the search and
retrieval of music in terms of musical content descriptors. Rather than having to
specify the name of the composer or the title of the song, the content-based approach
would allow one to specify musical content using semantic descriptors such as
`happy’, ‘sad’, ‘dynamic’ and ‘harmonious’. However, one of the weaknesses in
content-based music information retrieval research is that most often, there is a lack
of knowledge about the user’s background, such as education, gender, familiarity with
music and so on. Semantic descriptions are meant to function in a social context and
such descriptions focus on high-level properties, whose semantics range from
structural to kinaesthetic to affective/emotive qualities [1, 2]. In this context, the
meaning of semantic descriptors is often determined by tacit knowledge about the
user’s intentions, the user’s background and the common cultural context in which the
communication is taking place. In the context of content-based music information
retrieval, this tacit knowledge is often absent. Semantic descriptors of music are used
to mediate between the user’s verbally described search intention and the audio
contained in a music library but the system often lacks the tacit knowledge about
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intentions, background and common cultural context. As a result, there is a semantic
gap between user and system.
Up to now, most solutions are based on systems that correlate extracted audio
features with semantic descriptors, using techniques based on probabilistic learning
methods (e.g. [3]) However, the success of such mappings often depends on the
homogeneity of the users involved. Users may group into categories that apply
particular semantic descriptors, or users may use semantic descriptors in a particular
way, depending on subjective factors such as education and gender. Therefore,
content-based music search and retrieval cannot be fully accomplished when the
particularities of users are not taken into account. What is needed is (1) a better
definition of the users of such systems, (2) better and more elaborate databases with
semantic annotations of music, (3) better tools for handling flexible processing of
semantic descriptions and (4) better tools for system evaluation.
This paper consists of four parts. In the first part a brief overview is given of
related work on semantic description of music. The second part addresses the user
study that preceded the development of the semantic music recommendation system.
This study aimed at investigating the relationships between the user’s background and
semantic description of music. The third part applies fuzzy logic to flexible querying.
Finally, in the fourth part, the semantic music recommendation system is evaluated
and tested in the context of a large exhibition.

2

Background

During the last decade, the fuzzy logics field has witnessed a tremendous growth in
the number of applications across a wide variety of domains that focus on humanlike
behavior. It is possible that in the near future, the Semantic Web will be a major field
of applications of fuzzy logic [4]. However, to the best of our knowledge, there are no
music recommendation systems available that use fuzzy logics to handle semantic
descriptions of affective/emotive, structural and kinaesthetic features of music1.
Usability is a topic of interest in the musical digital library community. Although
the importance of interface and system usability is acknowledged (e.g. [5]), it has
only recently been suggested that users themselves should be consulted. Previous
studies rather focus on trying to find out what people do and would like to do with
music. These studies involve, for example, analyzing music queries posted to Usenet
News [6] and to the Google ask-an-expert service [7] or watching people’s behaviour
in CD stores [8]. The usability of existing systems and various methodologies,
however, has not been tested with real music information retrieval users. Indeed, the
most common method used for studying usability is laboratory-based testing [9].
So far, the use of semantic descriptors for music is based on two approaches.
Linking approaches aim at collecting the users’ descriptions of music in application
1
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Existing commercial music recommender systems such as Amazon, MediaUnbound, MoodLogic, or
Songexplorer use semantic descriptors but these systems are often limited, not very refined in terms of
semantic descriptors; they often differ a lot in the kind of input that users must provide. In addition, the
underlying mechanisms are badly documented.

contexts. Kalbach [10] praises the innovative character of these linking approaches,
because they are based on a large population of users dedicated to search and retrieval
of music. Yet the semantic description often relies on an ad hoc taxonomy (e.g.
MoodLogic, http://www.moodlogic.com/). In contrast, annotation approaches collect
the user’s description of music in pursuit of system evaluations and algorithm testing
(e.g. [11], [12], [13]). Unfortunately, most studies provide scarce reference material in
terms of how these ratings were obtained, and how representative the population of
users was, despite requests for more input from psychologists and musicologists [14].
A specific field of interest concerns the relationship between different categories of
semantic description. In this context, a number of studies have explored the
relationship between descriptions of musical structure and descriptions of emotional
appraisal (e.g. [15], [16], [17]). The latter form an important sub-category of the
category of semantic descriptions. Most studies reveal that semantic/emotive
descriptors rely on a number of subjective factors. Yet, these studies are often not
related to music information retrieval and therefore they suffer from a lack of
representative population and musical excerpts.
The present research expands on earlier studies carried out by Leman et al. [1],
[18]. In these studies, descriptions of emotional and affect appraisal of music were
collected from a group of university students, while descriptions of musical structural
were collected from a group of musicologists. These studies have been expanded by
recruiting and involving a large set of users that are potentially interested in contentbased music information retrieval.

3

Foregoing users study

A large-scale study has been set up, which contained two parts. In the first part, a
survey of the demographic and the musical background of potential users of music
information retrieval systems was carried out. In the second part, a representative set
of users was asked to annotate music using semantic descriptions. The study provided
a large database that was then used to build a semantic music recommendation system
in which the demographic and musical background of the user was taken into account.
3.1 Global setup
The survey was performed using a self administering web-based questionnaire. This
survey resulted in a dataset with information about personal demographic and musical
background of 774 participants. From this group, a sample of 92 subjects was
recruited for the annotation experiment. This provided an annotation dataset with
semantic descriptions (i.e. quality ratings) of 160 music excerpts. The latter were
selected from 3021 titles of the favorite music of the participants in the survey. The
music stimuli, having a duration of 30 seconds, thus reflected the musical taste of the
targeted population. 79 out of 92 subjects rated the whole set of 160 musical excerpts
(see Lesaffre, 2005 for a more detailed description of the experiment).
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3.2 User survey

3.2.1. Global user profile
The 774 participants of the survey, a representative sample of the targeted population
was reached and global profile of the envisaged users of content-based music
information retrieval systems could be defined. The average music information
retrieval system users: are younger than 35 (74%); use the Internet regularly (93%);
spend 1/3 of Internet time on music related activities; do not earn their living with
music (91%); are actively involved with music; have the broadest musical taste
between 12 and 35; have pop, rock and classical as preferred genres; are good at
genre description; have difficulties assigning qualities to classical music and assign
most variability to classical music.
3.2.2 Relationships
Multiple relationships between the categorical variables gender, age, musical
background, and musical taste were found. It was for example found that of users who
cannot sing 74% are men; of users who can dance very well 93% are women; of
classical music listeners 70% are music experts; of musically educated users 86%
play an instrument; of users older than 35 years 74% listen to classical music.
3.3 Annotation experiment

3.3.1 Description model
In the annotation experiment, a representative population of 92 users, described music
using a set of semantic adjectives. Our model (see Table 1) distinguished between
affective/emotive (I), structural (II) and kinaesthetic descriptors (III). Apart from this,
for each of the 160 rated musical excerpts, subjects were also asked to give additional
information on how familiar they were with the music they heard (IV) and what was
their personal judgment (V).
3.3.2 Results
There was a significant influence of demographic and musical background such as
gender, age, musical expertise, broadness of taste, familiarity with classical music and
active musicianship on the use of semantic descriptors. For example, men rated the
musical excerpts more restrained, more harmonious and more static, whereas women
judged the music more beautiful and more difficult. Subjects older than 35 found the
music more passionate and less static than younger listeners did. Lay listeners judged
the music as being more cheerful, passionate and dull than experts did. Equal results
were found for the influence of musicianship. People with a broad musical taste
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Table 1. Model for the semantic description of music.
I. AFFECTIVE/ EMOTIVE
I.1 Appraisal
Cheerful
Sad
Carefree
Anxious
Tender
Aggressive
Passionate
Restrained
Most typical
I.2 Interest
Annoying
Pleasing
Touching
Indifferent

II. STRUCTURAL
II.1 Sonic
Soft/hard
Clear/dull
Rough/harmonious
Void/compact
Slow/quick
Flowing/stuttering
Dynamic/static
II.2 Pattern
Timbre
Rhythm
Melody
None

III. KINAESTHETIC
gesture
imitation
IV. MEMORY
No recognition
Style recognition
Vaguely known
Well known
V. JUDGMENT
Beautiful/awful
Difficult/easy

judged the music to be more pleasing and more beautiful than those with a narrow
taste. Familiarity with the music is highly significant for all affective/emotive
descriptors. The above results led to a categorization of users in four different groups,
based on education (musical and non-musical) and gender (male and female).
Factor analysis revealed that several affective/emotive descriptors were correlated
and that three dimensions may account for a large proportion of the variance, namely
high intense experience, diffuse affective state and physical involvement. These
factors are closely related to the dimensions Interest, Valence and Activity uncovered
in previous research (Leman et al., 2005). In a similar way, the structural descriptors
also revealed three dimensions. With regard to unanimity among the descriptors
subjects agreed most on loudness and tempo, whilst less on timbre and articulation.
Interesting relationships were found between affective/emotive and structural
descriptors. There is a strong correlation between the appraisal descriptor (tenderaggressive) and the structural descriptor loudness (soft-hard). This result is suggestive
of the possibility to decompose semantic descriptors in terms of structural descriptors,
which mediate the connection with acoustical descriptors.

4

Semantic music recommendation system

A semantic music recommendation system was built using the results of the user
study. The system incorporates the annotations, that is, the quality ratings of semantic
descriptors, of the participants in the experiment. In this context, fuzzy logic was
considered as a possible option to account for vague descriptors. In the present study
vagueness arose from the quality ratings of semantic descriptors, which used concepts
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like "rather", "moderate" and "very". Using these terms, a musical excerpt could be
characterized as being ‘rather sad’ or ‘very sad’.
4.1 Design and procedure
An interface of the semantic music recommender tool was designed for use at
exhibitions and other testing environments that address different user populations.
The tool basically consists of four parts: (1) definition of the user profile (gender and
musical interest); (2) specification of the search query using semantic descriptors; (3)
recommendation of music, using the music database and (4) evaluation tasks.
The search screen presents four categories of semantic descriptors, allowing any
combination of choices between (1) five genre categories (classical, pop/rock,
folk/country, jazz and world/ethnic), (2) eight emotion labels (cheerful, sad, tender,
passionate, anxious, aggressive, restrained and carefree), (3) four adjective pairs
referring to sonic properties of music (soft-hard, clear-dull, rough-harmonious and
void-compact) and (4) three adjective pairs reflecting movement (slow-quick,
flowing-stuttering and dynamic-static).
The output is a hierarchically ordered list with music titles. The user can browse
the list and listen to the music. Each time a user listens to a recommended piece of
music a popup window provides the user with individual scores for each descriptor in
the query. These scores reflect the agreement among the participants in the
experiment.
In addition to the recommendation system, two assessment tasks are included (see
below, Real-world testing). First, the user is requested to assign a degree of
satisfaction in using the system for this particular search task, after having listened to
a recommended piece of music. Secondly, the user is request to evaluate of the
general usability of content-based querying.
4.2 Fuzzy logic functions
Fuzzy logic was applied in three steps. Firstly, fuzzy functions, which account for the
vagueness of the semantic descriptors, were calculated per semantic descriptor and
per user profile. Secondly, scores were calculated per music excerpt, semantic
descriptor and user profile. Thirdly, combined scores were calculated.
Fuzzy functions per semantic descriptor and user profile.
The semantic music recommendation takes into account two different types of users’
background, namely gender (male, female) and musical expertise (expert, novice). As
a consequence, for each adjective, four fuzzy functions were calculated, according to
four different user categories These functions were characterized by three numbers,
namely, the 25th, 50th and 75th percentile values, representing the cumulative rating
value of the user category for a semantic descriptor. To obtain that function, for each
adjective, the rating values attributed by all the subjects who fit a specific profile (i.e.
female novice, female expert, male novice and male expert) were sorted in ascending
order. After that, the values according to the cumulative percentages of 25%, 50% and
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75% were calculated. These three values each define a fuzzy function score. Then, the
cumulative distribution function is built on the number of ratings given by a user
group for a semantic descriptor for five data points (i.e. not, little, moderate, rather,
very). From this discrete set of data points a new fuzzy function is built on a set of
three data points (i.e. the three fuzzy function scores).
Calculation of recommendation scores per music excerpt, adjective and profile
In order to determine the recommendation scores per music excerpt, to begin with, the
rating values attributed by all subjects who fit a specific user profile, were sorted in
ascending order as to semantic descriptor and excerpt number respectively. After that,
the cumulative median value was calculated. The score for each adjective, profile and
excerpt resulted in the following function value: score(median) with score being the
fuzzy function corresponding to the adjective and profile concerned.
Calculation of combined recommendation scores per music excerpt
If no adjectives are selected, the combined recommendation score is 1. If one
adjective is selected then the combined recommendation score equals the score for the
semantic descriptor concerned. If multiple (n) adjectives are selected then the
combined recommendation score equals the nth power of the product of the adjective
scores.

5

Real-world testing

The semantic music recommendation system was tested in a real-world environment
during an exhibition in Ghent, Belgium. The testing aimed at investigating whether
another population (i.e. general public), distinct from the one in our study (i.e. MIR
users), would agree with the judgments made by users recruited in our study. The test
aimed at evaluating the effectiveness of the fuzzy logic approach applied to semantic
descriptors and the usability of the system.
The semantic music recommender system was tested by 626 visitors at ACCENTA
20052. These visitors listened to 2993 musical excerpts. All together they selected
18415 adjectives. In Table 2, semantic descriptors are sorted by the number of
responses. Affective/emotive, structural and kinaesthetic descriptors as well get high
ranking.
A qualitative observation of the people that used the system learned that they
enjoyed discovering new music by entering semantic-based queries. Quantitative
analysis of the satisfaction ratings shows that about three quarter of the users were
very satisfied about the recommendation. With regard to the usability of the semantic
descriptors, affect/emotive and kinaesthetic descriptors are found useful by 79% of
the participants whereas structural descriptors by 70% of the participants. Over 90%
of the participants responded positively to the overall usability of the system.

2

ACCENTA is Flanders’ international annual fair. The semantic music recommendation tool
was one of the demonstrations illustrating the research activities at Ghent University (IPEM,
department of musicology)
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Table 2. Preferred semantic descriptors.
Descriptor
cheerful
bright
flowing
passionate
dynamic
soft
harmonious
tender
hard
quick
carefree
not anxious
not restrained
aggressive
not aggressive

6

Number of
times selected
1764
1271
1247
1233
1134
1048
893
843
837
829
649
592
570
554
552

Descriptor
not sad
sad
slow
compact
restrained
stuttering
rough
anxious
not carefree
not tender
void
static
not passionate
dull
not cheerful

Number of
times selected
551
517
458
405
380
323
285
271
240
234
223
168
130
124
90

Conclusion

In this paper we described the development and testing of a content-based music
information retrieval system that uses fuzzy logics for handling the vagueness of
semantic descriptors. Our results show that a fuzzy logics methodology, combined
with a user-oriented approach to music information retrieval, may be effective for the
development of a music recommendation system. The study reveals that the
framework of affective/emotive, structural and kinaesthetic descriptors has an intersubjective basis whose vagueness can be handled with fuzzy logics.
The system has been tested in a real-world environment. Positive user experience
has shown that the semantic framework of affective/emotive, structural and
kinaesthetic descriptors can easily be used to formulate a search intention. Users
confirmed the usability of semantic-based music information retrieval systems. It can
be assumed that applying fuzzy logic to semantic descriptors may provide a stable
basis for further development of content-based access to music. In the near future
tests will be carried out involving other populations and a larger music database.
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Abstract. This paper compares the efficiency of different sets of tonal
descriptors in music structural discovery. Herein, we analyze the use of three
different pitch-class distribution features, i.e. Constant-Q Profile, Pitch Class
Profile (PCP) and Harmonic Pitch Class Profile (HPCP), to perform structural
analysis of a piece of music audio. We hypothesize that proper segmentation
serves as an important basis to obtain music structure analyses of better quality.
Thus, we compare the segmentation results produced by each feature to
examine its efficiency. A database of 56 audio files (songs by The Beatles) is
used for evaluation. In addition, we also show the validity of the descriptors in
our structural description system by comparing its segmentation results with a
present approach by Chai [1] using the same database. The experimental results
show that the HPCP performs best yielding an average of 82% of accuracy in
identifying structural boundaries in music audio signals.
Keywords: automatic music structural analysis, automatic segmentation, pitch
class distribution features.

1

Introduction

The generation of high-level metadata to describe audio content contributes to more
efficient and better retrieval of digital music. Understanding musical form through
analyzing structural transitions can be a primary step going towards generating useful
descriptions from music audio data. Melody and harmony are important aspects in
music perception and understanding. A substantial part of information about these
two elements is contained in the pitch-related perspective of music. Hence, we
employ descriptors, which subsume tonal information, to discover musical structure
from audio signals.
These descriptors capture most of the tonal information that is present in a song
without requiring specific pitch detection or source separation. Here, we compare the
efficiency of different low-level tonal descriptors, related to pitch class distributions,
which could be useful for automatic structural analysis and discovery. So far,
several studies in this area have made comparisons between various description
aspects (i.e. tonal-related versus timbre-related features) [1] [2] for application in
Learning the Semantics of Audio Signals (LSAS) 2006
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music structural analysis. However, there still exists no comparison of the
performance on segment extraction of different approaches for computing pitch class
distribution features. Thus, we evaluate the suitability of these low-level descriptors
by examining the segmentation results obtained from our automatic structural analysis
system.
Our structural description system presented in this paper is based on Goto’s
method [3] for detecting chorus sections in music. We have further improved upon
the methodology towards accomplishing a more complete music structural description
through providing different labelling, together with beginning and ending time
information, to mark (dis)similar sections that appear in the music signal (i.e. verse,
chorus, bridge, etc.). There are three main steps in our system: (1) feature extraction;
(2) structural analysis; (3) repetitive segments compilation for structural description.
Figure 1 illustrates the different processing stages in our structural description system.
This paper is organized as follows. Section 2 presents the process of feature
extraction from an audio signal. Section 3 gives a detailed description of our system.
Section 4 describes the compilation process of the obtained repetitive segments. The
evaluation is presented in Section 5. The last section concludes the paper with future
research plans.
1
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Fig. 1. Overview framework of the automatic structural descriptions system.

2

Feature Extraction

As a first step, our system requires the short-term description of the input audio
signal. We segment the input signal into overlapped frames (4096-samples window
length) with the hop size of 512 samples. It is then followed by extracting pitch class
distribution features of each of these frames. Here, we use one of three different
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approaches for extracting low-level tonal features from input signals. The general
block diagram for computing pitch class distribution features is shown in Figure 2.

Preprocessing

Postprocessing

Reference (Tuning)
Frequency
Computation
Frequency to
Pitch Class
Mapping

Fig. 2. General diagram for computing pitch class distribution features.

Fig. 3. Self-similarity matrices of three notes, which include B4 played by the
bassoon (B_B4), B4 by the clarinet (Cl_B4), and C5 by the bassoon (B_C5), using
different Constant-Q feature vectors: (right) Constant-Q extracted directly from 5
octaves of musical notes (left) Constant-Q extracted from 5 octaves of musical notes
and mapped into 1 octave.
Our approach in discovering music structure requires audio features with high
sensitivity towards tonal similarities and independence with respect to timbre and
instruments played to reveal repeated patterns in music. Thus, different from Lu et
al.’s proposed features in music structural analysis [4], we use octave mapping for all
our compared features. This is due to the reason that through octave mapping, the
CQT features are more sensitive to tonal similarities compared to the non-octave
mapping of the features. Figure 3 illustrates self-similarity matrices of three notes
based on cosine distances among three notes, which includes B4 played by the
bassoon (B_B4), B4 by the clarinet (Cl_B4), and C5 by the bassoon. The similarity
plots are normalized to [0,1], and the brighter points represent high similarity. From
the similarity plots, it is noted that the similarity score between B4 played by the
bassoon (B_B4) and B4 played by the clarinet (Cl_B4) is higher for the octavemapped constant Q transformed features than the non-octave-mapped features. As the
act of octave mapping produces audio descriptors with the feature properties very
much fulfilling the requirement of our approach, we adopt the octave mapping
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procedure for all our used features. We focus here in describing the main differences
between the three different approaches: Constant-Q profiles (CQP), based on [5],
Pitch Class Profiles (PCP), as proposed in [6] and the Harmonic Pitch Class Profiles
(HPCP), explained in [7].
2.1

Preprocessing

CQP use the constant-Q transform as a preprocessing step before mapping
frequencies to pitch class values, while PCP and HPCP use the DFT. The
preprocessing step also includes a frequency filtering after DFT, so that only a
frequency band between 100 and 5000 Hz is used. HPCP finally includes a peak
detection procedure, so that only the local maxima of the spectrum are considered.
A reference frequency computation procedure is used before computing HPCP, in
order to estimate the deviation with respect to 440 Hz of the frequency used to tune
the piece. This is done by analyzing the deviation of the peaks frequencies with
respect to the perfect tuning. PCP and CQP use a fixed frequency grid with a 440 Hz
reference.
2.2

Frequency to pitch class mapping

Once the reference frequency is known and the signal is converted into a spectrogram
by means of DFT or constant-Q analysis, there is a procedure for determining the
pitch class values from frequency values. In CQPs, the weight of each frequency to its
corresponding pitch class is given by the spectral amplitude whereas the PCPs use the
squared value. The HPCP introduces a weighting scheme using a cosine function
(described in [7]), and considers the presence of harmonic frequencies, taking into
account a total of 8 harmonics for each frequency. In the three compared approaches,
the interval resolution is set to one-third of a semitone, so that the size of the pitch
class distribution vectors is equal to 36.
2.3

Post-processing

Finally, the features are normalized frame-by-frame dividing through the maximum
value to eliminate dependency on global loudness.

3

Structural Analysis

3.1

Similarity Measurement

As a first step towards structural analysis, the system computes the average of each 10
extracted feature frames (as described in Section 2) to represent the tonal distributions
of the original input signal of every 116 ms, approximately. This is to prevent the
system from having high computational load by processing the complete set of feature
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vectors. The amount of possible reduction is limited by the loss of detail introduced
by the averaging operation. With the computed mean feature values, we measure the
(dis)similarity distance between each 116 ms of the tonal descriptors using the cosine
distance measure [8].
3.2

Pre-processing

To ease the process of identifying repetitive segments in music, we compute the timelag matrix of the similarity representation, SD, computed from the previous
processing, by orientating the diagonal of the computed similarity matrix towards the
vertical axis. The rotated time-lag matrix, L(l,t) between chroma vectors v(t) and v(tl) is defined as

L (l , t )

SD ( vt , vt l )

(1)

For detecting repetitions or vertical lines in the time-lag matrix, we only want to
consider line segments that show a sufficiently high degree of similarity. For dealing
with broad categories of audio input signals, we perform a binarization process on the
time lag matrix based on an adaptive threshold. The implementation of the
binarization procedure is based on an iterative procedure. For initialization, our
adaptive threshold holds a default value of Th. We first binarize the similarity values
in the time-lag matrix by setting all values smaller than Th to 0 and the rest to 1. Then
we computer a P value from the binarized matrix to evaluate the sufficiency of
information it retains. The P value is defined as:

P

total number of 1 in time-lag matrix
0.5u Area (time-lag matrix)

(2)

Based on the computed P value, we consider three cases as listed below:
(1)
(2)
(3)

If P>Pmax, increase the threshold, Th, by 0.01 and return to the beginning of
the procedure;
Else if P<Pmin, reduce the threshold Th, by 0.01 and return to the beginning
of the procedure;
Else, quit the iterative process and output the binarized time-lag matrix

where Pmax and Pmin denote the empirical upper bound and lower bound of the P value.
The last operation of the pre-processing section consists of applying the opening
operation of a morphological filter [9] to the binarized time-lag matrix. The purpose
of applying the opening operation is to remove line segments, which are too short to
contain any significant repetition of music (see Figure 4).
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Fig. 4. General diagram for computing pitch class distribution features.
3.3

Repetition Detection

For detecting repetitive segments in music, we adapted Goto’s methods from [3]. The
main goal of this process is to detect repetitive segments for structure discovery. This
process requires the output data, Lp(l,t), from the morphological filtering process as an
input signal. As mentioned earlier, vertical line segments in the time-lag matrix
represent the occurrence of repetition in music. Thus, for finding the possibility of
each lag for containing a line segment, Pr(l,t), we sum up the corresponding column
of the time-lag matrix and normalize it with the total number of elements in the lag.
The calculation of the posibility of containing line segments, Pr(l,t), of each lag is
defined as:
t

Pr (l , t ) =

ò

l

Lp (l , t )
t- l

dt

(3)

For finding line segments, we select all peaks in Pr(l,t) and store their lag information
in a descending sorted list as lPeakSort. We then evaluate the occurrence of line
segments in Lp(l,t) alternately for each element in lPeakSort. We comptue Lp(lPeakSort. t)
for each lPeakSort and search for the occurrence of vertical line segments. Here, we
assume that short repetitions (which hold less than 4 seconds) do not carry much
significant musical information. Thus, for detecting repetition segments in music, we
only consider those line segments with duration longer than 4 seconds. For each
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detected line segment, we store the beginning and ending time of the original segment
together with the repeated segment based on the information from lPeakSort.
3.4

Integrating the repeated sections

In this section, we organize the detected repetition pairs obtained from the previous
steps into groups. Apparently, line segments that share a common line segment are the
repetitions of one another as shown in Figure 5. Thus, if these segments are to be
labeled, they should be given the same labeling. Based on this observation, we
integrate those line segments, which share a common line, into one group with the
same label. From this, we generate a set of repetition groups with different labels
marking the different repetition segments that appear in the music. That is
Grouprepetitions

^Group1 , Group2 , ..., Groupn`

(4)

where n is the number of repetition groups. In each repetition group, we sort repeated
line segments in an ascending order based on their time information:

Group

A

^[Tbegin1, Tend1];[Tbegin2 , Tend2 ];...;[Tbeginm , Tendm ]`

(5)

where Tbegin and Tend denote the beginning time and ending time of the repetitive
segments whereas m is the number of repetitive segments in GroupA.
For the refinement of line segments, we select the first line segment of each group
in Groupn, and correlate it with the pre-processed features, v(n). This is for the
purpose of recovering undetected repetitions that we have missed in the previous
detection process. We compute the distance measure, E(n), for the selected line
segment and a sliding window of the same length on the pre-processed features, v(n).
The distance measure, E(n), is defined as

E(n) =

å å

(Comparedsegment - v(n)len _ compared )2

(6)

len _ compared 2

where Comparedsegment denotes the compared segment features and len_compared, its
length. v(n)len_compared represents the nth pre-processed feature sequence with the length
len_compared.
To detect significant repetition appearing in the music, we use an adaptive
threshold based on the computed distances. Excluding the distance of the compared
segment to itself (which is always zero), we select the lowest occurring distance
value. To obtain the adaptive threshold, we add a fixed tolerance margin to this value.
Then, all local minima falling below the threshold are considered to be relevant to the
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occurrence of repetition. We sort the considered local minima based on the distance
measure in descending order. With the length of the compared segment, we estimate
and store the corresponding beginning and ending time for each considered local
minimum and form a set of candidate segments. Here, we disregard those candidate
segments that overlap with any of the line segments in the group that hold the same
label as the compared segment based on the assumption that repetitions of a segment
do not overlap with each other. The remaining candidates are labeled and included in
the correct group as an omitted repetition from the earlier detection process. Finally,
we reorganize line segments in the group with an ascending order based on their time
information. This procedure is similar to the earlier sorting processes of the line
segments of each group in Groupn.

B

B
A
A
A

A

A
A

Fig. 5. Detected repetitions correspond to the ground truth annotation of A Hard
Day’s Night.

4

Repetitive Segments Compilation

For generating the music structural description, we select the three most repetitive
groups, Groupn, (i.e. with the highest number of elements). We compile the repetitive
segments by lining up all the line segments of these repetitive groups according to
their labels as shown in Figure 5. If there exists an overlap between two particular
labels (e.g. A and B as shown in Figure 6), all the overlapped sections of these two
labels will be given a new label (e.g. C), whereas the non-overlapped sections will be
given another label (e.g. D). Unlabelled sections between all the labeled segments
(e.g. E and F) will be given a new label respectively as a new repetition group by
itself. We then select one line segment of each label and perform another repetition
detection procedure by correlating it with the pre-processed features, v(n), as
described in Section 3.4, this time with the goal of finding all the corresponding
repetitions that appear in the music signal. Finally, the repetition detection process
terminates when we checked all labels obtained from the previous operation. With the
labeled line segments, we combine all the repeated labels, with the length of less than
25 sec to become a single label. This is based on the assumption that structural
sections in music (i.e. intro, verse, chorus, etc.) are less than 25 sec in length. Figure 7
shows an example of the integration process of repeated labels.
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Fig. 6. Repetitive segments compilation process with generated new labels.

A

B
A

A
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C
B

A

B
A

Fig. 7. Labelling integration procedure.

5

Results

5.1

Data Sets

In our experiment, we use 2 test sets. The first test set consists of 56 songs from The
Beatles 70s’ albums, whereas the second test set uses the same audio database as in
[1], 26 songs by The Beatles from the years 1962-1966. Each song is sampled at 44.1
KHz, 16-bit mono. For evaluation purposes, we have generated a ground truth by
manually labeling all the sections (i.e. intro, verse, chorus, bridge, outro, etc.) for all
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songs in both datasets according to the information provided by Allan W. Pollack’s
“Note On” Series website on song analyses of Beatles’ twelve recording project 1 . A
music composer supervised the labeling process and results.
5.2

Evaluation Measures

To quantitatively evaluate the segmentation performance, we calculate the precision
and recall of the generated structural description. We compare the obtained segment
boundaries for each of the three descriptors with manually labeled ground truth
results. Recall and precision are computed for various degrees of tolerance deviation
(between 0.3 sec and 3.6 sec) in order to obtain a more complete picture about the
accuracy and reliability of the segmentation results.
5.3

Experimental Results

Figure 8 and Figure 9 show the evolution of precision and recall scores with respect to
the tolerance deviation for the different pitch class distribution descriptors using test
set I. From both figures, we have observed a significantly higher performance of
HPCP compared to PCP and CQP. With the tolerance deviation of 3.6 sec, HPCP has
achieved accuracy higher than 70% and a reliability of 83%. From our segmentation
results, it shows that HPCP has outperformed the other tonal descriptors by as much
as 10% in both precision and recall scores with 3.6 sec of tolerance deviation. T-test
analysis concludes that the differences are statistically significant beyond the 99%
confidence level with the p-values<0.01. For the case of PCP and CQP, there is no
statistically significant difference in their performance on our used test set.
Figure 10 illustrates both precision and recall scores of the HPCP using test set II
with respect to the tolerance deviation. From the segmentation results, we can see that
HPCP has achieved a slightly better performance with its precision and recall rate of
82% and 84% respectively compared to results documented in [1]. Overall, we have
reached an F-measure of nearly 83%. However it should be noted that the generality
of our test sets is quite limited. So far, we have not yet tested our approach on
different music genres (e.g. heavy metal, techno, or jazz).

1

The Twelve Recording Projects of the Beatles webpage:
http://www.icce.rug.nl/~soundscapes/DATABASES/AWP/awp-beatles_ projects. html
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Fig. 8. Evolution of precision score with respect to the tolerance deviation (sec) for
the different pitch class distribution features using test set I.

Fig. 9. Evolution of recall score with respect to the tolerance deviation (sec) for the
different pitch class distribution features using test set I.
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Fig. 10. Evolution of recall and precision rates of HPCP with respect to the tolerance
deviation (sec) for the different pitch class distribution features using test set II.

6

Conclusion

In this paper, we have presented an objective comparison between different tonal
descriptors for detecting structural changes in music audio. We have also shown the
validity of the descriptors by comparing our segmentation results to those recently
published by another researcher [1]. We have seen that the approach employed to
compute pitch class distribution features has an influence on the performance of
structural analysis. With our approach (HPCP), we have been able to achieve as high
as 82% accuracy in identifying appropriate structural boundaries in music with a
tolerance deviation of 3.6 sec. For ongoing research to further improve the
segmentation performance, more attention will be given to the following factors:
x
x

7

Making use of higher-level analysis techniques (e.g. beat detection or
phrase detection) to achieve better segmentation truncation with lower
tolerance deviation.
Testing the performance using an annotated database comprising different
music genres different from “60’s pop music” and containing different
artists.
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Abstract. Today, among the best-performing audio-based music similarity measures are algorithms based on Mel Frequency Cepstrum Coefﬁcients (MFCCs). In these algorithms, each music track is modelled as a
Gaussian Mixture Model (GMM) of MFCCs. The similarity between two
tracks is computed by comparing their GMMs. One drawback of this approach is that the distance space obtained this way has some undesirable
properties.
In this paper, a number of approaches to correct these undesirable properties are investigated. They use knowledge about the properties of music
by using other music tracks as a reference. These reference tracks can
either be the music collection itself, or they may be an external set of
reference tracks.
Our results show that the proposed techniques clearly improve the quality of this audio similarity measure. Furthermore, preliminary experiments indicate that the techniques also help to improve other similarity
measures. They may even be useful in completely diﬀerent domains, most
notably text information retrieval.

1

Introduction

Music similarity measures are central to many music information retrieval (MIR)
applications. Today, among the best-performing audio-based music similarity
measures are algorithms based on Mel Frequency Cepstrum Coeﬃcients
(MFCCs). In these algorithms (e.g. [1–4]), each music track is modelled as a
Gaussian Mixture Model (GMM) of MFCCs. The similarity between two tracks
is computed by comparing their GMMs. As pointed out in [3–6], the distance
space obtained this way has some undesirable properties, as explained in the
next sections. In this paper, we evaluate algorithms to tackle these problems,
and ﬁnd that they help to improve the quality of the similarity measure.
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Always Similar. When calculating the distances between pieces of a music collection with such a music similarity measure, it turns out that some particular
pieces frequently show up as close neighbours of many other pieces in the collection without sounding similar. Such pieces are called hubs [5, 6]. In [5, 6], this
problem is extensively studied, and it is pointed out that the same problem also
appears in a number of other domains, including ﬁngerprint, speech and speaker
recognition. A measure that supports the investigation of this phenomenon is
n-occurrence [5, 6]: For each piece in the collection, the n nearest neighbours
are determined. We call this set of n nearest tracks of track A the n-NN set of
track A. Then, for each piece in the collection, it is counted in how many n-NN
sets it appears. This number is the n-occurrence of the respective piece. Thus,
the ﬁrst problem with the similarity space is that some pieces have a very high
n-occurrence. For example, in one of our collections consisting of 729 tracks, the
highest occurring 20-occurrence is 175, indicating the existence of hubs. Thus, by
reducing the highest occurring n-occurrences, the quality of the audio similarity
measure may be improved.
Never Similar. Analogously to the preceding section, there are tracks that have
a very low n-occurrence. Although there are some few outliers in most collections
that do not sound similar to any other track, in general this is an undesirable
property.
Triangle Inequality. For existing fast indexing and search algorithms to work
(e.g., [7]), it is necessary that the triangle inequality is fulﬁlled by the distances of
the similarity space. Unfortunately, this is not the case for the class of algorithms
discussed above. Thus, it would be desirable that this property is changed.

2

Proposed Techniques

In this section, we describe several techniques for improving the aspects of the
similarity space that are discussed above. Music tracks are very unevenly distributed in the similarity space. Thus, the basic idea is to transform the similarity
space via a normalization operation.
All techniques are based on a modiﬁcation of the distances between tracks
that are computed by a music similarity measure. This basic similarity measure
is arbitrary (although we will use the similarity measure mentioned in the introduction). We call it Dbasic . When calculating the similarity of two tracks A and
B, the proposed algorithms calculate Dbasic (A, B), and also the distances of the
two tracks to a set of known music tracks. We call this set reference set. The reference set may be the music collection itself, or it may be a completely diﬀerent
set of tracks. The latter is of importance if there is no a priori knowledge about
which music the algorithm will compare. Thus, the algorithms apply knowledge
about the reference set to improve an existing audio similarity measure. Based
on this information, the ﬁnal distance between the tracks A and B is computed.
The details of this step diﬀer for the various approaches, as described in the next
sections.
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2.1

Using the N th Nearest Neighbour: Ndist Normalization

The ﬁrst approach we evaluate is based on the distance to the nth nearest neighbour of a piece. Analogous to [8, 9], we call this distance of a piece A to its nth
nearest neighbour ndist (A). The basic idea is that if there are many pieces in
close proximity to a piece A, then A is likely to appear in many NN sets of these
close tracks. So, in this case the distances between A and the other pieces in
the collection should be increased. This is done via normalization by ndist (A),
where ndist (A) is the distance of A to its nth closest track in the reference set.
However, when comparing tracks A and B, just normalizing Dbasic (A, B)
with ndist (A) would not result in a symmetric distance measure. Thus, the two
normalization factors are combined:
Dndist (A, B) :=
2.2

Dbasic (A, B)
ndist (A) · ndist (B)

(1)

Using the N -occurrence: N -occurrence Normalization

The second proposed approach aims to ﬁnd a factor analogous to Section 2.1,
but deﬁned in a way that each A occurs in n n-NN sets of pieces in the reference
set. Thus, it is aimed to normalize the n-occurrence of all pieces to n.
In detail, the factor associated with piece A is determined the following way.
1. Determine all distances Dbasic (A, Pj ) to the pieces Pj in the reference set. Express these distances as a fraction of the respective distance to the nth nearest
neighbour of Pj from the reference set: g(A, Pj ) = Dbasic (A, Pj )/ndist (Pj ).
2. Sort g(A, Pj ) for all Pj in ascending order. Take the nth value as the factor
for A, denoted f (A).
The distance g(A, Pj ) calculated in the ﬁrst step is greater than one if piece
A does not belong to the n-NN set of piece Pj , and is smaller than one if it
does belong to it. Dividing all distances from piece A to other pieces by the
nth smallest of these g (which is determined in Step 2) aims to modify these
distances in a way that A belongs to n n-NN sets of the tracks in the reference
set, as g measures the relative distance of A to the ndist of Pj .
However, as in Section 2.1, when applying this for calculating the distance
between two pieces, there is a factor f for both the pieces A and B. We apply
the same technique as before to combine these two factors for transforming the
original distance between A and B:
Dn−NN norm (A, B) :=
2.3

Dbasic (A, B)
f (A) · f (B)

(2)

Using Symmetric Ranking: Proximity Veriﬁcation

The third proposed approach is based on the ranking of the tracks. For calculating the distance between two tracks A and B, ﬁrst all distances Dbasic (A, Pj )
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between A and the tracks Pj of the reference set are calculated. These distances
are sorted in ascending order. Then it is determined which rank the distance
Dbasic (A, B) would have in these sorted values. As in general, Dbasic (A, B) is
not exactly equal to one of the Dbasic (A, Pj ), this value is determined by interpolating the next smaller and next larger distances Dbasic (A, Pi ) and Dbasic (A, Pj ),
respectively.3 We denote this (interpolated) rank as DP (A, B).
As pointed out in [10], in general such neighbourhood rankings are not symmetric (i.e., DP (A, B) = DP (B, A)). Thus, to obtain a distance measure, we
deﬁne
DP V (A, B) := DP (A, B) + DP (B, A)
(3)
We call this measure Proximity Veriﬁcation, because DP V (A, B) is only small if
both A is a close neighbour of B, and B is a close neighbour of A.

3

Evaluation Techniques

In the remainder of this work, we present an empirical evaluation of the proposed
techniques. In this section, the experimental setup is explained. The results obtained are presented in Section 4.
Basic Audio Similarity Measure. In our experiments, we use an algorithm
similar to the one from [11]. Each track is resampled to 22 kHz, divided into
frames of about 23 ms, and 25 MFCCs are calculated on each of these. The
MFCCs of a song are described by only one Gaussian by taking their overall mean
and calculating the full covariance matrix. For comparing the models, a closedform symmetric KL distance is applied [11]. As pointed out in [4], this algorithm
is magnitudes faster than the basic variant with multiple Gaussians [1–3], and
still the obtained song models are very similar to those of the original algorithm.
We follow the practice from [4] and use this faster version as a representative of
this kind of audio similarity algorithms.
Music Collections. For evaluation, we use two music collections:
1. The ﬁrst music collection is the one from the ISMIR’04 Genre Classiﬁcation
Contest, consisting of 729 audio tracks from six genres. One advantage of
using this collection is that it is downloadable4, thus other researchers are
able to compare their results to those reported here. We call this collection
IGC (short for Ismir Genre Contest collection).
2. The second music collection is an in-house collection consisting of 2446 tracks
by 103 artists, grouped into 22 genres. The biggest genres are Punk, consisting of 255 tracks, and Folk-Rock, consisting of 233 tracks.
3
4

Note that interpolating the value makes this approach more stable than determining
an integral rank, because the order is maintained in crowded regions.
http://ismir2005.ismir.net/genre contest/index.htm
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Quality Measures. We apply several quality measures for examining the eﬀects
of the proposed techniques. Always similar and never similar are measured by
the n-occurrence. The percentage of tracks A, B and C whose distances do not
satisfy the triangle inequality can easily be estimated on the distance matrix
(via sampling). However, measuring the quality of the algorithm’s similarity
judgements is not as straightforward, as discussed in the next paragraph.
Audio Similarity Performance. One important goal is to improve the algorithm
with respect to the quality of its suggestions (i.e., those tracks that are close
according to the algorithm should sound “similar”). The best way to measure
this is human judgement. As user studies are expensive and time intensive, we
use a common approach to estimate the algorithm’s performance. Assuming that
tracks that belong to the same genre sound more similar than tracks belonging
to diﬀerent genres, we use the leave-one-out k Nearest Neighbour (k-NN) genre
classiﬁcation accuracy as a quality measure.

4

Evaluation Results

In this section, we ﬁrst describe how the parameter n was chosen for the ndist
normalization and for the n-occurrence normalization. Proximity Veriﬁcation has
no parameter. Afterwards, the results obtained in the experiments are presented.
4.1

Choosing Parameters

For the ndist normalization and for the n-occurrence normalization, the respective values for n have to be chosen. In the following, we investigate the eﬀect of
speciﬁc values for n with respect to genre classiﬁcation accuracy, measured by
a k nearest neighbour (k-NN) classiﬁer, with k set to 1. Our goal is to get an
impression which parameter choice is well suited for the two parametric algorithms, so that their potential can be compared with the parameterless approach
(i.e., Proximity Veriﬁcation).
Choosing n for ndist normalization. In Figure 1, the eﬀect of ndist normalization
on the two music collections is shown for n in the range of 1 to 50. It can be
seen that there is a common tendency. Values below n = 10 seem not to be a
good choice, and there seems to be no additional beneﬁt when choosing values
above n = 15. Thus, we choose n = 15 for all subsequent experiments.
Choosing n for n-occurrence normalization. When doing the analogous analysis
for n-occurrence (not depicted here), for the 103 artists collection roughly similar
tendencies as before show up. However, for the IGC collection, the values seem
to be quite inconclusive. Thus, we do not take into account the values of the
IGC collection for choosing n, and opt for a value of n = 15 for all subsequent
experiments, which has the positive side eﬀect that the experimental results may
be better comparable to ndist normalization.
70

n

dist

Normalization

86

leave one out 1−NN classification accuracy

84
82
80
78
76
74
72

IGC
103 artists

70
68
66

0

10

20

30

40

50

n

Fig. 1. Leave one out 1-NN genre classiﬁcation accuracies on the two test collections
after ndist normalization for n in the range from 1 to 50. The classiﬁcation accuracies
without normalization are 81.1% for the IGC collection and 77.4% for the 103 artists
collection. We think that the curve for the 103 artists collection is smoother than the
one of the IGC collection because the size of the collections diﬀer by a factor of about
three, resulting in more stable results for the larger collection.

4.2

k-NN Genre Classiﬁcation Evaluation

The results of the k-NN genre classiﬁcation evaluation when using the same
collection for evaluation and as the reference set are summarized in Table 1. It
can be seen that in general all approaches improve classiﬁcation accuracies. Improvements are better for the 103 artists collection than for the IGC collection.
For the 15dist normalization and the 15-occurrence normalization, accuracies are
below the baseline (no normalization) in 3 of the 8 tested cases. For Proximity
Veriﬁcation, the classiﬁcation accuracy improved in all cases.

4.3

Triangle Inequality

We estimate the percentage where the triangle inequality does not hold by randomly sampling over 100.000 triplets of tracks Pi , Pj and Pk from a collection
and directly checking for the inequality. Without normalization, the inequality is
violated in 50.9% and 33.7% of the cases for the IGC and for the 103 artists collection, respectively. All investigated approaches improve these values. However,
the obtained results are still too high to be of use for fast indexing algorithms.
The best performing algorithm is Proximity Veriﬁcation, yielding 24.3% and
25.2%, respectively.
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IGC collection
No normalization
15dist normalization
15-occurrence norm.
Proximity Veriﬁcation

1-NN
81.1%
82.7%
80.9%
84.0%

5-NN
65.6%
64.6%
66.3%
66.8%

10-NN
56.6%
57.3%
58.3%
57.7%

20-NN
53.1%
55.6%
57.8%
54.2%

103 artists collection
No normalization
15dist normalization
15-occurrence norm.
Proximity Veriﬁcation

1-NN
77.4%
80.6%
82.6%
82.3%

5-NN
63.2%
63.9%
65.8%
68.2%

10-NN
47.5%
46.3%
46.3%
51.4%

20-NN
30.4%
26.8%
27.0%
32.3%

Table 1. Average k-NN leave one out classiﬁcation accuracy for the various methods
for k = {1, 5, 10, 20}, when using the collection itself as reference set. Above: IGC
collection, below: 103 artists collection.

4.4

20-occurrences

In Figure 2, the 20-occurrences are shown that are obtained when the various
approaches are applied to the IGC collection. It can be seen that all approaches
yield a much more uniform distribution of 20-occurrences for the tracks of the
collection. The maximum value drops drastically (from 582 to 61 and below),
and there are much fewer tracks with low 20-occurrences. The best performing
algorithm is 15-occurrence normalization. The corresponding results on the 103
artists collection (not depicted here) are quite comparable.
4.5

Stability of the Approaches

In this section, we brieﬂy examine the behaviour of the algorithms when the
tracks used as a reference are changed. In the experiments presented so far, the
reference set was equal to the music collection. Here, we examine the eﬀect of
using a completely diﬀerent set of songs for reference. We use the tracks of the
respective other collection as the reference set, as the two collections diﬀer both
in size (with a factor of about three) and in the composition of the kind of music
they contain (e.g., the 103 artists collection does not contain the genre classical,
which is the biggest genre in the IGC collection). Also, the 103 artists collection
contains only commercial music (i.e., music that was bought at record stores),
while the IGC collection contains a signiﬁcant amount of amateur-made music.
From the results in Table 2, it can be seen that with the exchanged reference
set, in most cases (21 out of 24) the classiﬁcation accuracy was improved. This
indicates that the performance of the proposed algorithms is not highly dependant on having the music collection they are applied on as a reference set. In the
case of the 103 artists collection, 15-occurrence normalization even performed
better with this diﬀerent reference set than using the 103 artists collection as
reference set. We think this indicates that this algorithm has a high potential,
but the choice of the reference set is crucial, and the algorithm seems to be less
stable than the other approaches.
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Fig. 2. 20-occurrences after applying the various approaches for the tracks of the IGC
collection. For better comparability, the track indices are sorted according to their 20occurrences (x-axis). Values are cut oﬀ at 80. The highest values are: baseline (i.e.,
no normalization): 582, 15dist normalization: 61, Proximity Veriﬁcation: 60, and 15occurrence normalization: 40. Note that the purpose of this graphic is to depict the
shape of the curves. Their average height is the same, as as the average n-occurrence
value is the same (cf. [5, 6]).

5

Application to Web Based Artist Similarity

Encouraged by the results presented in the previous section, we evaluate if the
proposed techniques may also successfully be applied to other similarity measures. We choose to evaluate the proposed post processing steps on web-based
artist similarity data [12–14]. Such data is obtained using algorithms inspired by
text information retrieval techniques. We use the data obtained from the web
pages of 103 artists, grouped into 22 genres, which are analysed with TF × IDF.
Pairwise artist similarities are computed using the cosine measure. On this data,
the three highest 5-occurrences are 31, 23 and 18, belonging to the artists Genius, The Speed Freak and Ominus, respectively. Although the music by these
artists is oﬀ-mainstream and rather genre-speciﬁc, they appear in the 5-NN sets
of artists from 15, 10 and 8 diﬀerent genres, respectively. Thus, also in this domain there may be a problem with hubs. Note that according to [15], also the
construction of user-rating or user-behaviour derived artist networks is not guaranteed to be uniquely guided by similarity criteria and that such networks may
contain hub artists (i.e. certain artists that keep the network together), which is
not expected for a network based on expert opinions.
The results obtained in our experiments are given in Table 3. It can be
seen that the techniques also work for this completely diﬀerent domain. We will
investigate this in more detail in future work. Note that for a metric space (as
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IGC collection
No normalization
15dist normalization
15-occurrence norm.
Proximity Veriﬁcation

1-NN
81.1%
80.7%
81.5%
82.9%

5-NN
65.6%
62.4%
65.7%
65.2%

10-NN
56.6%
56.9%
58.0%
57.8%

20-NN
53.1%
54.0%
53.9%
53.8%

103 artists collection
No normalization
15dist normalization
15-occurrence norm.
Proximity Veriﬁcation

1-NN
77.4%
81.2%
82.7%
81.2%

5-NN
63.2%
67.5%
69.4%
67.9%

10-NN
47.5%
50.8%
52.3%
51.5%

20-NN
30.4%
33.2%
34.1%
33.2%

Table 2. Average k-NN leave one out classiﬁcation accuracy for the various methods
for k = {1, 5, 10, 20}, when using the respective other collection as reference set. Top:
results for the IGC collection with the 103 artists collection used as reference set,
bottom: vice versa.

it is given in this case), techniques like those presented in [10, 8] may be useful
for a more eﬃcient implementation of Proximity Veriﬁcation.
web based artist-sim.
No normalization
15dist normalization
15-occurrence norm.
Proximity Veriﬁcation

1-NN
62.1%
69.9%
69.9%
68.0%

3-NN
48.9%
56.8%
58.9%
59.7%

5-NN
29.8%
35.9%
37.0%
34.0%

10-NN
14.8%
24.7%
26.0%
26.3%

Table 3. Web based similarities between 103 musical artists from 22 genres: Average
k-NN leave one out classiﬁcation accuracy for the various methods for k = {1, 3, 5, 10}.
The same 103 artists serve as reference models (i.e. no external reference models are
used). The maximum number of artists in a genre is six.

6

Conclusion and Future Work

We presented three diﬀerent approaches for modifying the distances calculated
by a similarity measure. These algorithms are based on using a set of music
tracks as a reference, which we call reference set. In the evaluation of the approaches, it turned out that all three algorithms are able to improve the audio
similarity measure under investigation. Preliminary experiments indicate that
the proposed techniques also may be successfully applied to other similarity
measures, which was shown by means of a text-based similarity measure. The
presented results show that the approaches seem to be stable with respect to
replacing the reference set with a diﬀerent one.
The latter two points will be investigated in more depth in future work. In
particular, we think it will be interesting to see how much the cardinality of the
reference set can be reduced without degrading the algorithm’s performance.
Also, we will investigate in more detail the merits of the proposed algorithms
in the domain of text information retrieval. Furthermore, we will conduct more
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theoretical investigations about the algorithm’s impacts on the similarity space,
and the relation of the resulting distributions to power-law and exponential
decay.
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Abstract. An eﬃcient representation and organization of acoustic-based
music data sequences can help to accelerate the retrieval procedure.
In this paper we investigate suitable indexing structures applicable to
audio content, depict musical objects representations from NoteSet to
spectrum, and consider the design of hashing functions to organize the
spectral features. Going on this premise, we present a fast and eﬃcient
index-based audio searching algorithm with Partial Sequence Comparison (PSC) for query-by-content music retrieval. Speciﬁcally, the features
of the reference melodies are organized in terms of the hash function
where the similar features collide with a high probability. With a query
melody, only a few of the reference features in the database are indexed
out. Fewer reference features remain after ﬁltering. They are compared
with the query by the proposed PSC method. Experimental results show
that the proposed approach achieves high accuracy and the retrieval
speed is more than ten times faster than the conventional Dynamic Programming (DP).

1

Introduction

Acoustic data contains the audio information and exhibits regular spectral characteristics, hence many spectral features, such as Mel-Frequency Cepstral Coefﬁcients (MFCC) [1][2], Linear Predictive Coding (LPC) coeﬃcients [3], Fourier
Transform [5][6] and so on, have been proposed to extract salient information
and diminish redundancy. By analyzing the music signal, the acoustic methods
can be applied to any melody, especially the polyphonic ones. Also, it provides
information for high-level Content-Based Music Information Retrieval (CBMIR)
applications, e.g., musical genre classiﬁcation [1], acoustic timbre similarity [2]
and singer identiﬁcation [3]. Interested readers may refer to [7] for a review of
comparison and matching of content-based audio retrieval.
Query-by-content audio retrieval based on spectral similarity is usually difﬁcult due to the high dimensionality of features, complex computation, and the
large database size. These characteristics compound the problem of the time
consumption for music information retrieval. One important thing in CBMIR
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is how to make eﬀective use of the features in the service of scalable matching
and retrieval. To do this, many audio indexing techniques are emerging in the
research ﬁeld of CBMIR, for example, M-trees [4], hierarchical structure [5], Rtrees [6]. As far as creation of an index-based spectral similarity retrieval system
for audio content is concerned the main challenges are as follows: (1) How to
characterize a corpus of acoustic objects with a corpus of relevant spectral features. (2) How to represent audio features so that they can be indexed. (3) How
to locate the desired music segments with a given query in the format of acoustic
sequences within the acceptable time.
One of the basic problems in audio retrieval is to design appropriate metrics and algorithms to reduce pairwise comparisons of feature sequences, consequently, provide a quick answer closest to query. Here we will start with an
interesting direction in the study of acoustic sequences matching without comparing a query to each object from the database. We focus on the music performances of a captivating concert, where a popular 12-girl-band plays Chinese
folk musical instruments mainly including lute, alto ﬁddle, dulcimer, wind instrument etc. Based on such an interesting database we study audio similarity
index and retrieval, and scalable content-based searchability. Then we propose
an index-based spectral similarity searching with Partial Sequence Comparison
(PSC) based on Locality Sensitive Hashing(LSH) [8], to eﬀectively compare the
query sequence against the indexed partial sequences, which extends our earlier
research [9] with much improvement in retrieval time and scalability. LSH is used
to organize spectral feature sequences while PSC is used to match the acoustic
sequences and obtain the answer closest to the query.
The rest of the paper is arranged as follows: Section 2 presents the approach
for audio indexing, addresses feature selection, extraction, and organization, and
details the retrieval procedure with LSH and PSC schemes. Section 3 lists the
simulation environment and analyzes the experiment results. Finally Section 4
concludes the paper.

2

The Proposed Approach

Our work pays the most attention to providing fast and eﬃcient content-based
audio retrieval mechanisms that can be carried out by spectral similarity measurement depending on a suitable indexing structure. The goal is to hash the
spectral features that are described in section 2.2, using several hash functions
so as to make sure that, for each function, the collision probability of features
that are close to each other is much high while the features far apart have a low
collision probability. Our retrieval system consists of four main parts: selecting
suitable audio feature, extracting feature, creating indexable acoustic structure
and matching acoustic sequences.
The similarity measurement for audio content retrieval is executed according
to the following procedure: given a set of n musical reference melodies, actually,
which can be represented by the frames R = {ri,j : ri,j ∈ Ri , 1 ≤ i ≤ n, 1 ≤
j ≤ |Ri |} where ri,j is the j th spectral feature of the ith reference piece Ri , are
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located in a high-dimension Euclidean space (U, d) with a distance metric d. A
query melody is also broken into a sequence of frames q1 , q2 , ..., qQ . LSH is used to
eﬀectively pick up reference candidates resembling the query sequence. In terms
of locality sensitive function H(·), each query frame qm matches with a high
probability some resemblances, Si,m = {ri,j : ri,j ∈ H(qm ), d(qm , ri,j ) ≤ δ},
stored in the audio buckets H(qm ). Then the partial audio sequences of the ith
reference in the union ∪ Si,m are reorganized and compared with the query by
m

the proposed PSC scheme.
2.1

Feature Selection

Spectral analysis is a technique that has been veriﬁed to be useful in determining the qualitative and quantitative property of similarity. Short Time Fourier
Transformation (STFT) is one of the basic representations of music signals. In
most applications, only the amplitude of STFT is used. If the time scale is large,
the spectrum amplitude can not reﬂect the time variant details. On the other
hand, a short frame results in low frequency resolution.
When spectral similarity is adopted as the criterion for CBMIR, the spectral
proﬁle is the most important. Parametric spectrum usually has the same capability in describing the spectral structure with smaller dimensionality and less
sensitivity to frequency resolution in comparison with STFT. Usually pitch (fundamental frequency) is extracted as the feature in the melody retrieval, which
need to be supported by a nice transcription technique. However, the transcription of general polyphonic signal is quite diﬃcult and is still under research
though monophonic melodies can be transcribed with much accuracy.
We have witnessed the great success of applying MFCC in speech recognition.
MFCC is usually calculated from STFT. According to Mel-frequency scaling ﬁlter banks, STFT is grouped into spectrum bins, which represent a rough spectral
structure. From the spectrum bins MFCC is calculated. As a result, MFCC can
represent the rough spectral structure, and take the place of STFT in the task of
retrieving musical objects. Here we try to use MFCC as the feature to implement
spectrum-based melody similarity retrieval.
2.2

Feature Extraction

Dissimilar to other kinds of audio, music has strong descriptive composition.
Score always implies the music theme, which may appear anywhere in the music. The score is composed of notes. For the simplicity of description, we deﬁne
NoteSet as the simultaneously initiated notes, either a single note or the combination of two or more notes. It is quite a reliable representation for music.
No matter what a NoteSet plays, its sound usually lasts from tens to hundreds
of milliseconds. For either human songs or instrument-generated music, the signal spectrum is relatively stable within a NoteSet while a transition happens
between two adjacent NoteSet.
In other words, the adjacent frames in the same NoteSet are highly correlated
and most of them are redundant in the sense of spectral similarity retrieval.
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The frame merging is implemented by setting the Spectral Correlation (SC)
threshold as suggested in our previous work [9]. Therefore, only the necessary
spectral features are kept. The remaining frames can represent the salient feature
of audio information. This is an important speciﬁcation of our spectral similarity
retrieval. The merged frames are regarded as searchable symbols in our system.
So we can say that audio buckets store the compressed audio features not only
existing as available points in high dimensional space but also capturing the
salient property of audio information. As far as feature extraction is concerned
this is also the signiﬁcant diﬀerence in comparison with other methods [1]-[6].

F1

F2

F3 F4

F5

F6

F7 F8

F9 F10 F11 F12 F13 F14F1 F15 F16 F17 F18 ...

...

Fn

(c)

Fig. 1. Representation of a musical melody from NoteSet to spectral features.

Fig.1 is an example dealing with diﬀerent aspects of a melody, from score
to spectrum. The musical piece is taken from the Chinese folk, Alamuhan. Here
a NoteSet contains one note. The analysis is similar when a NoteSet consists
of multiple notes. Fig.1(a) presents the score of Alamuhan and Fig.1(b) is the
corresponding energy proﬁle calculated from the original waveform signal. Then
SC between adjacent frames is calculated. Fig.1(c) shows the frames merging
within NoteSets by setting a suitable SC threshold, for example, F1 ,F2 ,F3 ,F4
and F5 can be merged into one frame.
2.3

Feature Organization and Audio Features Filtering with LSH

We believe that a nice design of feature sequence organization will be as valuable
as feature extraction in information retrieval. This is because it can facilitate
the access to the database and minimize the search time. When we try to ﬁlter
audio sequences data by the aid of LSH, in the preprocessing stage these audio
sequences ﬁrstly have to be divided into the small frames, for which MFCC is
calculated and regarded as the feature in the high dimensional space. When LSH
is adopted, a feature is directly quantiﬁed and its hash value for each hash table
is calculated independently.
As was mentioned in [9], multiple hash tables increase the retrieval ratio of
LSH. A group of LSH hash tables are simple and eﬀective data storage struc79
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Fig. 2. Feature organization and indexing in a LSH table.

tures, which can be accessed randomly and implemented in parallel. Therefore we
construct several hash tables, each containing all the features of the references.
Fig.2 shows a hash instance. Diﬀerent locality sensitive mapping ampliﬁes the
diﬀerence between two features from diﬀerent aspects. If two features are really
similar, it is probable that they collide in at least one of the hash instances. The
per-dimension quantization guarantees that two features with a short distance
are quantiﬁed to the same integer sequence and generate the same hash value
with a high probability. A feature (r) of the reference melody is stored in a
bucket matching its hash value (H(r)). The random weight makes the features of
reference melodies almost evenly distributed, which is expected. A query feature
q indexes the potential similar features located at H(q).
The kth hash instance has its own hash function Hk (·). In the following,
Hk (·) also means an audio bucket storing all the features with the same hash
value. Its meaning is obvious from the context. The j th spectral feature of the
ith reference melody, ri,j , is stored in Hk (ri,j ), a bucket of the k th hash table.
Its melody number i and the corresponding time oﬀset j are recorded together
with the feature, for the purpose of providing facilities for reconstruction of the
partial acoustic sequences after the ﬁltering stage.
In the query stage, a sequence of query frames q1 , q2 , ..., qQ is used to ﬁnd the
closest reference melody. With a query frame qm , the candidate reference frames
in the bucket of the k th hash table, Hk (qm ), can be obtained. This bucket contains all the frames matching the same hash value. Though it is probable that
the resemble frames lie in the bucket, many other non-similar frames also exist
due to the limited hash table size. It is necessary to remove these non-similar
frames so as to reduce the post computation. Therefore we deﬁne a distance function that can quantify the similarity degree, d(X, Y ) = X − Y 2 / X 2 · Y 2 ,
the normalized Euclidean distance. Among the indexed frames in the candidate
bucket, the ones with a distance to qm greater than δ are ﬁltered out and discarded by Eq. 1, namely, we would like to retain such frames that lie within the
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ball centered at qm with a radius δ.
Sk,i,m = {ri,j : ri,j ∈ Hk (qm ), d(qm , ri,j ) ≤ δ}

(1)

The union Sk,i = ∪ Sk,i,m gives the candidate features of the ith reference obm

tained from the k th hash table for the whole query sequence.
2.4

Matching of Audio Sequences

To improve the retrieval ratio, several hash tables are used. The total candidates
of the lth reference melody obtained from all the hash tables are Sl = ∪ Sk,l .
k

Of the frames with duplicate timing oﬀset, usually only a single copy is kept.
With each candidate matching pair in Sl , the feature sequence of the lth reference melody is rl,j1 , rl,j2 , ..., rl,jR , reorganized in the ascending of the time oﬀset
j1 , j2 , ..., jR . Then the conventional Dynamic Programming (DP) [10]-[12] can
be applied.
Assume that Dl (m, jn ) is the minimum distance between the query and the
lth reference melody, beginning from the leftmost side (1, j1 ) of the DTW table
to the current position (m, jn ). Equation Eq. 2 gives the recursive relation
⎧
⎨ Dl (m − 2, jn−1 )
(2)
Dl (m, jn ) = d(qm , rl,jn ) + min Dl (m − 1, jn−1 )
⎩
Dl (m − 1, jn−2 )
which shows that the optimal path exists only when the query input is within
half to twice the size of the reference. This constraint is very possible because
most of the tempo variation is removed by frame merging. The remaining frames
almost have the same timing
Dl = min Dl (Q, jn ).
jn

(3)

Then among the distances between the query and all the references, the following
equation gives the desired melody
l = arg min Dl .
l

(4)

In the real system, usually several retrieval results are given for a single query,
ranked in the order of Dl , with the best matching reference melody at the top.
However, the conventional DP may not be eﬃcient since most of the matching
pairs are missing after the LSH ﬁltering, and the remaining matching pairs are
sparsely distributed over the Dynamic Time Warping (DTW) table. We propose
a Partial Sequence Comparison (PSC) scheme to compare the query against
the partial reference sequences. This is diﬀerent from the conventional DP: we
directly utilize the distance calculated in the ﬁltering stage by ﬁlling the distance
into a DTW table. For each matching pair < qm , rl,jn >∈ Sl obtained from k th
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hash table, the reverse of its distance is used as the weight in the matching
procedure.
(5)
wk (qm , rl,jn ) = min{δ/d(qm , rl,jn ), wmax }
For a matching pair, its weight is no less than 1. With wmax , an occasional
perfect match of a single feature has less eﬀect on the sequence comparison. On
the other hand, if the pair < qm , rl,jn > does not exist, its weight is set to 0.
The sequence comparison is to select the path that maximizes the total
weight. Despite the absence of most matching pairs, the matching path still
contains as many points as possible. The maximum weight is found by the iteration in Eq. 6
⎧
⎨ Wl (m − 2, jn−1 )

(6)
wk (qm , rl,jn ) + max Wl (m − 1, jn−1 )
Wl (m, jn ) =
⎩
Wl (m − 1, jn−2 )
k
In this equation, the weight of the duplicates from diﬀerent hash tables are
summed since the recurrence of a single pair in diﬀerent hash tables means that
the pair is a suitable match with a high probability. For the reference melody, its
weight is obtained by Eq. 7. Then by Eq. 8 the one with the maximum weight
matches the query.
Wl = max Wl (Q, jn )

(7)

l = arg max Wl

(8)

jn

l

3

Experiments and Results

The experiments have been carried out on the acoustic database with polyphonic
melodies. Altogether there are 111 melody pieces in our database, all played by
a popular 12-girl-band. These reference melodies have the same performance of
music style, i.e., the melody pieces are similar to each other in music color. This
database can be used to evaluate the eﬀectiveness and the robustness of our
approach. Each reference melody is segmented into 60-second-long melodic slip.
Query melodic samples are segmented into 6-8 seconds long.
In our approach both the query music and reference melodies in the database
are converted to single-channel 16-bit wave format and re-sampled to the rate of
22.05kHz. Each piece of melody is divided into overlapped frames, each containing 1024 samples with the adjacent frames having 50% overlapping. Each frame
is weighted by a hamming window, which is further appended with 1024 zeros
to ﬁt the length of FFT. Then MFCC is calculated as follows: the bins of the
amplitude spectrum are grouped and smoothed by the ﬁlter banks constructed
according to the perceptually motivated Mel-frequency scaling; the log value of
the resulting vector is further transformed by DCT in order to make the MFCC
coeﬃcients uncorrelated.
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We use several hash instances, each having 128 entries. Two schemes of
spectrum-based sequences comparison, the conventional DP and the proposed
PSC, are evaluated. For the purpose of providing a thorough understanding
of our music retrieval mechanism, in the experiment we examine our approach
mainly from two aspects: computation time and retrieval ratio. Our retrieval
mechanism involved two key parameters: the SC threshold ρ and the ﬁlter threshold δ. Calculation of the former refers to our previous work [9]. The latter is
discussed in section 2.3. These two parameters directly aﬀect the performance
of the retrieval system.
3.1

Computation Time

During the evaluation of LSH-PSC we consider the computation time from three
aspects: (1) Building the hash table. (2) Filtering the features with LSH. (3)
Comparing feature sequences. The construction of LSH hash tables is usually
time-consuming, however, this operation is done before the actual query takes
place. The hash value of a query melody is calculated just before starting the
searching procedure. For such a short query, this time is also negligible. The
operation of LSH ﬁltering is time-consuming in our retrieval scheme. The time
linearly increases as the number of hash instances does and is not aﬀected by
the ﬁltering threshold δ. Fortunately, frame merge can eﬀectively decrease the
total features of the references and the query, thus reducing both ﬁltering time
and sequences comparison time. That is, a good experimental value ρ can help
to quicken the ﬁltering features and sequence comparisons. The consumed time
in the sequence comparisons is decided by the number of matching pairs, thus is
strongly associated with the ﬁltering threshold δ. Namely, a big ﬁltering threshold leads to more matching pairs and a higher retrieval ratio, but at the cost of
more computation.

60
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1

Fig. 3. Sequence comparison time in DP and PSC under diﬀerent SC threshold ρ.
ρ=1.0 means no frame merge (3 hash tables, LSH ﬁltering threshold δ=0.5).
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Fig. 4. Sequence comparison time in DP and PSC under diﬀerent ﬁltering threshold δ
(3 hash tables, ρ=0.9).

The eﬀectiveness of PSC against DP is veriﬁed by the total sequence comparison time of all the queries in this section. Fig. 3-4 show the total comparison
time of 111 retrievals at diﬀerent SC threshold ρ or diﬀerent LSH ﬁltering threshold δ. By merging adjacent frames, the comparison time in Fig.3 can be greatly
reduced. In Fig.4 the sequence comparison time increases as the ﬁltering threshold δ does. From both ﬁgures, when few reference frames are matched (either
due to a heavy frame merge with a small ρ, or a serious LSH ﬁltering with a
small δ), the retrieval speed diﬀerence between LSH-DP and LSH-PSC is not
obvious. As the matching pair increases (with a bigger ρ or δ) LSH-PSC outperforms LSH-DP with a much fast comparison speed since LSH-DP involves
the calculation of pairwise feature distance among the remaining frames while
in LSH-PSC, the feature distance is directly taken from the ﬁltering stage.
Table 1. The total retrieval time consumed for 111 queries under diﬀerent schemes.
LSH ﬁltering time is about 65.4s at ρ=0.9 and about 100s at ρ=1.0 (3 hash instances,
LSH ﬁltering threshold δ=0.5).
Scheme

LSH-DP
(ρ=0.9)

LSH-DP
(ρ=1.0)

LSH-PSC
(ρ=0.9)

LSH-PSC
(ρ=1.0)

DP
(ρ=1.0)

Time(s)

87.6

139.2

72.8

118.7

1519.7

To show the eﬀect of hashing, Table 1 lists the total retrieval time consumed
for all the queries under the diﬀerent schemes. The conventional DP (without
hashing) takes 1519.7s, over 10 times than the time taken for LSH-DP (139.2s)
and LSH-PSC (118.7s). The advantage of LSH-PSC over DP will be more evident
with the explosion of the database. It is can be seen easily that combination of
LSH and frame merge further reduces the total retrieval time by 51.6s in LSH84

DP, or 45.9s in LSH-PSC. In this table, the superiority of LSH-PSC over LSH-DP
is not very obvious because the ﬁltering takes too much time, about 65.4s at ρ
=0.9 and about 100s at δ=1.0. We are building a larger database to evaluate
the scalability of LSH-PSC in query-by-content audio retrieval.
3.2

Retrieval Ratio

LSH was initially proposed to retrieve from a database by single feature. To
acquire a high retrieval ratio, many hash tables are required, which increases
the ﬁltering time. In our scheme, LSH is used for audio sequence comparison.
Even though the retrieval ratio of a single frame is not very high, the following
sequence comparison eﬀectively removes the unsimilar melodies. Therefore, in
our retrieval system, a few hash tables are suﬃcient to achieve a high retrieval
ratio. Table 2 shows that the retrieval ratio is satisfactory with mere 3 hash
tables. Table 3 shows the retrieval ratio under diﬀerent ﬁltering threshold δ. It
is obvious that δ=0.5 is a suitable threshold since a smaller δ decreases retrieval
ratio while a larger δ increases the computation cost. Under most of the cases
the retrieval ratio of LSH-PSC is only a little less than that of LSH-DP.
Table 2. Top-4 retrieval ratio under diﬀerent SC threshold ρ (3 hash tables, δ=0.5).
ρ

0.75

0.8

0.85

0.9

0.95

1.0

LSH-DP
LSH-PSC

0.928
0.856

0.955
0.892

0.982
0.937

0.982
0.946

0.991
0.964

0.991
0.982

Table 3. Top-4 retrieval ratio under diﬀerent ﬁltering threshold δ (3 hash tables,
ρ=0.9).

4

δ

0.1

0.3

0.5

0.7

0.9

LSH-DP
LSH-PSC

0.5945
0.604

0.973
0.914

0.982
0.946

1.0
0.977

1.0
0.98

Conclusions

We have proposed an audio indexing approach for query-by-content music information retrieval and evaluated it, focusing on instrument-generated melody
pieces that belong to the performance of the same music style (a popular band).
More speciﬁcally, we studied the eﬃcient organization of audio features by the
hashing method and put forward the partial sequence comparison scheme. Compared with the conventional DP (without hash), the retrieval speed is accelerated
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in three aspects: (1) Frame merge reduces the number of features of both the
query and the reference melodies. (2) With LSH a single query feature only indexes few of the reference features and the full pairwise comparison is avoided.
(3) Partial sequence comparison further decreases the comparison time by avoiding distance computation in the sequence comparison stage. The extensive evaluations conﬁrm the eﬀectiveness of the proposed algorithms. We also indicate
that even with only a few hash tables and relatively low ﬁltering threshold,
the retrieval with a sequence still has a high successful ratio. We can see some
possibilities to further improve the proposed approach, for example, realizing
query-by-content audio retrieval in ubiquitous environments.
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Abstract. During the European project Semantic HIFI, a new HIFI system with
innovative features was implemented. Among these features is an innovative
GUI for browsing inside the music structure. This particular feature was tested
during a set of user sessions. The very positive feedback did not conceal several
lacks pointed out by the users. For example, users pointed out difficulties to
understand the GUI and requested new advanced features. The corresponding
specification updates will lead toward a powerful semantic tool for structural
browsing including both advanced intra and inter audio structure browsing, as
well as P2P meta-data exchange possibilities.
Keywords: user sessions, intra and inter-document browsing, music structure
discovery, content-description, GUI, meta-data, P2P sharing.

1

Introduction

Semantic-HIFI is a European I.S.T. project dealing with the development of a new
generation of HIFI system. The Semantic-HIFI system offers innovative indexing,
browsing, rendering, performing, authoring and sharing features.
These features have been implemented in a hardware HIFI system (see Fig. 2) and
tested during a set of user sessions. The goal of these sessions was to validate and
further elaborate each of the proposed features. These sessions took place in Paris at
“La Villette – Cité des Sciences et de l’Industrie” in early July 2006. First sessions
were dedicated to basic features (such as browsing by editorial meta-data in a music
collection), last sessions to advanced features such as browsing inside a music track.
In this paper, we review the results of the later.
About twenty people subscribed to the sessions through either Ircam or “La
Villette – Cité des Sciences et de l’Industrie”. Eight of them participated to the
session on browsing inside a track. People had different backgrounds being either
sound professionals (three of them dealing with Hifi Sytem, multimedia or music
business) or standard HIFI systems end users (five of them). Each session lasted two
hours.
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2

Browsing inside a music track: concept and graphical interface

2.1

Representing music track by structure

Navigation into a music collection (browsing in a music database) has been the
subject of many researches since a decade. Browsing by artist, title, music genre or
years are now common features. The possibility to extract automatically the content
of a music track has recently opened new possibilities. Query by humming, search by
tempo, rhythm, key or by orchestration are new ways for searching music. All these
features, which are included in the HIFI system, however only concern what is called
“intra-document” navigation. Finally, the goal of the user is always to listen to a
music track. In most systems, this is always achieved using the old CD player
paradigm, i.e. with a start/ stop/ blind-forward/ blind-backward/ pause buttons and
displaying the time elapsed (remaining) since (to) the beginning (end) of the track.
A new listening paradigm, which allows the user to interact with the music content,
has been proposed in [1] [2] [3]. The old CD player interface is replaced by a map,
which represents the temporal structure of the music track. The user is then able to
browse in this representation by clicking on it (pointing with its finger in the case of
the touch-screen of the HIFI system). The structure represents similar musical events
(occurring at various times in a track) by similar visual elements. A chorus will be
represented by a specific rectangle and each occurrence of the chorus in the track will
be represented by the same rectangle.
Providing time indexes inside a music track is not a new idea. Indeed the first CDs
production already contained such information and the first CD players were able to
access these indexes (see [4] for a description of Red Book standard). The novelty
comes from the possibility to automatically extract these indexes using signal
processing algorithms and the possibility to visualize the corresponding structure in a
HIFI system.
In our HIFI system, the automatic extraction of the structure is done using a signal
processing modules developed at Ircam [1] [2] [3]. This module represents a track as
a succession of state. A state is defined as a set of contiguous times, which contains
similar acoustical information. Examples of this are the musical background of a
verse segment or of a chorus segment, which is usually constant during the segment.
The algorithm used by the module starts by representing a music track by a
succession of feature vectors over time. Each vector represents the local timbre
characteristics of the music track. Time-constrained clustering algorithms are then
used to provide the state representation from the succession of feature vectors over
time (see [3] for a full description).
The output of the module is stored in an XML file, which represents the various
segments by their location in the track (starting and ending time) and labels
(represented by numbers such as 1,2,3) describing the states they belong to.
This description provides a semantic of the structure of a music track however it
does not provide a semantic of each segment. Indeed, it is still difficult to assign a
semantic to each part (i.e. telling which number among the above 1,2,3 is the chorus
and which one is the verse) without making strong assumptions on the music genre
(such assumptions are in fact not justified for many tracks). The extracted structure is
then read by an advanced media player [5], which allows the user to interact with the
song structure during its listening (see Fig. 1)
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Similarity matrix
representation
Music track selection
Structure representation
as a piano roll

Navigation buttons

Fig. 1. Prototype of advanced media player (as proposed in [5]) displaying
the track similarity matrix (top part of the display) and the structure representation as a pianoroll (lower part of the display) for track Chumbawamba “Tubthumping” [EMI].

A specific version of this player has been developed for the Semantic-HIFI system.
This version has been developed using Adobe¤ Macromedia Flash technology. The
Semantic HIFI system relies on a Linux Debian DEMUDI kernel, graphical interfaces
of the system use Flash 7 version for Linux.
2.2

Interface for browsing inside a music track

Interface Requirements. This tool was designed not only to be compliant with the
HIFI system (see Fig. 2) touch-screen but also with the remote control of the system,
which is a PDA (see Fig. 3). It then had to be kept as simple as possible but still being
intuitive and efficient. The possible interaction between the GUI and the audio server
system would be handled via a bi-directional OSC [6] XML-socket, exchanging timebased meta-data for the current track.
The GUI is meant to propose a simple and intuitive display. This was achieved by
focusing on the structure representation part of Fig. 1 (provided in the XML file)
instead of the similarity matrix, balancing the loss of mathematical information with
the ergonomics and the comprehensibility. Each time a user wants to display the
structure of a given track, the corresponding XML file is loaded and the graphical
interface is dynamically created.

Fig. 2. The Semantic HIFI
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Fig. 3. The Semantic HIFI PDA Remote Control

Interface proposed. The visualization tool displays the track structure as an
audio/midi sequencer representation (see Fig. 4). Time is represented in the horizontal
axis.
Horizontal corridors represent the various states of the track (one corridor for state
1, one corridor for state 2 and so on). The number of corridors then corresponds to the
number of states used by the extraction module. Inside a corridor, a dark blue area
indicates the presence of this state during this period of time. Therefore, two areas in
the same corridor indicate two occurrences of the same state at various times. During
playing, a red cursor (vertical navigation bar) scrolls through time (like in a music
sequencer).
Clicking on the buttons allows to
skip by previous/next segments

Clicking on a number allows
to choose the number of
corridors used for the
segmentation

Clicking on a segment
starts the playing of
the track directly at the
beginning of the segment

Each corridor represents
the same musical information
(the verse corridor, the chorus corridor, ...).
A dark blue rectangle indicates the presence
of this information at this time

Fig. 4. HIFI system interface for browsing inside a music track. The track “Smells like teen
spirit” by Nirvana is represented using five states.

Interaction with the interface. Using this display, the user can perform a set of
actions.
x Click directly on a dark blue segment. In this case, the action performed is to
start playing the sound file at the beginning time code of the selected
segment. However, when reaching the end of the selected segments, the
sound file will go on playing.
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x

Click anywhere outside the dark blue segments. In this case, the action
performed is to start playing from the click position.
Four buttons are positioned on the top right corner of the display: “<<<”, “Previous”,
“Next” and “>>>”.
x

The buttons “Prev” and “Next” allow the user to skip back or forward to
neighboring segments whatever state they represent (jumping from verse to
chorus to bridge and so on)
x The buttons “<<<” and “>>>” allows the user to skip back or forward by
previous or next segment representing the same state (jumping from the first
verse to the second verse to third verse and so on).
The “Stop” button, in the top left of the display, stops the sound file.
The left part of the figure represents vertically the total number of states used for
the segmentation hence the number of corridors. “2” will represent the song using
only two corridors, “4” will use only four corridors. The larger this number is the
finer the time decomposition will be. For example, in Fig. 4, the user has chosen a
visualization using 5 states.
Button locations. The first elements one sees in a GUI are the ones located in the top
left area. In our interface, these elements are the ones related to the level of details
(number of states) of the segmentation. The user is therefore encouraged to compare
the various levels of segmentation. This favors the comprehensibility of the temporal
aspect of the horizontal axis: the grouping of similar segments into larger segments
(various parts of the chorus collected into a single segment).

3

Validation of the interface by user Sessions

3.1

Protocol

A five steps protocol was set up:
1. Introduction: the host introduces the whole system and the feature to be tested.
2. Presentation: the host explains the tasks the user will have to fulfill.
3. Experiments: the user goes through the tasks he's been asked to fulfill.
4. Discussion: the user reports his experience.
5. Report: the user fills two forms. The first one describes her/his musical
background (and other personal meta-data), the second describes her/his feeling
about the feature tested.
Eight users tested the browsing inside a track feature. Only one music track was
tested [Nirvana “Smells like teen spirit”] [7]. During the whole process, a video
camera was shooting what seemed to be the most important moments such as
approvals, criticisms or remarks made by any user in order to produce a highlighting
movie of the test sessions.

91

3.2

User Feedback and Specification updates

All users found the feature interesting and useful. It was thought very innovating.
However, some ergonomics and comprehensibility lacks were pointed out and
suggestions were proposed in order to improve the feature. These are summarized
into Table 1. Following, is a discussion on each comment and proposal.
Table 1. User proposals as revealed by the form
Feature Ergonomics
Weak point specified by users
Users proposal
The users could assign a label to
Structural parts are not labeled.
each block of the structure
Exchange structures by the mean of
the sharing system (with their names)
(made by the author himself or by
end-users).
Assign a color or a spectral
Structural parts are not
representation to each block.
distinguishable enough.
Add a timeline with tempo
annotation.

Labeling. As expected, the first comment pointed out by the user concerns the lack of
semantic information about the various segments provided by the algorithm. “Which
one is the chorus, the verse, the bridge…?”. After explaining that the extraction
module could not provide this information (see above), the users have expressed the
need to tag this semantic information her/himself. As proposed by users, labeling
could lead to two possibilities. The first one is to assign manually a label to a given
corridor (assign the name “chorus” or “verse” to a corridor). The second one is to
manually highlight one segment in a song (in this case the highlighted segment is not
necessarily repeated) and assign to it a label. This would allow users to browse inside
several tracks simultaneously and allows linking different segments from different
songs or from various performances. One could then play and compare for instance
the same chorus from different performances. This would lead to a semantic
cartography of a whole music database based on intra-document structures.
Sharing. As suggested by one user it makes sense to exchange such labels between
users. This means using a meta-data exchange mechanism such as P2P 1 . We propose
here a framework for such structure annotation exchange network.
At the present time, different users run on their own HIFI system the same contentextraction algorithms (among which the extraction of the structure) often on the same
songs. In order to speed up the access to this structural information, it was thought
that the sharing of meta-data could handle the structure extracted. The meta-data
related to the semantic of the structure could then also be shared through different
users. When one looks for these meta-data, one must be able to rely on the fact that
this structural information has been extracted from the same song and with the same
extractor as its own. The first certification can be achieved using an audio fingerprint
1

P2P is already the base of the Semantic HIFI system meta-data exchange mechanism.
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mechanism. For the second, it is foreseen to include the extractor name and version
into shared meta-data. This implies the implementation of several features:
1. An authoring tool for structural meta-data specifications. This tool could first be
foreseen as a labeling tool and then enhanced for further meta-data associations
such as historical, cultural meta-data ... The most simple way to handle this
would be to add an edition mode to the current GUI.
2. A sharing meta-data model enhancement that would add these structural metadata to the previously designed project model.
3. A method for retrieving these meta-data from the sharing system based on audio
fingerprinting.
Comprehensibility. Another comment concerns the comprehensibility of the
provided representation of the segmentation. Several proposals were made in order to
improve ergonomics, such as adding a timeline with tempi (or just beat marking).
This would be however difficult to achieve since this would imply drawing 480 beat
markers for a 4 minutes track at 120 bpm. Another suggestion was to add a visual
dimension to the segments such as different visual icons for various states.
Authoritative segmentation and authoritative semantic description was also
suggested: the possibility to get ‘listening guides’ of music track structure made by a
qualified person such as the composer, a musicologist … This would reinforce the
sharing option previously discussed. It would also be seen by users as a starting point
for personal labeling.
Editing. Some editing features were requested by users. The first feature is the ability
to re-order vertically the corridors. The second is to be able to shift horizontally the
proposed boundaries of the segments (when the user does not agree with the
extraction module) to add new segments or delete them 2 . This would lead finally to a
completely user-defined inner structure. Several requests focused on being able to
compare various segmentations together: display simultaneously segmentation with
various numbers of states. This would require somewhat of a visual transparency
mechanism. Another request was the possibility to compare two segments from
different songs. This would imply including a way to link segments in our system.
This would create the possibilities described in the 'labeling' section, and new
possibilities of ‘segments playlist’ mechanism inside one or several track structures,
and to some internal remix features according to the segmentation.

5

Conclusion

In this paper we have reported on user sessions of the browsing inside a music track
interface of the Semantic-HIFI system. These user sessions revealed high
expectations for a feature like this. User suggestions revealed that this tool could be
used for many different applications: music summary, intra-document segment
comparison; performance studies, inter-document segment comparison, segment
2

Considering that some users did not agree on the proposed segmentation, we asked them
explicitly if, despite they do not agree with the proposed segmentation, they found it useful.
The answer was unanimously yes.
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playlist generation, segment annotation tool. Considering the scale of this user test it
should be noted that the present results are to be taken with precaution. It appears that
P2P network would be the appropriate tool to allow developing these features. It
seems obvious that additional use of textual meta-data P2P sharing and new browsing
features -as previously described- will be leading to some powerful features for
semantic inner browsing.
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Music Warehouses:
Challenges for the Next Generation of
Music Search Engines
François Deliège and Torben Bach Pedersen
Aalborg University

Abstract. Music Information Retrieval has received increasing attention from
both the industrial and the research communities in recent years. Many audio
extraction techniques providing content-based music information have been developed, sparking the need for intelligent storage and retrieval facilities. This paper proposes to satisfy this need by extending technology from business-oriented
data warehouses to so-called music warehouses that integrate a large variety of
music-related information, including both low-level features and high-level musical information. Music warehouses thus help to close the “semantic gap” by supporting integrated querying of these two kinds of music data. This paper presents
a number of new challenges for the database community that must be taken up to
meet the particular demands of music warehouses.

1

Introduction

The tremendous growth of digital music available on the Internet has created a high
demand for applications able to organize and search in large music databases. Thanks
to new digital music formats, the size of personal music collections often reaches up
to thousands of songs and large online music stores and online radios are becoming
very popular. However, current search tools still remain very limited: popular search
engines only provide searches based on external annotations, but to offer truly natural
and intuitive information retrieval, search and query into the primary media is required.
These needs have given further impulse to the development of new methods for music
information retrieval and research on digital music databases.
Companies have always spent a considerable amount of money and efforts to ensure proper storage and management of their business information in order to answer
questions about sales, production, or any operation relevant to their particular business
concerns. Therefore, in large companies, each operational unit has always gathered, on
a regular basis, various pieces of knowledge using a number of systems. Unfortunately,
these systems have usually been provided by different vendors over a long period of
time and are based on different technologies and terminologies which often make integration a major problem. This integration is, however, needed when it comes to answering questions implying data from different operational units. For example, in order to
determine the proﬁtability of a given product, data from sales and production needs to
be combined. Another example is trend analysis that requires combining the budget and
the performance information over time. To solve this centralization problem, the data
Learning the Semantics of Audio Signals (LSAS) 2006
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warehousing approach integrates data coming from the various operational units into
one common data store, referred to as the data warehouse (DW), optimized for data
analysis purposes.
The data warehousing approach has already demonstrated its strengths in the business context and has been widely used as a solid ground for On-Line Analytic Processing (OLAP) systems. OLAP systems allow queries such as calculating the proﬁtability
of products categories over the years to be answered “live”. At the same time, such
systems, regardless of the database management system used, have commonly adopted
the same conceptual multidimensional view of data.
In other contexts, however, applications call for more complex data structures than
the ones proposed in the classical multidimensional data model. One such domain is
music classiﬁcation and retrieval. Automated classiﬁcation of song descriptors, computer or manually generated as in the Music Genome Project (http://www.pandora.
com/mgp.shtml), has already received a lot of attention from the signal processing and
machine learning research communities as well as from private companies. Also, the
database community has shown an increasing interest in creating new indexes able to
search among large amount of complex data such as music content descriptors. However, to the best of the authors’ knowledge, no work has been reported so far concerning
the management of musical information using multidimensional models.

Fig. 1. The key role of an MW

Music Warehouses (MWs) are dedicated DWs optimized for the storage and analysis of music content. They provide the advanced framework necessary to support semantic tools able to close the gap between audio features and contextual representations. In
particular, the multidimensional view of data commonly adopted in DWs facilitates the
understanding of the mapping between low-level features and high-level representations. Also, the summarization features integrated in multidimensional models present
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a prominent advantage. As pictured in Figure 1, MWs will play the key role of centralizing and integrating all music information pieces together. In order to capture the context of a song, MWs will use an advanced data model and its query language. Thanks
to speciﬁcally designed query optimizations fast responses time will be ensured. The
unequaled amount of music information available through MWs will be accessible to a
large variety of clients, from personal music players to large music label companies.
The main focus of this paper is to identify and describe the various new challenges
to multidimensional database models in the music classiﬁcation ﬁeld. The music world
requires more powerful data model constructs than the ones offered by traditional multidimensional modeling approaches. However, the issues discussed here are not conﬁned
to the music domain but will ﬁnd applications in other contexts.

2

Related Work in Databases

In [4], Downie et al. describe a secure and collaborative framework for evaluating music
information retrieval algorithms. Little attention has been paid so far to the storage issues of audio features in DWs. A more traditional approach is to use classical relational
models such as the one proposed by Rubenstein that extends the entity-relationship
data model to implement the notion of hierarchical ordering, commonly found in musical data [14]. Through some examples, Rubenstein illustrates how to represent musical
notation in a database using the extensions he introduces, but no detailed data types and
operations are given. A multimedia data model, following the layered model paradigm
that consists of a data deﬁnition layer, a data manipulation layer, a data presentation
layer, and a control layer, is presented in [17], but no query language is proposed. Finally, a music data model with its algebra and query language is presented in [16].
The data model is able to structure both the musical content and the metadata but does
not address performance optimization issues. However, none of these models adopt a
multidimensional approach by representing data in cubes, a very convenient structure
for performing on-the-ﬂy analysis on large volume of data that has already proved its
strengths in DWs [12].
DWs ﬁrst appeared in the business context to integrate data from different operational units together and provide complete understanding and better coverage of the
business matters. Driven by the market, academic research quickly showed interest in
the topic. A major focus from both worlds has always been to support OLAP functionalities together with good performance. Research was performed on both conceptual and physical levels and has led to the creation of many different multidimensional
models and OLAP systems. Multidimensional models can be divided into 3 categories:
simple cube models, structured cube models and statistical object models [13]. OLAP
systems have mainly been implemented using two technologies: Relational OLAP (ROLAP), based on a Relational DataBase Management Systems (RDBMS) [8], and Multidimensional OLAP (MOLAP), based on a dedicated Multidimensional DataBase Management Systems (MDBMS) [15]. Proper identiﬁcation of the requirements of music
classiﬁcation systems is a ﬁrst step to determine which conceptual and physical data
warehouse elements are the best suited to take up the challenges offered by MWs.
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3
3.1

Musical Classiﬁcation
Musical Metadata

The music industry needs musical classiﬁcation. While various classiﬁcations exist, no
real consensus seems to have emerged. Music retailers, music labels, copyright companies, radio stations, end users, etc., have all designed their own taxonomies. Music
retailers taxonomies, for example, that are aimed at guiding consumers in shops, are
made up of four levels alphabetically ordered: global musical categories, subcategories,
artist names, and album names. Even among the same group of interest, e.g., online
music portals, inconsistencies are easy to ﬁnd. One notable source of inconsistencies is
the use of different kinds of metadata.
Metadata is commonly used in the research ﬁeld of audio mining covering areas
such as audio classiﬁcation and retrieval. Literally “data about data”, metadata is deﬁned as information about another set of data. In his work on musical knowledge management [9], Pachet classiﬁes musical metadata into three categories depending on the
nature of the source from where the information can be extracted.
In the audio context, metadata elements such as the title, the composer, the performer, the creation date and the publisher of a song are the most commonly used. They
are referred to as editorial metadata and give authoritative information provided mostly
manually by experts. Editorial metadata covers a wide range of information, from administrative to historical facts.
Cultural metadata is deﬁned as knowledge produced by the environment or culture
resulting from an analysis of emerging patterns, categories or associations from external
sources of documents. Typical methods for generating such information are to use radio
station play-lists to ﬁnd correlations between songs or to crawl music web sites to gather
word associations. An example of cultural metadata is the list of the most common
terms associated with a given artist. Many online music stores, e.g., Amazon.com, are
using cultural metadata based on user recommendations, a well-known collaborative
ﬁltering technique.
Acoustic metadata is the third category of music information. Acoustic metadata
is deﬁned as purely objective information obtained solely through an analysis of the
audio content of the music. However, acoustic metadata remains dependent on the internal primary support of the musical information. While numerous approaches exist on
what acoustic features to retain and how to select these features, they can primarily be
separated into two classes: symbolic representation (MIDI) and acoustic representation
(WAV, MP3). In the symbolic representation, the features usually refer to pitch, rhythm,
or their variations, while in the acoustic representation the most common features are
produced by time analysis, spectral analysis and wavelet analysis.
Physical metadata, a new fourth category of metadata, is deﬁned as information directly related to the medium holding the music. Contrarily to cultural metadata, physical
metadata is not produced by external elements such as the culture but rather provides
information on the physical storage characteristics and its related practical constraints.
A naive example would be the location of a music ﬁle on a computer, a possibly helpful
piece of knowledge about the user’s classiﬁcation. Physical metadata includes information such as the type of medium, e.g., a CD or a vinyl record, the kind of media, e.g.,
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a music or a video clip, the format of the source, e.g., PCM or MP3, the compression
used, e.g., lossless or lossy compression, etc. Physical metadata contains a lot of useful
information in the context of an online music store where, for example, customers, depending on the speed of their internet connection, might want to buy video clips, music
with high sound quality or music with lower sound quality.
Together, the four categories of metadata reﬂect the song context that can only be
captured by a large quantity of metadata, possibly of high dimensionality and using
heterogeneous units. Along with musical descriptions, methods to uniquely identify
pieces of music are needed. Various robust audio ﬁngerprint techniques have been developed to allow audio identiﬁcation of distorted sources. Such techniques have already
been successfully implemented in some systems such as the Moodlogic Music Browser
(http://www.moodlogic.com/).
3.2

A Case Study of Musical Management

The case study illustrates the special demands of MWs. An ER diagram of the case is
shown in Figure 2 using the notation of [5]. It pictures at a conceptual level the data
model and is, therefore, not represented using a star-schema.
The song is the most important entity type, as indicated by the placement in the
center of the diagram. A song is uniquely deﬁned with an song identiﬁer (SID) and has
additional attributes such as Title, Length, Format, all of which are considered to be
static. Audio ﬁngerprints allow the song to be identiﬁed uniquely based on its audio
content and independently of its storage format. A song has many relationships with
other entities, whose purposes are to describe the song. These other entities might be
viewed as dimensions and are shared by all songs.
First, a song can be characterized by its editorial information. Each song is authored
by one or more composers and can be played by one or more performers. Both composers and performers are artists and are identiﬁed using their scene name along with
some biographic elements. Performers usually form bands together. Each band is identiﬁed with a name and has at least one time interval in which it existed. Performers may
join or leave the band without the band being dissolved. Bands are able to dissolve and
reunite multiple times. A song is published by a music editor at a given time, either in a
single or in album identiﬁed by a name, using distribution channels such as web radios,
music television channels, online music stores, etc.
Second, using collaborative ﬁltering and user proﬁles, the cultural context surrounding a song can be depicted. Co-occurrence analysis is performed by tracking user playlists and by crawling the web [3]. Each time a song is played, the previously played
song is stored, so that the list of a user’s most frequently played songs after a given
one can be inferred. A user is uniquely identiﬁed using a user identiﬁer (UID). Each
user has a location, a date of birth, a language attribute, and possibly a music proﬁle.
The music proﬁle stores which descriptors a user values the most. A music proﬁle is
deﬁned on a user basis and is composed of a list of weights corresponding to the music
descriptors. Based on the user music proﬁles, groups of similar proﬁles can be formed.
Music proﬁle groups link users that seem to have the “same ear”, i.e., using the same
criteria. Similar musical proﬁles, i.e., users identiﬁed as having the same musical tastes,
can be grouped together into musical audiences.
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Fig. 2. Case study of an MW

Third, a song is described with acoustic information. For each song, acoustic features can be extracted using an extraction method and its parameters. Each acoustic
feature is characterized by a unique pair of an extraction method and its parameters.
Finally, each song is stored using at least one physical medium, e.g., a ﬁle where
the sound data has previously been encoded in one of the well known encoding formats
such as MP3, WMA, or OGG. Each ﬁle is given a unique ﬁle identiﬁer (FID), and is
characterized by an identiﬁcation tag such as a hash-key that permits to search if a ﬁle
is already present, an audio format representing the encoding format of the sound, its
size, its quality, etc.
Figure 3 presents the music features at a higher abstraction level. The various features capturing the song context are all considered as descriptors regardless of the category of musical metadata they belong. Descriptors are represented in the center of the
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Fig. 3. High level features in an MW

ﬁgure as they are the most important entity type. Each descriptor is identiﬁed uniquely
by its name. Multiple descriptors can be grouped together to form fused descriptors.
Each song should be represented using as many descriptors as possible. Each descriptor
has a weight reﬂecting its importance to each user. Finally, each descriptor should have
at least one similarity function attached to it. Similarity functions allow comparison between values of a given descriptor for different songs. Once the descriptor similarities
between two songs have been calculated, they can be computed into a general similarity
value using the user weights.

4

Challenges for MW

One of the most prominent demands for MWs is the creation of a data model supporting more complex modeling constructs than classical multidimensional models, while
keeping their strengths for decision support, i.e., including the full generality of ER
models would be a turn back. The data model should provide integrated semantic support for the demands that follow.
Time series:
Many acoustic descriptors, such as the beat or the pitch, can be represented as multidimensional vectors at successive time points. Unlike typical DW facts, these types
of data clearly yield no meaning when summed up. Other standard aggregation operators such as MIN, MAX and AVG do apply, but real demands are for more complex
operations, such as standard deviation and other statistical functions that are useful for
the similarity functions that underlay music queries. The data model should include
operators allowing to cut, add, and compare time series along with aggregation operators enabling modiﬁcations of the sampling frequency of the time series. Furthermore, the model should support irregular time series in which samples are separated by
non-uniform time intervals. Finally, it should be possible to use the above-mentioned
advanced temporal concepts wherever meaningful.
Standards compatibility:
Many different formats are used to store music. While acoustic formats, e.g., MP3,
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OGG, WAV, contain information about the audio wave transmitted, symbolic formats,
e.g., MusicXML, Humdrum, Guido, represent high level encoding information such as
the duration and the intensity of the notes. The current trend for representing audio
content description is to use the symbolic MPEG-7 standard in XML format [7]. The
MW should be able to integrate a number of different standards such as MPEG-7 and
capture data into its multidimensional model.
Data imperfections:
In addition to the editorial, acoustic and cultural metadata, physical metadata, such as
sampling frequency and format, could also be integrated in an MW to provide knowledge about the source quality. For example, a statistical measure of correctness could
be applied to the title of songs with regards to where the information comes from, e.g.,
an original CD, a peer-to-peer sharing network, or simply missing information. Furthermore, given the large variety of music formats that support audio content, all automated
extraction methods may not always be applicable or may apply with various degrees of
precision, creating imperfections into the MW descriptors. Together, physical information and knowledge of imperfections should enable quality-of-service in MWs.
Precision-aware retrieval:
Precision-aware retrieval at the query processing stage is another aspect of quality-ofservice in MWs. Indeed, certain queries performed in an MW do not require exact
answers. Rather rough approximations would be sufﬁcient. For example, nearest neighbors queries, such as the ranking of the k nearest neighbors of a given song, do not
focus on the exact position of each song compared to a given one, but rather on coarser
notion of distance, such as very close, close, or far. The exact granularity of the answer
should not be ﬁxed but rather determined either implicitly by an appropriate algebra,
or explicitly in the query. Queries including the notion of ranking, referred to as Top-K
queries, are very frequent in DWs. At the query processing level, optimizations can be
performed in order to drastically improve the response time. Operators such as ranked
selection and ranked joins use speciﬁc algorithms that have already demonstrated their
usefulness for relational models. In MWs, however, Top-K queries require ranking at
a coarse level of granularity where elements need to be ordered only in subsets, e.g.,
very close, close and far. A third aspect of quality-of-service in MWs is the response
time. Time consuming queries, such as music comparison and nearest neighbor, spark
the need for new techniques able to trade fast response time for precision. Query answers need to take the form of streams, updated progressively with more precise and
reliable information. For example, asking what the common characteristics of a set of
songs are could result in the immediate creation of a stream of music characteristics in
their high-level representation, starting with coarse similarities and progressively reﬁning similarities as the query processing continues.
Many-to-many relationships:
In traditional multidimensional models, facts are linked to the base elements of the dimensions using one-to-many relationships. Three classic alternatives exist to encode
many-to-many relationships using multidimensional modeling: traditional dimensions,
mini-dimensions, and snowﬂaking. Using traditional dimensions, all the possible combinations of artists are created. Since the number of combinations grows at an exponential rate when adding artists, this solution quickly becomes infeasible. Limiting the
102

enumeration to only the combinations actually used still leads to a large number of dimension records. Using mini-dimensions with one dimension for each possible artist
will lead to a large number of dimensions, causing performance problems. Finally,
snowﬂaking offers no advantage over traditional dimension as the number of basic elements would remain equal. Classical multidimensional models are able to capture the
fact that an artist can perform many different songs but not the fact that multiple artists
can perform together in a single song. Counting how many titles where performed by
either artist A or B, becomes a dreadful task if we consider that songs performed by both
artists should only be counted once. Instead, the intended behavior should be directly
captured by the schema.
Versioned irregular hierarchies:
An essential step when approaching the music classiﬁcation ﬁeld is to understand the
many issues related to how culture and sub-groups deﬁne musical categories, construct
taxonomies and form interrelationships between categories. These issues have been discussed in the work of Fabbri [6], Brackett [2], Pachet and Cazaly [10], Aucouturier and
Pachet [1], just to mention a few. From a data warehouse point of view, the taxonomies
presented shared common properties. In a multidimensional database, a dimension hierarchy is said to be: strict, if all dimension values have no more than one direct parent, onto, if the hierarchy is balanced, and covering, if no containment path skips a
level [11]. It is clear that, e.g., in a genre dimension, the hierarchy would be non-strict,
non-onto and non-covering. However, this is not sufﬁcient. Since very little consensus exists between taxonomies, the techniques already existing for slowly changing
dimensions in multidimensional databases may not be appropriate. Instead, MWs require support for versioning abilities, mimicking software versioning systems such as
CVS (http://www.nongnu.org/cvs/) or Subversion (http://subversion.tigris.org/), where
different hierarchies could coexist and evolve. A versioned genre hierarchy that, for example, deﬁnes a classiﬁcation of the genre dimension for different user proﬁles, will
create a need for new database operators enabling comparison of the hierarchies between users and their evolution over time.
Fuzzy hierarchies:
Non-strict hierarchies, i.e., hierarchies supporting elements having multiple parents, allow different paths to be followed when performing roll-up operations. In the classical
example of the time dimension, days can be rolled-up into months and in turn into
years. Similarly, days can be rolled-up into weeks by following a different path since
there are overlaps between week–month and week–year precision levels. While nonstrict hierarchies are useful, they are very artiﬁcial in this precise case where a linear
path composed of overlaps, day–week–months–years, may seem more intuitive. Fuzzy
hierarchies enable children to belong to multiple parents with various degrees of afﬁliation, e.g, week 5 of year 2006 has a degree of afﬁliation of 2/7 to January and 5/7
to February. While fuzzy hierarchies are not required to handle typical DWs demands,
they become unavoidable for MWs in order to represent complex hierarchies such as
the genres. Sub-genres would belong to genres to a certain degree, e.g., the genre JazzRock could belong to 60% to Jazz and 40% to Rock, a notion that multidimensional
data models have not been able to fully capture so far.
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Navigation in n-dimensional space:
The mental representation of songs as objects in an n-dimensional space is not new in
the ﬁeld of music classiﬁcation. Far from being purely a dream, projects such as MusicMiner (http://musicminer.sourceforge.net/) already offer a two-dimensional mapping
of personal music collections. It is therefore very tempting to enrich the MW data model
with multidimensional navigation features such as notions of neighborhood, intersections, landscape, fuzzy borders, etc. In such a space, a play-list can be seen as a journey
from one song to another. Automatic play-list generation could be as like car navigation systems able to recommend some itineraries with notions of primary and secondary
roads to reﬂect the musical tastes of the user.
Aggregates for dimensional reduction:
A very challenging aspect of MWs is the high number of dimensions used, songs can be
described using several hundred dimensions, hence, urging the need for efﬁcient ways
to aggregate this massive amount of information in useful ways. The traditional multidimensional approach is to reduce dimensionality by using projection, i.e., throwing
out dimensions by omitting pieces of available information. Instead, by using fused dimensions, many dimensions, such as the rhythm, the notes, and the loudness could be
summarized into a more general one, reﬂecting the overall melody of the songs. Using
aggregates for dimensional reduction clearly offers many advantages as the complexity of the data is reduced, while the essence is maintained. The MW should provide
efﬁcient techniques to reduce or increase the number of dimensions.
Integration of new data types:
The musical world does not only deal with audio but also embraces a lot of external
multimedia content. New bands often aim to increase their audience by creating interactive web sites, video clips, attractive CD covers, etc. MWs should be able to deal with
such information, as not including these non-audio additions is neglecting an increasingly important part of the musical experience of the audience. Interactive web sites,
for example, often make extensive use of embedded application such as Flash. These
applications offer biographies, an agenda of next concerts, rumors and forums to users.
MWs should provide users such pieces of information. It should be possible to deﬁne
speciﬁc extractors for the applications and to perform analysis on the extracted features.
MWs should be able to handle queries requiring partial integration of the applications,
e.g., obtaining the list of Madonna’s next concerts.

5

Conclusions

Inspired by the previous successes of DWs in business integration issues and on-the-ﬂy
analytical demands, this paper proposes the development of MWs which are centralized
data stores based on the data warehousing approach and optimized to answer the fastsearch needs of future large music information retrieval systems.
Previous work on musical classiﬁcation has shown multiple sources of inconsistencies between ontologies. One source of these inconsistencies is the use of different
musical facets when describing a song. These facets can be described using musical
metadata. Four high-level categories of metadata are identiﬁed and brieﬂy described:
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editorial, cultural, acoustic and physical metadata. Using these four categories, a case
study of musical database management is presented.
Ten exciting challenges offered by MWs for the existing DWs are identiﬁed. While
these challenges originate from the requirements music classiﬁcation systems, they are,
however, not conﬁned to this area. In particular, data imperfections, precision-aware
retrieval using coarse Top-K queries or streams, versioned irregular hierarchies and
fuzzy hierarchies are new and relevant to the general database research community.
Work on these challenges will be pursued in order to support the successful integration of DWs in the musical world. In particular, research on fuzzy hierarchies is
currently been conducted in order to be able to classify a song in multiple musical genres. At a later stage, the responses to these challenges will ﬁnd applications in other
contexts.
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Abstract. This article addresses the problem of recognizing acoustic
events present in unconstrained input. We propose a novel approach
to the processing of audio data which combines bottom-up hypothesis
generation with top-down expectations, which, unlike standard pattern
recognition techniques, can ensure that the representation of the input
sound is physically realizable. Our approach gradually enriches low-level
signal descriptors, based on Continuity Preserving Signal Processing,
with more and more abstract interpretations along a hierarchy of description levels. This process is guided by top-down knowledge which provides
context and ensures an interpretation consistent with the knowledge of
the system. This leads to a system that can detect and recognize speciﬁc events for which the evidence is present in unconstrained real-world
sounds.
Key words: real-world sounds, sound recognition, event perception,
ecological acoustics, multimedia access, Continuity Preserving Signal Processing, Computational Auditory Scene Analysis.

1

Introduction

Suppose you claim you have made a system that can automatically recognize the
sounds of passing cars and planes, making coﬀee, and verbal aggression, while
ignoring sounds like speech. People might react enthusiastically and ask you for
a demonstration. How impressive would it be if you could start-up a program on
your laptop, and the system recognizes the coﬀee machine the moment it starts
percolating? You might then bring your laptop outside where it starts counting
passing cars and it even detects the plane that takes oﬀ on a nearby airﬁeld. In
the meanwhile you tell your audience that the same system is currently alerting
security personnel whenever verbal aggression occurs at public places like train
stations and city centers. Your audience might be impressed, but will they be
as impressed if you show a system that works with sound recorded in studio
conditions but that does not work in the current environment? Or that only
works in the absence of other sound sources, or only when the training data base
is suﬃciently similar to the current situation, which it, unfortunately, is not?
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Apart from the coﬀee machine detector, detectors similar to those described
above are actually deployed in the Netherlands by a spin-oﬀ of the University
of Groningen called Sound Intelligence [16]. But although these systems reliably
monitor the activities in a complex and uncontrollable acoustic environment,
they require some optimization to their environment and cannot easily be extended to recognize and detect a much wider range of acoustic events or to reason
about their meaning.
The one system that does have the ability to function reliably in all kinds of
dynamic environments is, of course, the human and animal auditory system. The
main attribute of the natural auditory system is that it deals with unconstrained
input and helps us to understand the (often unexpected) events that occur in
our environment. This entails that it can determine the cause of complex, uncontrollable, in part unknown, and variable input. In the sound domain we can
call this real-world sound recognition.
A real-world sound recognition system does not put constraints on its input:
it recognizes any sound source, in any environment, if and only if the source is
present. As such it can be contrasted to popular sound recognition approaches,
which function reliably only with input from a limited task domain in a speciﬁc acoustic environment. This leads to systems for speciﬁc tasks in speciﬁc
environments. For example, a study by Defréville et al. describes the automatic
recognition of urban sound sources from a database with real-world recordings
[6]. However, the goals of our investigation do not allow for the implicit assumption made in Defréville’s study, namely that at least one sound source on which
the system is trained is present in each test sample.
Apart from being able to recognize unconstrained input, a real-world sound
recognition system must also be able to explain the causes of sounds in terms of
the activities in the environment. In the case of making coﬀee, the system must
assign the sounds of ﬁlling a carafe, placing the carafe in the coﬀee machine, and
a few minutes later the sound of hot water percolating through the machine, to
the single activity of making coﬀee.
The systems of Sound Intelligence approach the ideal of real-world sound
recognition by placing minimal constraints on the input. These systems rely on
Continuity Preserving Signal Processing, a form of signal processing, developed
in part by Sound Intelligence, which is designed to track the physical development of sound sources as faithfully as possible. We suspect that the disregard of
a faithful rendering of physical information of, for example, Short Term Fourier
Transform based methods, limits traditional sound processing systems to applications in which a priori knowledge about the input is required for reasonable
recognition results.
The purpose of our research is the development of a sound processing system
that can determine the cause of a sound from unconstrained real-world input
in a way that is functionally similar to natural sound processing systems. This
paper starts with the scientiﬁc origins of our proposal. From this we derive a
research paradigm that describes the way we want to contribute to the further
development of a comprehensive theory of sound processing on the one hand,
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and the development of an informative and reliable sound recognition system
on the other hand. From this we spell out a proposal for a suitable architecture
for such a system from an example of a coﬀee making process. Finally we will
discuss how our approach relates to other approaches.

2
2.1

Real-World Sound Recognition
Event Perception

Ecological psychoacoustics (see for example [10, 9, 18, 3]) provides part of the
basis of our approach. Instead of the traditional focus on musical or analytical
listening, in which sensations such as pitch and loudness are coupled to physical properties such as frequency and amplitude in controlled experiments (for
a short historical overview, see Neuhoﬀ [13]), ecological psychoacousticians investigate everyday listening, introduced by Gaver [9]. Everyday or descriptive
listening refers to a description of the sounds in terms of the processes or events
that produced them. For example, we do not hear a noisy harmonic complex in
combination with a burst of noise, instead we hear a passing car. Likewise we
do not hear a double pulse with prominent energy around 2.4 and 6 kHz, but
we hear a closing door. William Gaver concludes:
“Taking an ecological approach implies analyses of the mechanical physics
of source events, the acoustics describing the propagation of sound through
an environment, and the properties of the auditory system that enable us
to pick up such information. The result of such analyses will be a characterization of acoustic information about sources, environments, and
locations which can be empirically veriﬁed.” ([9], p. 8)
Gaver links source physics to event perception, and since natural environments are, of course, always physically realizable, we insist on physical realizability within our model. This entails that we aim to limit all signal interpretations
to those which might actually describe a real-world situation and as such do not
violate the physical laws that shape reality.
Physical realizability, as deﬁned above, is not an issue in current low-level
descriptors [5], which focus on mathematically convenient manipulations. The
solution space associated with these descriptors may contain a majority of physically impossible, and therefore certainly incorrect, signal descriptions. In fact,
given these descriptors, there is no guarantee that the best interpretation is physically possible (and therefore potentially correct). For example, current speech
recognition systems are designed to function well under speciﬁc conditions (such
as limited background noise and adapted to one speaker). However, when these
systems are exposed to non-speech data (such as instrumental music) that happen to generate an interpretation as speech with a suﬃciently high likelihood,
the system will produce nonsense.
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2.2

Continuity Preserving Signal Processing

We try to ensure physical realizability of the signal interpretation by applying Continuity Preserving Signal Processing (CPSP, [2, 1]). Compared to other
signal processing approaches CPSP has not been developed from a viewpoint of
mathematical elegance or numerical convenience. Instead it is a signal processing
framework designed to track the physical development of a sound source through
the identiﬁcation of signal components as the smallest coherent units of physical
information. Signal components are deﬁned as physically coherent regions of the
time-frequency plane delimited by qualitative changes (such as on- and oﬀsets
or discrete steps in frequency). Although CPSP is still in development, indications are that it is often, and even usually, possible to form signal component
patterns that have a very high probability to represent physically coherent information of a single source or process. This is especially true for pulse-like and
sinusoidal components, such as individual harmonics, for which reliable estimation techniques have been developed [2]. For example, estimated sinusoidal signal
components (like in voiced speech) signify the presence of a sound source which
is able to produce signal components with a speciﬁc temporal development of
energy and frequency content. This analysis excludes a multitude of other sound
sources like doors, which are not able to produce signal components with these
properties; the system is one step up toward a correct interpretation.
CPSP is a form of Computational Auditory Scene Analysis (CASA). Modern
CASA approaches typically aim to identify a subset of the time-frequency plane,
called a mask, where a certain target sound dominates [17, 4]. The advantage of
such a mask is that it can be used to identify the evidence which should be
presented to a subsequent recognition phase. One major disadvantage is that
it requires a hard decision of what is target and what not before the signal is
recognized as a certain instance of a target class. In contrast, CPSP does not
aim to form masks, but aims to identify patterns of evidence of physical processes that can be attributed to speciﬁc events or activities. CPSP is based on
the assumption that sound sources are characterized by their physical properties, which in turn determine how they distribute energy in the time-frequency
plane E(f, t). Furthermore it assumes that the spatio-temporal continuity of the
basilar membrane (BM) in the mammalian cochlea, where position corresponds
to frequency, is used by the auditory system to track the development of physically coherent signal components. Typical examples of signal components are
pulses, clicks, and bursts, or sinusoids, narrowband noises, wavelets, and broadband noises. A sinusoid or chirp may exist for a long time, but is limited to a
certain frequency range. In contrast pulses are short, but they span a wide range
of frequencies. Noises are broad in frequency, persist for some time, and show a
ﬁne structure that does not repeat itself.
CPSP makes use of signal components because they have several characteristics which are useful for automatic sound recognition: The ﬁrst characteristic
is the low probability that the signal component consists of qualitatively different signal contributions (for instance periodic versus aperiodic), the second
is the low probability that the signal component can be extended to include a
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larger region of the time-frequency plane without violating the ﬁrst condition,
and the third is the low probability that the whole region stems from two or
more uncorrelated processes. Together these properties help to ensure a safe and
correct application of quasi-stationarity and as such a proper approximation of
the corresponding physical development and the associated physical realizability.
Signal components can be estimated from a model of the mammalian cochlea
[7]. This model can be interpreted as a bank of coupled (and therefore overlapping) bandpass-ﬁlters with a roughly logarithmic relation between place and
center-frequency. Unlike the Short Term Fourier Transform, the cochlea has no
preference for speciﬁc frequencies or intervals: A smooth development of a source
will result in a smooth development on the cochlea. A quadratic, energy-domain
rendering of the distribution of spectro-temporal energy, like a spectrogram, results from leaky integration of the squared BM excitation with a suitable time
constant. This representation is called a cochleogram and it provides a rendering
of the time-frequency plane E(f, t) without biases toward special frequencies or
intervals ([2], chapter 2). Although not a deﬁning characteristic, signal components correspond often to the smallest perceptual units: it is usually possible
to hear-out individual signal components, and in the case of complex patterns,
such as speech, they stand out when they do not comply with the pattern.
2.3

An Example: Making Coﬀee

Figure 1 shows a number of cochleograms derived from a recording of the coﬀee
making process in a cafeteria1 . The upper three cochleograms correspond to
ﬁlling the machine with water, positioning the carafe in the machine, and the
percolation process, respectively. The lower row shows enlargement of the last
two processes. The positioning of the carafe in the machine (a) results in a
number of contacts between metal and glass. The resulting pulses have signiﬁcant
internal structure, do not repeat themselves, and reduce gradually in intensity.
Some strongly dampened resonances occur at diﬀerent frequencies, but do not
show a discernible harmonic pattern. The whole pattern is consistent with hard
(stiﬀ) objects that hit each other a few times in a physical setting with strong
damping. This description conveys evidence of physical processes which helps
to reduce the number of possible, physically meaningful, interpretations of the
signal energy. Note that signal components function as interpretation hypotheses
for subsets of the signal. As hypotheses, they may vary in reliability. A context
in which signal components predict each other, for instance through a repetition
of similar components, enhances the reliability of interpretation hypotheses of
individual signal components. In this case the presence of one pulse predicts the
presence of other more or less similar pulses.
The lower right cochleogram (b) corresponds to a time 6 minutes after the
start where the water in the coﬀee machine has heated to the boiling point
and where it starts to percolate through the coﬀee. This phase is characterized
1

The sounds can be found on our website, http://www.ai.rug.nl/research/acg/
research.html
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Fig. 1. Cochleograms of diﬀerent sound events involved in making coﬀee. The top
three cochleograms are of the sound of, from left to right, the ﬁlling of the water
compartment of a coﬀee machine, the placing the coﬀee carafe, and the coﬀee machine
percolating, respectively. These three cochleograms have the same energy range, as
shown by the right color bar. The bottom two cochleograms are enlargements of the
two top right cochleograms. (Note that the energy ranges and time scales of the bottom
two cochleograms do not correspond to each other.)

by small droplets of boiling water and steam emerging from the heating system. This produces a broadband signal between 400 and 800 Hz with irregular
amplitude modulation and, superimposed, many not-repeating wavelet-like components that probably correspond to individual drops of steam driven boiling
water that emerge from the machine. Again it is possible to link signal details
to a high level description of a complex event like percolating water.

3

Research Paradigm

We propose a novel approach to real-world sound recognition which combines
bottom-up audio processing, based on CPSP, with top-down knowledge. The topdown knowledge provides context for the sound event and guides interpretations
of the hypotheses. Succeeding description levels in a hierarchy gradually include
more semantic content. Low levels in the hierarchy represent much of the details
of the signal and are minimally interpreted. High levels represent minimal signal
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detail, but correspond to a speciﬁc semantic interpretation of the input signal
which is consistent with the systems knowledge of its environment and its current
input. Before we present the model for real-world sound recognition, we ﬁrst
propose a paradigm, comprising of seven focus points, to guide the development
of the model, inspired by considerations from the previous section:
Real-world sound recognition The model should recognize unconstrained
input, which means there is no a priori knowledge about the input signal
such as the environment it stems from. The system will use knowledge, but
this knowledge is typically of the way we expect events to develop through
time and frequency, used a posteriori to form hypotheses. Besides this the
knowledge can also be about the context, for example an interpretation of the
past which may need updating, or about the environment, which may have
changed as well. Matching top-down knowledge with bottom-up processing
helps to generate plausible interpretation hypotheses. However, top-down
knowledge does not pose restrictions on the bottom-up processing and the
generation of hypotheses; it will only inﬂuence activation and selection of
hypotheses.
Domain independent Techniques that are task or environment speciﬁc are to
be avoided, because every new task or environment requires the development
of a new recognizer. In particular, optimizing on closed tasks or closed and
constrained environments should be avoided. This excludes many standard
pattern recognition techniques such as neural networks, and Hidden Markov
Models (HMM’s), based on Bayesian decision theory (see for example Knill
and Young [11]). Note that specifying a general approach toward a speciﬁc
task is allowed, but including a task speciﬁc solution in the general system
is not.
Start from the natural exemplar Initially the model should remain close to
approaches known to work in human and animal auditory systems. The problem in this respect is the multitude of fragmented and often incompatible
knowledge about perception and cognition, which (by scientiﬁc necessity)
is also based on closed domain research in the form of controlled experiments. Nevertheless domains such as psycholinguistics have reached many
conclusions we might use as inspiration.
Physical optimality Because the auditory systems of diﬀerent organisms are
instances of a more general approach to sound recognition, we may try to generalize these instances toward physical optimality or physical convenience.
We might for example ignore physiological non-linearities which may be necessary only to squeeze the signal into the limited dynamic range of the
natural system. Physical optimality rules out the application of standard
frame-based methods in which quasi-stationarity, with a period equaling the
frame size, is applied on an yet unknown mixture of sound sources. Physically, the approximation of a sound source as a number of diﬀerent discrete
steps is only justiﬁed with a suitable (inertia dependent) time-constant. For
closed domains with clean speech this might be guaranteed, but for open
domains quasi-stationarity can only be applied on signal evidence which,
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ﬁrstly, is likely to stem from a single process, and secondly, is known to
develop slowly enough for a certain discrete resampling. Signal components
comply with these requirements, while in general the result of frame blocking
does not. ([2], chapter 1)
Physical realizability The model should at all times only consider those solutions which are physically plausible. This is important because we want to
link the physics of the source of the sound to the signal, which only makes
sense if we actually consider only plausible sound events as hypotheses. An
extra advantage of this rule is the reduction of the solution space, since solutions which are not physically plausible will not be generated. Again this
is diﬀerent from standard pattern recognition techniques, which consider
mathematically possible (that is, most probable) solutions.
Limited local complexity To ensure realizability, the diﬀerent steps in the
model should neither be too complex, nor too large. This can be ensured
through a hierarchy of structure which is not imposed by the designer, but
dedicated by the predictive structures in the environment.
Testing The model should not remain in the theoretical domain, but should be
implemented and confronted with the complexities of unconstrained input.
This also means the model should not be optimized for a target domain, but
confronted with input from many other domains as well.

4

Model of Real-World Sound Recognition

Figure 2 captures the research paradigm of the previous section. The system processes low-level data to interpretation hypotheses, and it explicates semantically
rich, top-down queries to speciﬁc signal component expectations. The top-down
input results from task speciﬁc user queries, like “Alert me when the coﬀee is
ready” or “How many times is the coﬀee machine used in the cafeteria every
day?”, and contextual knowledge, like the setting, for example a cafeteria, and
the time of day, for example 8:30 am. However, the system recognizes sounds
and updates its context model even without top-down input: The more the system learns about an environment (that is, the longer it is processing data in an
environment), the better its context model is able to generate hypotheses about
what to expect and the better and faster it will deal with bottom-up ambiguity.
The bottom-up input is continuous sound input, which can be assigned to signal
components with a delay of less then a few hundred milliseconds (in part dependent on the properties of the signal components). Subsequent levels generate
interpretation hypotheses of each signal component combination which complies
with predictions about the way relevant sound events, such as speech, combine
signal components.2 . Several levels match top-down expectations with bottomup hypotheses. This ensures consistency between the query and the sound (set
2

The bottom-up hypotheses generation from signal component patterns will be hardcoded in the ﬁrst implementations of the system, but eventually we want to use
machine learning techniques so that the system learns to classify the signal component patterns. A similar approach is chosen for top-down queries and contextual
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output: best hypothesis
(through matching)

query

sound event
hypotheses

sound event
expectations

SC pattern
hypotheses

SC pattern
expectations

top−down

bottom−up

context

signal
components

sound signal

Fig. 2. The sound is analyzed in terms of signal components. Signal component patterns lead to sound event hypotheses. These hypotheses are continuously matched
with top-down expectation based on the current knowledge state. The combination of
bottom-up hypotheses and top-down expectations results in a best interpretation of
the input sound.

of signal components) which is assigned to it. When top-down knowledge is sufﬁciently consistent with the structure of reality (that is, potentially correct) the
resulting description of the sound is physically realizable.
Top-down combinations of query and context lead to expectations of which
instances of sound events might occur and what the current target event is.
Although important, the way queries lead to expectations is not yet addressed in
this coﬀee-making detection system. The event expectations are translated into
probability distributions of (properties of) the signal component combinations to
expect. For example, knowledge about the type of the coﬀee machine, for instance
ﬁlter or espresso, leads to a reduction of the signal components to expect. The
derivation to top-down expectations through a top-down process ensures that
the expectations are always consistent with our knowledge.
The continuous matching process between the bottom-up instances and the
top-down probability distributions ensures that bottom-up hypotheses which are
inconsistent with top-down expectations will be deactivated (or ﬂagged irrelevant
for the current task, in which case they might still inﬂuence the context model).
input; we ﬁrst hard-code the knowledge between sound events and signal component
patterns, but eventually we plan to use machine learning techniques here as well.
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SC patterns
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"structured
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"damped, structured
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"confused AM
broadband noise"

physical world

time

Fig. 3. Diﬀerent stages in the process of recognizing coﬀee making. The top level is
the highest abstraction level, representing most semantic content, but minimal signal
detail. The bottom level is the lowest abstraction level, representing very little or no
interpretation, but instead reﬂecting much of the details of the signal. From left to right
the succeeding best hypotheses are shown, generated by the low-level signal analysis,
and matched to high-level expectations, which follow from the knowledge scheme.

Vice versa, signal component combinations which are consistent with top-down
expectations are given priority during bottom-up processing. The consistent hypothesis that ﬁts the query and the context best is called the best hypothesis, and
is selected as output of the system. The activation of active hypotheses changes
with new information: Either new top-down knowledge or additional bottom-up
input changes the best interpretation hypothesis whenever one hypothesis becomes stronger than the current best hypothesis. Similar models for hypothesis
selection can be found in psycholinguistics [12, 14]. For example, the Shortlist
model of Norris [14] generates an initial candidate-list on the basis of bottom-up
acoustic input; a best candidate is selected after competition within this set. The
list of candidates is updated whenever there is new information.
Let us turn back to the example, the process of making coﬀee. Figure 3 depicts
the coﬀee making process at three levels: a sequence of activities, a sequence of
sound events to expect, and a series of signal component combinations to expect.
These three levels correspond to the top-down levels of the system. The lowest
level description must be coupled to the signal components and the cochleogram
(see ﬁgure 1) from which they are estimated. We focus on the second event
hypothesis, the sound of a coﬀee carafe being placed on the hot plate (a).
Previously, the system found some broadband irregularly amplitude modulated signal components with local, not repeating, wavelet-like components su115

perimposed. Particular sound events with these features are liquid sounds [9].
However, the system did not yet have enough evidence to classify the liquid
sound as an indication of the coﬀee machine being ﬁlled; the same evidence
might also correspond to ﬁlling a glass. But since the signal component pattern
does certainly not comply with speech, doors, moving chairs, or other events,
the number of possible interpretations of this part of the acoustic energy is limited, and each interpretation corresponds, via the knowledge of the system, to
expectations about future events. If there are more signal components detected
consistent with the coﬀee making process, the hypothesis will be better supported. And if the hypothesis is better supported, it will be more successful in
predicting subsequent events which are part of the process. In this case additional information can be estimated after 6 minutes where the water in the coﬀee
machine has heated to the boiling point and starts percolating through the coﬀee
(b).

5

Discussion

This article started with a description of a sound recognition system that works
always and everywhere. In the previous sections we have sketched an architecture
for real-world sound recognition which is capable of exactly that. Our general
approach is reminiscent to the prediction-driven approach of Ellis [8]. However,
the insistence on physical realizability is an essential novelty, associated with the
use of CPSP.
The physical realizability in our approach ensures that the state of the context
model in combination with the evidence is at least consistent with physical laws
(insofar reﬂected by the sounds). In the example of the coﬀee making detection
system only a minimal fraction of the sounds will match the knowledge of the
system and most signal component patterns will be ignored from the moment
they are ﬂagged as inconsistent with the knowledge of the system. This makes
the system both insensitive to irrelevant sounds as well as speciﬁc for the target
event, which helps to ensure its independence of the acoustic environment. A
richer system with more target events functions identically, but more patterns
will match the demands of one or more of the target events. An eﬃcient treelike representation of sound source properties can be implemented to prevent a
computational explosion.
Our approach is an intelligent agent approach [15] to CASA. The intelligent agent approach is a common within the ﬁelds of artiﬁcial intelligence and
cognitive science, and generally involves the use of explicit knowledge (often
at diﬀerent levels of description). The intelligent agent based approach can be
contrasted to the more traditional machine learning based approaches, such as
reviewed in Cowling [5], and other CASA approaches [4, 8, 17]. An intelligent
agent is typically assumed to exist in a complex situation in which it is exposed to an abundance of data, most of which irrelevant — unlike, for example,
the database in Defréville’s study [6], where most data is relevant. Some of the
data may be informative in the sense that it changes the knowledge state of
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the agent, which helps to improve the selection of actions. Each executed action
changes the situation and ought to be in some way beneﬁcial to the agent (for
example because it helps the user). An intelligent agent requires an elaborate
and up-to-date model of the current situation to determine the relevance of the
input.
More traditional machine learning and CASA approaches avoid or trivialize
the need for an up-to-date model of the current situation and the selection of
relevant input by assuming that the input stems from an environment with particular acoustic properties. If the domain is chosen conveniently and if suﬃcient
training data is available, sophisticated statistical pattern classiﬁcation techniques (HMM, Neural Networks, etcetera) can deal with features like Mel Frequency Cepstral Coeﬃcients (MFCC) and Linear Predictive Coeﬃcients (LPC),
which represent relevant and irrelevant signal energy equally well. These features
actually make it more diﬃcult to separate relevant from irrelevant input, but
a proper domain choice helps to prevent (or reduce) the adverse eﬀects of this
blurring during classiﬁcation. CASA approaches [4, 17] rely on the estimation of
spectro-temporal masks that are intended to represent relevant sound sources,
only after information in the masks is presented to similar statistical classiﬁcation systems. These approaches require an evaluation of the input in terms of
relevant/irrelevant before the signal is classiﬁed. This entails that class-speciﬁc
knowledge cannot be used to optimize the selection of evidence. This limits these
approaches to acoustic domains in which class-speciﬁc knowledge is not required
to form masks that contain suﬃciently reliable evidence of the target sources.

6

Conclusions

Dealing with real-world sounds requires methods which do not rely on a conveniently chosen acoustic domain as traditional CASA methods do. Furthermore,
these methods do not make use of explicit class and even instance speciﬁc knowledge to guide recognition, but rely on statistical techniques, which, by their
very nature, blur (that is, average away) diﬀerences between events. Our intelligent agent approach can be contrasted to traditional CASA approaches, since
it assumes the agent (that is, the recognition system) is situated in a complex
and changing environment. The combination of bottom-up and top-down processing in our approach allows a connection with the real world through event
physics. The insistence on physical realizability ensures that each event speciﬁc
representation is both supported by the input and consistent with the systems
knowledge. The reliability of a number of CPSP-based commercial products for
verbal aggression and vehicle detection, which function in real-live and therefore
unconstrained acoustic environments, is promising with respect to a successful implementation of our approach. We have a recipe, and a large number of
ingredients. Let us try to proof the pudding.
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