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Abstract. A common way to support exploratory music retrieval scenarios is to give an overview using a neighborhood-preserving projection
of the collection onto two dimensions. However, neighborhood cannot
always be preserved in the projection because of the dimensionality reduction. Furthermore, there is usually more than one way to look at
a music collection and therefore different projections might be required
depending on the current task and the user’s interests. We describe an
adaptive zoomable interface for exploration that addresses both problems: It makes use of a complex non-linear multi-focal zoom lens that
exploits the distorted neighborhood relations introduced by the projection. We further introduce the concept of facet distances representing
different aspects of music similarity. Given user-specific weightings of
these aspects, the system can adapt to the user’s way of exploring the
collection by manipulation of the neighborhoods as well as the projection.
Key words: exploration, interface, multi-facet
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Introduction

There is a lot of ongoing research in the field of music retrieval aiming to improve
retrieval results for queries posed as text, sung, hummed or by example as well
as to automatically tag and categorize songs. All these efforts facilitate scenarios
where the user is able to somehow formulate a query – either by describing the
song or by giving examples. But what if the user cannot pose a query because
the search goal is not clearly defined? E.g. he might look for background music
for a photo slide show but does not know where to start. All he knows is that he
can tell if it is the right music the moment he hears it. In such a case, exploratory
retrieval systems can help. A common approach is to start with an overview from
where the user can decide which regions to explore further. In this paper, we
address the following three major problems that arise in this context:
1. The first problem is caused by the amount of songs. Even for collections
containing only some thousands of songs, we cannot display all songs in the
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collection at a time.1 Firstly, because there is not enough space on the display
and secondly, even if there was enough space, the amount of information
would overwhelm the user.
2. The second problem arises from the dimensionality reduction. Mapping the
collection from high-dimensional feature space onto two dimensions, projection errors become inevitable. Some songs will appear closer than they actually are and on the other side, some songs that are distant in the projection
may in fact be neighbors in the original space.
3. Third, there is more than one way to look at a music collection – or more
specifically to compare two songs based on their features. Each user may
have a different way and a retrieval system should be able to adapt itself
appropriately.
Before outlining our approach in Section 3 we discuss related work in the following Section.

2

Related Work

There exists a variety of approaches that in some way give an overview of a
music collection. For the task of music discovery which is closely related to collection exploration, a very broad survey of approaches is given in [8]. Generally,
there are several possible levels of granularity that can be supported, the most
common being: track, album, artist and genre. Though a system may cover more
than one granularity level (e.g. in [41] visualized as disc or TreeMap[36]), usually
a single one is chosen. In this work, we focus on the song level as do most of
the related approaches. (However, our and most of the other techniques may as
well be applied on other levels such as for albums or artist. All that is required
is an appropriate feature representation of the objects of interest.) Those approaches focusing on a single level can roughly be categorized into graph-based
and similarity-based overviews.
Graphs facilitate a natural navigation along relationship-edges. They are especially well-suited for the artist level as social relations can be directly visualized (e.g. the Last.fm artist map 2 or the Relational Artist Map RAMA[34]).
However, building a graph requires relations between the objects – either from
domain knowledge or artificially introduced. E.g., there are some graphs that use
similarity-relations obtained from external sources (such as the APIs of Last.fm3
or EchoNest4 ) and not from an analysis of the objects themselves. Either way,
this results in a very strong dependency and may quickly become problematic
for less main-stream music where such information might not be available. This
is why we chose a similarity-based approach instead.
1

2
3
4

Additionally, there remains the question how to effectively visualize a song. However,
we will not address this problem here.
http://sixdegrees.hu/last.fm/interactive map.html
http://www.last.fm/api
http://developer.echonest.com/
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Similarity-based approaches require the objects to be represented by one or
more features. They are in general better suited for song level overviews due
the vast variety of content-based features that can be extracted from songs.
For albums and artists, either some means for aggregating the features of the
individuals songs are needed or non-content-based features, e.g. extracted from
knowledge resources like Musicbrainz5 and wikipedia6 or cultural meta-data [45],
have to be used. In most cases the overview is then generated using some metric defined on these features which leads to proximity of similar objects in the
feature space. This neighborhood should be preserved in the collection overview
which usually has only two dimensions. Popular approaches for dimensionality
reduction are self-organizing maps (SOM) [16], principal component analysis
(PCA) [13] and multidimensional scaling techniques (MDS) [17].
In the field of music information retrieval, SOMs are widely used. SOMbased systems comprise the SOM-enhanced Jukebox (SOMeJB) [32], the ”Islands of Music” [30,29] and nepTune [15], the MusicMiner [25], the PlaySOMand PocketSOM-Player [26] (the latter being a special interface for mobile devices), the SoniXplorer [20,21], the ”Globe of Music” [38] and the tabletop applications MUSICtable [37], MarGrid [11], SongExplorer [14] and [7]. Our previous
prototype [39] used a SOM as well. SOMs are prototype-based and thus there
has to be a way to initially generate random prototypes and to modify them
gradually when objects are assigned. This poses special requirements regarding
the underlying feature space and distance metric. Moreover, the result depends
on the random initialization and the neural network gradient descend algorithm
may get stuck in a local minimum and thus not produce an optimal result. Further, there are several parameters that need to be tweaked according to the data
set such as the learning rate, the termination criterion for iteration, the initial
network structure, and (if applicable) the rules by which the structure should
grow. However, there are also some advantages of SOMs: Growing versions of
SOMs can adapt incrementally to changes in the data collection whereas other
approaches may always need to generate a new overview from scratch. Section
5.2 will address this point more specifically for our approach. In our opinion
the disadvantages of SOMs outweigh their advantages for the interactive task at
hand, which requires a real-time response. Therefore, the approach we present
here is based on MDS.
Given a set of data points, MDS finds an embedding in the target space
that maintains their distances (or dissimilarities) as far as possible – without
having to know their actual values. This way, it is also well suited to compute a
layout for spring- or force-based approaches. PCA identifies the axes of highest
variance termed principal components for a set of data points in high-dimensional
space. To obtain a dimensionality reduction to two-dimensional space, the data
points are simply projected onto the two principal component axes with the
highest variance. PCA and MDS are closely related [46]. In contrast to SOMs,
both are non-parametric approaches that compute an optimal solution (with
5
6

http://musicbrainz.org/
http://www.wikipedia.org/
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respect to data variance maximization and distance preservation respectively)
in fixed polynomial time. Systems that apply PCA, MDS or similar force-based
approaches comprise [4], [43], [22], the fm4 Soundpark [9], and MusicBox [19].
All of the above approaches use some kind of projection technique to visualize
the collection but only a small number tries to additionally visualize properties
of the projection itself: The MusicMiner [25] draws mountain ranges between
songs that are displayed close to each other but dissimilar. The SoniXplorer
[20,21] uses the same geographical metaphor but in a 3D virtual environment
that the user can navigate with a game pad. The ”Islands of Music” [30,29] and
its related approaches [15,26,9] use the third dimension the other way around:
Here, islands or mountains refer to regions of similar songs (with high density).
Both ways, local properties of the projection are visualized – neighborhoods of
either dissimilar or similar songs. In contrast (and possibly as a supplementation)
to this, we propose a way to visualize properties of the projection that are not
locally confined: As visualized in previous work for SOMs [27], there may be
distant regions in a projection that contain very similar objects. This is much
like a ”wormhole” connecting both regions through the high-dimensional feature
space. To our knowledge, there has been no attempt so far to visualize such
distortions caused by the projection though they become inevitable because of
the dimensionality reduction.
Additionally, our goal is to support user-adaptation during the exploration
process by means of weighting aspects of music similarity. Of the above approaches, only the revised SoniXplorer [21], MusicBox [19] and our original
SOM-based prototype [39] allow automatic adaptation of the view on the collection through interaction. Apart from this, there exist systems that also adapt
a similarity measure but not to change the way the collection is presented in
an overview but to directly generate playlists: MPeer [3] allows to navigate the
similarity space defined by the audio content, the lyrics and cultural meta-data
collected from the web through an intuitive joystick interface. In the E-Mu Jukebox [44], weights for five similarity components (sound, tempo, mood, genre and
year – visually represented by adapters) can be changed by dragging them on a
bull’s eye. PATS (Personalized Automatic Track Selection) [31] and the system
described in [47] do not require manual adjustment of the underlying similarity
measure but learn from the user as he selects songs that in his opinion do not
fit to the current context-of-use. PAPA (Physiology and Purpose-Aware Automatic Playlist Generation) [28] as well as the already commercially available
BODiBEAT music player7 uses sensors that measure several bio-signals (such as
the pulse) of the user as immediate feedback for the music currently played. In
this case not even a direct interaction of the user with the system is required to
continuously adapt playlist-models for different purposes. However, as we have
shown in a recent survey [40], users do not particularly like the idea of having
their bio-signals logged – especially if they cannot control the impact of this
information on the song recommendation process. In contrast to these systems
that purely focus on the task of playlist generation, we pursuit a more general
7
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goal in providing an adaptive overview of the collection that can then be used
to easily generate playlists as e.g. already shown in [15] or [19].

3

Outline

The goal of our work is to provide a user with an interactive way of exploring a
music collection. Before going into details, we want to sketch the key points of
our approach:
– An overview of the collection is given, where all songs are displayed as points
at any time but only for a limited number an album cover thumbnail is
shown. The songs shown in detail are chosen to be spatially well distributed
and representative.
– The view on the collection is generated by a neighborhood-preserving projection from some high-dimensional feature space onto two dimension. I.e.,
in general songs that are close in feature space will most likely appear as
neighbors in the projection. The quality of the projection method (e.g. MDS,
SOM, PCA) is only secondary but it needs to guarantee near real-time performance even for a large music collection.
– The user can alter the projection by choosing weights for several aspects of
music (dis-)similarity. This gives him the possibility to look at a collection
from different perspectives.
– The projection will necessarily contain distortions of the actual distances of
the songs. Instead of trying to improve the quality of the projection method
and trying to fix heavily distorted distances, we exploit them during interaction with the projection:
The user can zoom into a region of interest. The space for this region is
increased, thus allowing album cover thumbnails to be displayed for more
songs. At the same time the surrounding space is compacted but not hidden
from view. This way, there remains some context for orientation. To accomplish such a behavior the zoom is based on a non-linear distortion similar to
so called ”fish-eye” lenses.
At this point the original projection errors come into play: Instead of putting
a single lens focus on the region of interest, additional focuses are introduced
in regions that contain songs similar to those in primary focus. The resulting
distortion brings original neighbors back closer to each other. This gives the
user another option for interactive exploration.
The outline of our approach is depicted in Figure 1. As near real-time performance of the projection is necessary to respond to changed weight settings,
some preprocessing steps need to be done. This part is described in Section 4.
Based on features extracted from the songs, facets are defined that refer to different aspects of music (dis-)similarity (Section 4.1). Further a small sample of
songs is drawn from the collection (Section 4.2). These songs are referred to as
landmarks. Only for these songs, the projection will be computed later. The remaining songs will be placed according to their distances to the landmarks. To
further speed up the projection, these distances are precomputed (Section 4.3).
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Fig. 1. Outline of the approach showing the important processing steps and data
structures. Top: preprocessing. Bottom: interaction with the user with screenshots of the graphical user interface.
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Section 5 describes the techniques applied during interaction: An aggregated
distance metric is derived from the adjusted weights (Section 5.1) and used to
compute distances in the projection step (Section 5.2). The underlying technique
of the multi-focal zoom and details for the filtering used to choose thumbnails
are explained in Section 5.3. Finally, Section 6 discusses our early experiences
with a prototype implementation of the described system.

4

Preprocessing

This section describes all necessary preprocessing steps that can be done offline.
The applied methods are therefore not required to operate in real-time. First,
the concept of features and facets is introduced. Then, the landmark selection
heuristic is explained. Finally, data structures are described that can be precomputed to speed up response time during the interaction.
4.1

Features and Facets

Music pieces are described by features that can be extracted from raw audio data
(e.g. loudness), associated meta-data (e.g. ID3-tags) or external sources such as
web services providing lyrics. Based on these features, facet distance metrics can
be defined:
Definition 1. Given a set of features F , let S be the space determined by the
feature values for a set of songs O. A facet distance metric d (or short: facet) is
a distance metric defined on a subspace S 0 ⊆ S of the feature space and satisfying
the following conditions for any songs x, y, z ∈ O:
– d(x, y) ≥ 0 and d(x, y) = 0 if and only if x = y
– d(x, y) = d(y, x) (symmetry)
– d(x, z) ≤ d(x, y) + d(y, z) (triangle inequality)
E.g. a facet ”timbre” could be defined on the MFCC-based feature described in
[23] whereas a facet ”text” could compare the combined information from the
features ”title” and ”lyrics”.
It is important to stress the difference to common faceted browsing and search
approaches that rely on a faceted classification of objects to support users in
exploration by filtering available information. Here, no such filtering by value is
applied. Instead, we employ the concept of facet distances to express different
aspects of (dis-)similarity that can be used for filtering.
4.2

Landmark Selection

The projection algorithm described later in Section 5.2 relies on a representative
sample of songs selected from the whole data set. The songs of these sample are
called landmarks or pivot objects. The quality of the projection depends on the
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choice of the landmarks – especially if the landmark sample is small. If the landmarks lie close to a low-dimensional subspace (e.g. a line), there is the chance of
systematic errors in the projection. Two heuristics are proposed in [6] with the
goal to approximate the covariance matrix of the data with the sample defined
by the landmarks: A random approach and a MaxMin approach. The MaxMin
approach greedily seeks out extreme, well-separated landmarks but has the tendency to select outliers in the data. The authors state that accuracy increases
with the number of landmarks (but at higher computational costs). Here, we
propose a hybrid approach: We start with a landmark set generated with the
MaxMin heuristic using a single facet at a time for the distance computation.
Afterwards, landmarks are replaced with a predefined probability by randomly
chosen objects (similar to a mutation operator in genetic programming). This
way, the heuristic is a little less random. However, there is definitely much room
for improvement here but this is out of the scope of this paper.
4.3

Facet Distance Caching

Once the landmark sample has been chosen, the facet distance cuboid can be
computed. This 3-dimensional data structure depicted in Figure 1 (top) holds for
each song the distance values to all landmarks for all facets. If N is the number
of songs, m the number of landmarks and l the number of facets, the cuboid
has the dimension N × m × l and holds as many positive real values. The facet
distance values need to be stored separately as it is not clear at indexing time
how these values are to be aggregated. Note that m and l are fixed small values
of O(100) and O(10) respectively. Thus, the space requirement effectively scales
linearly with N and even for large N the data structure should fit into RAM.
4.4

Nearest Neighbor Indexing

To control the lens distortion as described in Section 5.3 the nearest neighbors
of a song need to be retrieved. As the user interface has to respond quickly,
linear scans become infeasible for large N . Thus, more efficient index structures
are required. As the choice of an appropriate index depends on the facets used,
no general statement can be made here. It is possible to apply generic multimedia indexing techniques such as space partition trees [5] or approaches based
on locality sensitive hashing [12] that may even be kernelized [18] to allow for
more complex distance metrics. Describing all possibilities for efficient indexing
methods is however beyond the scope of this paper.

5

Online Interaction

Once the music collection has been preprocessed and indexed, a user can interact
with it as outlined in Figure 1 (bottom). The facet control panel allows to adapt
two aggregated distance metrics by choosing a function type (in the drop-down
menu) and then adjusting weights for the individual facets (through the sliders).
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Section 5.1 describes the facet distance aggregation in detail. The first aggregated
distance metric is applied to derive the song-landmark distances from the facet
distance cuboid previously introduced in Section 4.3. These distances are then
used to compute the projection of the data set onto the 2-dimensional plane on
the right. This process will be described in Section 5.2. The second aggregated
distance metric is applied to identify the neighbors of a song. The information
about the neighbors is used to distort the projection when the user zooms into
it. We describe the Multi-Focus SpringLens technique used for distortion in
Section 5.3. By default, the two aggregated distance metrics are linked as it
is most natural to use the same metric for projection and neighbor retrieval.
However, unlinking them and using e.g. orthogonal distance metrics can lead to
interesting effects.
5.1

Facet Distance Aggregation

Before the collection can be projected, the facet distances need to be aggregated.
The facet distance cuboid (c.f. Section 4.3) already holds the precomputed facet
distance values. I.e., for each (song, landmark)-pair, a list of real values referring
to the respective facets can be looked up. The aggregation process that computes
a single value from such a list can be fully controlled by the user. The respective
interface is shown in Figure 1 (bottom). For each facet, the user can choose a
weight that states how important the facet distance should be when comparing
songs. Additionally, he can choose one of the following functions to aggregation
the facet distances values d1 , . . . , dl and the associated weights w1 , . . . , wl :
qP
l
2
– d=
i=1 wi di (weighted euclidean distance)
Pl
– d = i=1 wi d2i (squared weighted euclidean distance)
Pl
– d = i=1 wi di (weighted sum)
– d = maxi=1..l {wi di } (maximum)
– d = mini=1..l {wi di } (minimum)
5.2

Projection

In the projection step each song is mapped from the high-dimensional feature
space to a 2-D-coordinate that will later be used to infer its position when
displayed on the screen. Naturally, this projection should be neighborhoodpreserving such that songs close to each other in feature space are also close
in the projection. We propose to use a landmark- or pivot-based multidimensional scaling approach (LMDS) for the projection as described in detail in [6].
This is a computationally efficient approximation to classical MDS. The general
idea of this approach is as follows: Given a sample of landmark objects selected
by some heuristic (described in Section 4.2), an embedding into low-dimensional
space is computed for these objects using classical MDS. Each remaining data
object can then be located within this space according to its distances to the
landmarks. A projection of the test collection (c.f. Section 6.1) is shown in Figure
1 (bottom: projection).
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Complexity Classical MDS has a computational complexity of O(N 3 ) for the
projection, where N is the number of objects in the data set. Additionally, the
N ×N distance matrix needed as input requires O(N 2 ) space and is computed in
O(CN 2 ), where C are the costs of computing the distance between two objects.
By limiting the number of landmark objects m  N , an LMDS projection can
be computed in O(m3 + kmN ), where k is the dimension of the visualization
space, which is fixed here as 2. The first part refers to the computation of the
classical MDS for the m landmarks and the second to the projection of the remaining objects with respect to the landmarks. Further, LMDS requires only the
distances of each data point to the landmarks, i.e. only a m × N distance matrix has to be computed resulting in O(mN ) space and O(CmN ) computational
complexity. This way, LMDS becomes feasible for application on large data sets
as it scales linearly with the size of the data set.
Incremental Collection Updates In previous work [27,39] we used a Growing Self-Organizing Map approach (GSOM) for the projection. While both approaches, LMDS and GSOM, are neighborhood-preserving, GSOMs have the
advantage of being inherently incremental, i.e. adding or removing objects from
the data set only gradually changes the way, the data is projected. This is a nice
characteristic because too abrupt changes in the projection caused by adding or
removing some songs might irritate the user if he has gotten used to a specific
projection. On the contrary, LMDS does not allow for incremental changes of
the projection. However, it still allows objects to be added or removed from the
data set to some extend without the need to compute a new projection: If a
new song is added to the collection, an additional ”layer” has to be appended to
the facet distance cuboid (c.f. Section 4.3) containing the facet distances of the
new song with all landmarks. The new song can then be projected according to
these distances. If a song is removed, the respective ”layer” of the cuboid can be
deleted. Neither operation does alter the projection.8 Adding or removing many
objects may however alter the distribution of the data (and thus the covariances)
in such a way that the landmark sample may no longer be representative. In this
case a new projection based on a modified landmark set should be computed.
We leave this point for further work and consider here only a stable landmark
set.
5.3

Adaptive SpringLens Visualization

The collection view (Figure 1, bottom) initially shows the original projection
of the collection. By default, each song is only visualized as a point. Only for
selected songs the album cover is displayed as thumbnail. (The filtering applied
to select songs for display is explained in a respective subsection below.) Once
the user zooms into a region by clicking into it, the projection is distorted in
8

In case a landmark song is removed from the collection, its feature representation
has to be kept to be able to compute facets distances for new songs. However, the
corresponding ”layer” in the cuboid can be removed as for any ordinary song.
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the following way: Naturally, the region of interest is enlarged with a fish-eye
distortion to make room for more album cover thumbnails of songs in this region.
By using a fish-eye, the context of the surrounding collection remains visible but
is compacted as its display space is reduced. Additionally, another distortion is
introduced, that also enlarges smaller regions of the collection that are currently
not in focus but contain neighbors of those that are. As a result, the overall
distortion of the projection brings neighbors closer together that – caused by
some projection errors – originally have been distant.

Filtering In order to reduce the amount of information displayed at a time,
only a subset of the collection is shown as thumbnails. The remaining songs
are only visualized as points to give information about the data distribution.
For the filtering algorithm, an importance or familiarity value can optionally be
assigned to each song. E.g. this could be a rating of the song or a play count.
If no importance values are defined, random values are used. To reduce lookup
time, projected points are stored in a quadtree data structure and sorted by
importance within the tree’s quadrants.
The following method is used to select songs: A Delaunay triangulation is
constructed incrementally top-down starting with the most important song and
some virtual points at the corners of the display area. Next, the size of all
resulting triangles given by the radius of their circumcircle is compared with a
predefined threshold sizemin . If the size of a triangle exceeds this threshold, the
most important song within this triangle is chosen for display and added as a
point for the triangulation. This process continues recursively until no triangle
that exceeds sizemin contains anymore songs that could be added. The Delaunay
triangulation can be computed in O(n log n) and the number of triangles is at
most O(n) with n  N being the number of actually displayed album cover
thumbnails. A triangle’s size may changed through distortion caused by the
multi-focal zoom. This change may trigger an expansion of the triangle or a
removal of the point that caused its creation originally. Both operations are
propagated recursively until all triangles meet the size condition again. Figure
1 (bottom) shows a triangulation and the resulting display for a (distorted)
projection of the test collection (c.f. Section 6.1).

Neighborhood-Driven Multi-Focal Zoom The zoom is based on an approach originally developed to model complex nonlinear distortions of images
called ”SpringLens” [10]. A SpringLens consists of a mesh of mass particles
and interconnecting springs that form a rectangular grid with fixed resolution.
Through the springs, forces are exerted between neighboring particles affecting
their motion. By changing the rest-length of selected springs, the mesh can be
distorted. The deformation is calculated by a simple iterative physical simulation
over time. This way, the SpringLens functions as a very flexible lens.
In the context of this work, we apply SpringLens to simulate a complex
superimposition of multiple fish-eye lenses. We chose a moderate resolution of
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30×30 for the overlay mesh which yields sufficient distortion accuracy while realtime capability is maintained. When the user zooms into a region, a primary fisheye lens is created at the click location. Additionally, the thumbnail closest to the
click location is identified. Next, the neighbor index is queried with the respective
song. For each of the neighbors, a secondary lens is added at the neighbor’s
position with its radius and magnification dependent on the distance from the
song in primary focus (according to the neighbor index). By superimposing all
newly and previously defined lenses the deformation of the distortion mesh is
calculated. The new position of the projection points are finally obtained by
barycentric coordinate transformation with respect to the particle points of the
mesh. A distorted projection of the test collection (c.f. Section 6.1) is shown in
Figure 1 (bottom: lens distortion).

6

Prototype Implementation

A prototype system has been implemented in Java. The Landmark MDS projection algorithm is based on the MDSJ library [1]. For lens modeling, the original
SpringLens code written in C has been ported to Java. The graphical user interface has been built using Qt Jambi.9 Although many design decisions have
been made in favor of performance, the implementation itself is not performanceoptimized and there is possibly still a high potential for improvement.
6.1

Test Datasets

The performance of the system was tested on two datasets. The first collection
contained 274 songs of The Beatles taken from the 12 ”canonical” studio albums
plus the ”Yellow Submarine” soundtrack and the compilations ”1962-1966” (Red
Album), ”1967-1970” (Blue Album) and ”1”. The dataset was chosen because
it had been already the basis for our previous SOM-based prototype [39]. This
allows us to make performance comparisons between the two approaches and to
conduct a comparative user study.
Audio information: Audio features were extracted utilizing the capabilities of the frameworks CoMIRVA [35] and JAudio [24]. With CoMIRVA, we
extracted two features – one representing the overall timbre as Gaussian Mixture Models of the Mel Frequency Cepstral Coefficients (MFCCs) according to [2]
and [23] (”timbre” facet) and the other describes how strong and fast beats are
played within specific frequency bands [30] (”rhythm” facet). JAudio was used
to extract a global audio descriptor as described in [42] (”dynamics” facet). The
resulting 64-dimensional real number vectors can be interpreted as a perceptual
hashes and compared by using the euclidean distance.
Textual information: Lyrics for all songs were obtained through the web
service of LyricWiki10 , filtered for stop words, stemmed and described by document vectors with TFxIDF term weights [33] (”lyrics” facet). As distance metric,
the cosine similarity was used.
9
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As importance measure, play counts for the songs were obtained from a
last.fm profile. Finally, album covers were obtained through web search and
linked to the songs. However, they are currently only used for labeling as described in section 5.3.
The second dataset has been randomly generated. It contains 50000 objects
(real number vectors from R10 ). We defined 10 virtual facets – each one computing the absolute distance on a different dimension. This aims to simulate a
very large personal music collection with a reasonable number of facets.
6.2

Performance Measurements

To assess the performance of the implementation, the execution times for the
different components were measured on a consumer notebook running an Intel
Core 2 Duo @ 2.4 GHz with 2 Gigabyte RAM. Feature extraction took 70 minutes – clearly dominated by the extraction of the audio features. Table 1 shows
the processing time for the steps dependent on the number of landmarks m.
(For the random dataset and m = 400, the size of the internal data structures
exceeded the maximum amount of RAM available.) In comparison, generating
the initial growing SOM for the Beatles dataset with our previous system [39]
took about 16 seconds. As expected the time increases with the numbers of landprocessing step

number of landmarks (m)
10 100 200
274
distance cuboid (offline) 0.1 3.1 7.3
9.1
projection (online)
0.004 0.019 0.060 0.101
processing step
number of landmarks (m)
10
100 200
300
distance cuboid (offline) 0.3654 2.738 5.849 9.352
projection (online)
0.0958 0.392 0.781 1.252

Table 1. Performance of the landmark-dependent processing steps. Values in
seconds, averaged over 10 runs. Top: Beatles dataset (N=274). Bottom: Random
dataset (N=50000).

marks chosen. This effect is linear for the computation of the distance cuboid as
N × m × l distances need to be computed whereby N and l are constants here
(c.f. Section 4.3). For the projection the impact of increasing m is much more
drastic. Recalling, that the computation complexity of this step is O(m3 +kmN )
(c.f. Section 5.2) this is also not surprising. The initial filtering takes less than 15
milliseconds and subsequent updates triggered by lens distortions significantly
less. The time needed for the lens distortion was not measured as it is simulated
over time to yield a smooth transition effect. Summarizing, the response time
of the system stayed well below a second – except for the maximal landmark
sample of the large random dataset – making it suitable for fluent, uninterrupted
interaction with the user. First user experiments indicate the usefulness of the
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approach in order to get an appropriate (user-specific) overview of a collection
and to explore the contents easily. However, a more detailed user study in order
to evaluate certain problems of the interface itself still remains to be done.

7

Conclusions

In this paper, we presented a zoomable interface for interactive exploration of
music collections based on neighborhood-preserving projections. When the user
zooms into a region, a complex multi-focal lens visualizes neighborhood relations
distorted in the original projection. By choosing weights for different aspects of
similarity, the user can manipulate the projection and the neighborhood relations
visualized by the lens. We further proposed data structures that facilitate a realtime adaptation of the system.
We are currently preparing a user study to assess whether users embrace
this way of collection exploration and to identify further options for interaction.
Further, we want to investigate improved data structures for filtering and zoom,
e.g. for automatic adaptive of the distortion grid resolution.
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