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Abstract
The increase in complexity of Artificial Neural Nets (ANNs)
results in difficulties in understanding what they have
learned and how they accomplish their goal. As their complexity becomes closer to the one of the human brain, neuroscientific techniques could facilitate their analysis. This
paper investigates an adaptation of the Event-Related Potential (ERP) technique for analyzing ANNs demonstrated for a
speech recognizer. Our adaptation involves deriving a large
number of recordings (trials) for the same word and averaging the resulting neuron activations. This allows for a systematic analysis of neuron activation to reveal their function
in detecting specific letters. We compare those observations
between an English and German speech recognizer.
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Introduction
With the growing complexity of Artificial Neural Nets (ANNs),
understanding what they have learned and how they accomplish
their tasks becomes increasingly difficult. Due to the advances
in computation power, ANNs are built with more neurons and
larger depth. This increasing number of neurons and connections
between them causes ANNs to become closer to the complexity
of the human brain. For more than 50 years, neurosciences
have been studying the brain and developed techniques to get
insight into neurological processes (Luck, 2005). In this paper, we
investigate the possibility of adapting one of the well-studied neuroscientific techniques to get insight into highly complex ANNs. The
Event-Related Potential (ERP) technique is a popular neuroscientific method, particularly to analyze Electroencephalography (EEG)
data. This technique measures the brain activity averaged over
a large number of trials for an identical event. While the event
is consistent the context is not. Therefore, activations related
to different contexts get averaged out and characteristics related
to the event are retained (Luck, 2005). A common visualization
technique for EEG data are topographic maps of the electrode
activations, plotted at the respective locations from a top-view
perspective on the head. Activations for areas between electrodes
are interpolated. Time-locked with the event onset, a time series of
topographic maps can visualize changes associated to the event.
For investigating the adaptation of the ERP technique and
EEG visualization methods, we are using a speech recognizer
as a representative ANN. We are using a Convolutional Neural
Net (CNN) based on the Wav2Letter architecture (Collobert,
Puhrsch, & Synnaeve, 2016). Our speech recognizer converts
speech to mel-scaled spectrograms which are translated into
letters (Kunze et al., 2017). First, we trained an English model.
We adapted this English model by further training it with German

speech data derived from the Bavarian Archive for Speech
Signals (BAS) 1 . In doing so, we obtain an English and German
model that share neuron locations. This allows us to compare
specific neurons and their activations between both languages.

Methods
In this section we describe how we derived single-word data sets
as events for the adapted ERP technique and how we visualize
neuron activations.
Epoching and Averaging: In ERP analysis, epochs refer to
trials or short segments of time-locked raw data. In contrast to
studying the human brain, our ANN is fully deterministic. That
means, if we present the exact same stimulus, we will observe
identical behavior. Here, the variance lies in the stimuli due to different pronunciations of the same word. Therefore, we feed the ANN
different recordings of the same word in different contexts and track
the neuron activations. In our analogy to ERP, a word represents
the event and the artificial neuron activations are the potentials. To
determine the mean neuron activations, a large number of trials is
needed for a certain word stimulus. As recording new audio data
is too expensive, we chose to extract segments from our training
and test data as stimuli. Within the German speech data, there are
several corpora which provide annotations for word positions in the
audio data which we used for extracting segments. Although being
the same spoken word, these audio snippets vary in duration due
variable speed of talking or annotation errors. Mapping the word’s
letters to time frames in the audio is not consistent and therefore
cannot be used as event in the adapted ERP method. To reduce
the variance in speed, we further restricted the subsets in terms of
audio length. For each word, we binned the data into bins of 0.1 s.
From those, we chose to only use the bin which contained the maximum amount of snippets. The speech recognizer needs a minimum audio length as input in order to perform a prediction. This
is due to the neuron’s filter sizes and the depth of the ANN. Since
single-word audio is too short to exceed this minimum length, we
extended all snippets by 0.5 seconds of the original audio in each
direction2 . We then used these word-specific data sets of similar
audio length as input to the speech recognizer. We computed the
mean activations of each neuron over all inputs for a certain word.
Visualizing neuron activations: In classical ERP analysis,
there is a natural topography of electrodes given by their spacial
positions. Such neighborhood relationship does not exist between
the artificial neurons in an ANN. To tackle this problem, we trained
a square Self-Organizing Map (SOM) on the filters. From the
trained SOM, we obtain a mapping for each filter to the SOM-grid,
such that filters are clustered based on their similarity. This
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(references for the single corpora are omitted due to limited space)
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Figure 1: Mean filter activations in our German and English speech recognizer using audio snippets for the German word ’ein’.
mapping also allows to project filter activations onto the grid.

Results & Discussion
Our speech recognizer net consists of 11 layers with 250 to 2000
neurons per layer. For demonstration purposes, we focus here on
the input layer and on the German word ’ein’ as input, which translates to ’a’ or ’one’ in English. For this word, we derived 3170 audio
snippets of length between 0.13 s and 0.23 s. Figure 1 shows the
mean neuron activations for the spoken word ’ein’ in the German
model (top) and the English model (bottom). The plots only show
the time span corresponding to the word, while the actual audio
snippets were longer. Both top and bottom part consist of a line
plot with a series of heat maps on top and a key including filter visualizations. For each time point in the plotted time frame, we determine the neuron of highest activity. For those neurons, the mean
activation over time is shown in the line plot. We measured the activations in time steps of 16 ms of audio. This is the maximum possible sampling rate due to the input spectrogram resolution. The
values on the x-axis are the most frequently predicted letter at each
time step. The series of heat maps on top of the line plot visualizes
the mean activations of all 250 neurons. Each neuron corresponds
to a convolutional filter. The neuron positions were determined
through clustering the corresponding filters with a 16x16 SOM3 .
Moreover, the small plot at the top left shows the positions of the
plotted filters in the SOM-grid. The right part of the Figure shows a
key of the plotted filters, including a visualization of the filter weights.
Using the German model, the word was correctly predicted. We
observed that there are neurons that are highly activated in correlation with the letters. The pink colored neuron experiences a strong
activation for the vowels ’e’ and ’i’. Possibly, this neuron detects the
sound of ’ei’ since this sound in German is different from ’e’ and
’i’ separately. When predicting ’n’, the dark blue, light blue and red
colored neurons have their peak activity. The English model pre3

Not all positions in the SOM represent a filter.

dicts the reasonable word ’and’, whose sound is also similar to the
German word. Among the six filters there are four which are activated most in one of the time points in both languages. These are
the neurons colored pink, dark blue, yellow and green. Moreover,
they have a similar activation over time compared between both
models. It is also notable that the activations in the English model
are lower than in the German one. This supports that a model is
showing a stronger response for words in its native language.

Conclusion
This first application of the ERP technique for analyzing Artificial
Neural Nets led to interesting observations. We showed that two
speech recognizers trained for either English or German had
similar neuron activations when detecting basic features of the
audio signal. Our results demonstrate that the adapted ERP
technique is a promising direction for analysis of deep ANNs.
Moreover, the technique is applicable to all network architectures.
We hope that this research facilitates a stronger exchange
between the disciplines of deep learning and neuroscience.
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